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    reckon-db

[image: Buy Me A Coffee]
BEAM-native Event Store built on Khepri/Ra with Raft consensus.
[image: Architecture]
Overview
reckon-db is an Erlang implementation of a distributed event store designed for:
	Event Sourcing: Store and replay events with optimistic concurrency
	Clustering: Automatic node discovery and Raft-based replication
	High Throughput: Partitioned writers for concurrent stream writes
	Edge & Datacenter: Works on Nerves devices and Kubernetes clusters

Features
	Event stream operations (append, read, subscribe) with versioning and optimistic concurrency
	Dynamic Consistency Boundary (DCB) — conditional append on a tag-filter context query (see guides/dcb.md)
	Persistent subscriptions (stream, event type, pattern, payload matching)
	Snapshot management for aggregate state
	Emitter pools for high-throughput event delivery
	UDP multicast and Kubernetes DNS discovery
	BEAM telemetry with optional OpenTelemetry exporters

Installation
Add to your rebar.config:
{deps, [
    {reckon_db, "2.1.0"}
]}.
Pure Erlang implementation - works everywhere, no native dependencies.
Quick Start
%% Start the application
application:ensure_all_started(reckon_db).

%% Append events to a stream
Events = [
    #{
        event_type => <<"user_created">>,
        data => #{name => <<"Alice">>, email => <<"alice@example.com">>},
        metadata => #{correlation_id => <<"req-123">>}
    }
],
{ok, Version} = reckon_db_streams:append(my_store, <<"user-123">>, -1, Events).

%% Read events from a stream
{ok, ReadEvents} = reckon_db_streams:read(my_store, <<"user-123">>, 0, 100, forward).

%% Subscribe to events
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    stream,                    %% Type: stream | event_type | event_pattern | event_payload
    <<"user-123">>,            %% Selector
    <<"user_projection">>      %% Subscription name
).

%% Receive events
receive
    {event, Event} -> io:format("Received: ~p~n", [Event])
end.
API Reference
Streams
%% Append events (returns new version)
reckon_db_streams:append(StoreId, StreamId, ExpectedVersion, Events) ->
    {ok, NewVersion} | {error, version_mismatch | term()}.

%% Read events from a stream
reckon_db_streams:read(StoreId, StreamId, FromVersion, Count, Direction) ->
    {ok, [Event]} | {error, stream_not_found | term()}.

%% Read across all streams
reckon_db_streams:read_all(StoreId, FromVersion, Count, Direction) ->
    {ok, [Event]} | {error, term()}.

%% Read events by type
reckon_db_streams:read_by_event_types(StoreId, EventTypes, Opts) ->
    {ok, [Event]} | {error, term()}.

%% Get stream version
reckon_db_streams:get_version(StoreId, StreamId) -> {ok, Version} | {error, term()}.

%% Check if stream exists
reckon_db_streams:exists(StoreId, StreamId) -> boolean().

%% List all streams
reckon_db_streams:list_streams(StoreId) -> {ok, [StreamId]} | {error, term()}.

%% Delete stream (soft delete)
reckon_db_streams:delete(StoreId, StreamId) -> ok | {error, term()}.

%% Conditional append for Dynamic Consistency Boundary (DCB).
%% Writes Events iff no event matching TagFilter has seq > SeqCutoff.
%% Use SeqCutoff = -1 to require "no matching event has ever existed".
%% Full guide: guides/dcb.md
reckon_db_streams:append_if_no_tag_matches(StoreId, TagFilter, SeqCutoff, Events) ->
    {ok, LastSeq} | {error, {context_changed, MaxSeq}} | {error, term()}.
Subscriptions
%% Create subscription
reckon_db_subscriptions:subscribe(StoreId, Type, Selector, Name) ->
    {ok, SubscriptionKey} | {error, term()}.
reckon_db_subscriptions:subscribe(StoreId, Type, Selector, Name, Opts) ->
    {ok, SubscriptionKey} | {error, term()}.

%% Remove subscription (by key or by type+name)
reckon_db_subscriptions:unsubscribe(StoreId, SubscriptionKey) -> ok | {error, term()}.
reckon_db_subscriptions:unsubscribe(StoreId, Type, SubscriptionName) -> ok | {error, term()}.

%% Get subscription by key
reckon_db_subscriptions:get(StoreId, SubscriptionKey) ->
    {ok, Subscription} | {error, not_found}.

%% Acknowledge event processing
reckon_db_subscriptions:ack(StoreId, StreamId, SubscriptionName, EventNumber) -> ok.

%% List subscriptions
reckon_db_subscriptions:list(StoreId) -> {ok, [Subscription]}.

%% Check if subscription exists
reckon_db_subscriptions:exists(StoreId, SubscriptionKey) -> boolean().

%% Subscription types:
%%   stream - Events from a specific stream
%%   event_type - Events matching event type
%%   event_pattern - Events matching stream pattern (wildcards)
%%   event_payload - Events matching payload criteria
Snapshots
%% Save snapshot
reckon_db_snapshots:save(StoreId, StreamId, Version, Data) -> ok.
reckon_db_snapshots:save(StoreId, StreamId, Version, Data, Metadata) -> ok.

%% Load latest snapshot
reckon_db_snapshots:load(StoreId, StreamId) -> {ok, Snapshot} | {error, not_found}.

%% Load snapshot at specific version
reckon_db_snapshots:load_at(StoreId, StreamId, Version) -> {ok, Snapshot} | {error, not_found}.

%% List all snapshots for stream
reckon_db_snapshots:list(StoreId, StreamId) -> {ok, [Snapshot]}.

%% Delete all snapshots for stream
reckon_db_snapshots:delete(StoreId, StreamId) -> ok.

%% Delete snapshot at specific version
reckon_db_snapshots:delete_at(StoreId, StreamId, Version) -> ok.

%% Check if snapshot exists
reckon_db_snapshots:exists(StoreId, StreamId) -> boolean().
reckon_db_snapshots:exists_at(StoreId, StreamId, Version) -> boolean().
Aggregation
%% Fold events left to right (chronological order)
%% Returns a tagged_map with {sum, N} and {overwrite, V} tags preserved
reckon_db_aggregator:foldl(Events) -> tagged_map().
reckon_db_aggregator:foldl(Events, InitialState) -> tagged_map().

%% Fold events right to left (reverse order)
reckon_db_aggregator:foldr(Events) -> tagged_map().
reckon_db_aggregator:foldr(Events, InitialState) -> tagged_map().

%% Finalize a tagged map (unwrap {sum, N} -> N, {overwrite, V} -> V)
reckon_db_aggregator:finalize(TaggedMap) -> map().

%% Aggregate events with optional snapshot (convenience function)
reckon_db_aggregator:aggregate(Events, Snapshot | undefined, Opts) -> map().
%% Opts: #{initial_state => map(), finalize => boolean()}
Example usage:
%% Load events and aggregate
{ok, Events} = reckon_db_streams:read(my_store, <<"account-123">>, 0, 10000, forward),
TaggedState = reckon_db_aggregator:foldl(Events, #{balance => {sum, 0}}),
FinalState = reckon_db_aggregator:finalize(TaggedState).

%% Or use aggregate/3 with snapshot support
{ok, Snapshot} = reckon_db_snapshots:load(my_store, <<"account-123">>),
{ok, NewEvents} = reckon_db_streams:read(my_store, <<"account-123">>, Snapshot#snapshot.version + 1, 10000, forward),
State = reckon_db_aggregator:aggregate(NewEvents, Snapshot, #{}).
Telemetry
%% Attach default logger handler
reckon_db_telemetry:attach_default_handler() -> ok.

%% Attach custom handler
reckon_db_telemetry:attach(HandlerId, HandlerFun, Config) -> ok.

%% Detach handler
reckon_db_telemetry:detach(HandlerId) -> ok.
Configuration
%% sys.config
[{reckon_db, [
    {stores, [
        {my_store, [
            {data_dir, "/var/lib/reckon_db/my_store"},
            {mode, cluster},  %% single | cluster
            {timeout, 5000}
        ]}
    ]},
    {telemetry_handlers, [logger]},
    {writer_pool_size, 10},
    {reader_pool_size, 10},

    %% Cluster discovery (cluster mode only)
    {discovery, [
        {method, multicast},  %% multicast | k8s_dns
        {port, 45892},
        {multicast_addr, {239, 255, 0, 1}},
        {secret, <<"cluster_secret">>}
    ]}
]}].
Architecture
Supervision Tree
[image: Supervision Tree]
Event Flow
[image: Event Flow]
Telemetry Events
	Event	Measurements	Metadata
	[reckon_db, stream, write, start]	system_time	store_id, stream_id, event_count
	[reckon_db, stream, write, stop]	duration, event_count	store_id, stream_id, new_version
	[reckon_db, stream, write, error]	duration	store_id, stream_id, reason
	[reckon_db, stream, read, start]	system_time	store_id, stream_id
	[reckon_db, stream, read, stop]	duration, event_count	store_id, stream_id
	[reckon_db, subscription, created]	system_time	store_id, subscription_id, type
	[reckon_db, subscription, deleted]	system_time	store_id, subscription_id
	[reckon_db, snapshot, created]	duration, size_bytes	store_id, stream_id, version
	[reckon_db, cluster, node, up]	system_time	store_id, node, member_count
	[reckon_db, cluster, node, down]	system_time	store_id, node, reason
	[reckon_db, cluster, leader, elected]	system_time	store_id, leader

Building
rebar3 compile         # Compile
rebar3 eunit           # Unit tests
rebar3 ct              # Integration tests
rebar3 dialyzer        # Type checking
rebar3 cover           # Coverage report

Testing
Test counts:
	Unit tests: 446 tests (including NIF modules with enterprise/community equivalence tests)
	Integration tests: 53 tests (streams, subscriptions, snapshots, cluster)
	End-to-end tests: 24 tests (full gater integration)

rebar3 eunit --dir=test/unit              # All unit tests
rebar3 ct --dir=test/integration          # Integration tests
rebar3 ct --dir=test/e2e                  # E2E tests with gater
rebar3 ct --suite=reckon_db_streams_SUITE  # Streams tests
rebar3 ct --suite=reckon_db_cluster_SUITE  # Cluster tests

Gateway API
reckon-db is accessed through reckon-gater, which provides the unified API for load-balanced, distributed access to event stores.
How It Works
	reckon-db starts and creates a gateway worker for each store
	Gateway workers register with the reckon-gater pg-based registry
	Clients use the gater API for all event store operations
	The gater routes requests to registered workers using round-robin with failover

Architecture
[image: Gateway Architecture]
Using the Gateway API
All event store operations go through the gater API:
%% Stream operations
{ok, Version} = reckon_gater_api:append_events(my_store, StreamId, Events).
{ok, Events} = reckon_gater_api:stream_forward(my_store, StreamId, 0, 100).
{ok, Version} = reckon_gater_api:get_version(my_store, StreamId).

%% Subscription operations
ok = reckon_gater_api:save_subscription(my_store, stream, StreamId, Name, 0, self()).

%% Snapshot operations
ok = reckon_gater_api:record_snapshot(my_store, SourceUuid, StreamUuid, Version, Record).
{ok, Snap} = reckon_gater_api:read_snapshot(my_store, SourceUuid, StreamUuid, Version).
See reckon-gater for complete API documentation.
Related Projects
	reckon-gater - Gateway for distributed access
	ex-esdb - Original Elixir implementation

Contributing
Contributors are expected to follow the project's Generative AI use policy.
License
Apache-2.0


  

    License


                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright [yyyy] [name of copyright owner]

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.



  

    Changelog

All notable changes to reckon-db will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[5.5.1] - 2026-06-24
Fixed — CCC payload indexes silently empty for atom-keyed event data
extract_payload_entries/2 looked up declared payload keys (binary, e.g.
<<"lot_id">>) against the event's data map with maps:get/3, but
event-sourced producers (evoq) build domain events whose data is a map with
atom keys and binary values (#{lot_id => <<"L1">>}). The binary key never
matched the atom key, so by_payload / by_payload_hash index entries were
never written — tags and event_type indexed fine (those come from the
binary #event fields), so the gap was invisible until a CCC payload/hash
query returned nothing despite matching events existing.
decode_json_map/1 now normalises atom keys to binary, so the declared binary
key matches regardless of whether the producer keyed data with atoms,
binaries, or a JSON binary. The producer owns event content; the store indexes
it as given. Covered by reckon_db_dcb_payload_extract_tests.
[5.5.0] - 2026-06-24
Added — gateway worker payload index introspection
reckon_db_gateway_worker now handles {get_payload_indexes, StoreId} and
{get_payload_hash_indexes, StoreId} requests from reckon-gater 3.7.0+.
The worker reads directly from the #store_config{} it holds in its gen_server
state (captured at start_link/1 time) — no Khepri I/O. The filters extract
{payload, Key} and {payload_hash, Keys} entries from the indexes field.
Required by reckon_gater_api:get_payload_indexes/1 and
reckon_gater_api:get_payload_hash_indexes/1.
[5.4.0] - 2026-06-23
Changed — CCC module rename
Renames two modules to reflect that their scope is CCC (Command Context
Consistency), not just the DCB subset. Storage-layer modules (reckon_db_dcb,
reckon_db_dcb_paths) retain their dcb prefix because the on-disk Khepri
paths ([by_tag, ...], [by_payload, ...]) are unchanged — renaming them
would break existing stores.
	reckon_db_dcb_filter → reckon_db_ccc_filter (deleted; module
evaluates the full CCC tag_filter algebra including payload predicates).
	Payload path builders extracted from reckon_db_dcb_paths into new
reckon_db_ccc_paths (by_payload_path/3, by_payload_pattern/2,
by_payload_hash_path/2, by_payload_hash_pattern/1, payload_combo_hash/2).
reckon_db_dcb_paths retains only DCB-scoped functions (event path, tag
paths, event-type paths, seq_key encoding).

Added
	reckon_db_ccc_filter — CCC filter evaluation (matches all filter shapes:
tags, eventtype, payload_match, payload_hash_match_pre, and, or_).
	reckon_db_ccc_paths — Khepri path builders for payload indexes.
	guides/ccc.md — reckon-db CCC guide covering store index configuration,
filter shapes, the Horus constraint, and implementation module references.

Docs
	guides/dcb.md — TagFilter table extended from 5 to 7 shapes (added
payload_match and payload_hash_match rows with index column); cross-
reference to ccc.md added.
	guides/dcb_raft_design.md — code example updated to reckon_db_ccc_filter,
try_append/7 arity corrected, payload index paths added to the index table,
CCC guide cross-reference added.

Upgrading from 5.3.0
Replace all references to reckon_db_dcb_filter: with reckon_db_ccc_filter:
and all references to reckon_db_dcb_paths:by_payload_* /
reckon_db_dcb_paths:payload_combo_hash with the equivalent functions in
reckon_db_ccc_paths. On-disk Khepri state is unchanged; no store migration
required.

[5.3.0] - 2026-06-23
Added — CCC payload indexes (Command Context Consistency)
Extends the DCB conditional-append primitive with two payload-indexed filter
variants from reckon-gater 3.5.0, completing Command Context Consistency (CCC)
support. Events are now indexed by declared JSON payload fields as well as tags
and event types, enabling consistency boundaries on payload data without
requiring writers to anticipate future queries as tags.
New index declarations (store_config.indexes):
	{payload, Key :: binary()} — indexes the top-level JSON field Key from
event.data. Values must be binary (string). Absent or non-binary values
produce no index entry.
	{payload_hash, Keys :: [binary()]} — indexes a combination of fields as a
SHA-256 hash. Enables {payload_hash_match, Keys, Values} queries with O(1)
Khepri path length regardless of field count.

New filter variants (handled in append_if_no_tag_matches and reads):
	{payload_match, Key, Value} — matches events where data[Key] = Value.
	{payload_hash_match, Keys, Values} — matches events where the composite of
all listed field values matches (field order is ignored; hash is pre-computed
outside the transaction to respect the Horus extraction constraint on
crypto:hash/2).

New read functions in reckon_db_dcb:
	read_by_payload/4 — reads events by single-field payload value.
	read_by_payload_hash/4 — reads events by composite payload field combination.

New helper (in reckon_db_ccc_paths as of 5.4.0):
	reckon_db_ccc_paths:payload_combo_hash/2 — SHA-256 of a sorted
[{Key,Value}] list. Order-independent. Must NOT be called from inside a
Khepri transaction (NIF constraint).

Implementation notes:
	All payload writes happen inside the existing conditional-append Khepri
transaction, atomically with the event record and tag/event-type index entries.
	Hash pre-computation uses preprocess_filter/1 in reckon_db_ccc_filter
(was reckon_db_dcb_filter in 5.3.0; renamed in 5.4.0), invoked outside the
transaction by append_if_no_tag_matches.
	The reckon_db_index secondary index is unaffected: {payload, _} and
{payload_hash, _} declarations return [] from entries_for/4.
	Stores without any {payload, _} or {payload_hash, _} declarations incur
zero overhead — declared_dcb_payload/1 returns [] on every append and
the payload extraction path is skipped.
	Requires reckon-gater ~> 3.5 (for the new tag_filter() variants).

Tests: 69 new unit tests across reckon_db_dcb_paths_tests,
reckon_db_dcb_filter_tests, and reckon_db_index_config_tests (modules
renamed to *_ccc_* in 5.4.0).
[5.2.2] - 2026-06-23
Added — DCB read APIs: log, tags, event-types
Three new functions in reckon_db_dcb:
	read_log/3 — paginated sequential read of DCB events (FromSeq, Limit).
Returns {ok, Events, TotalCount} where TotalCount is the full log size.
	all_tags/1 — enumerate all tags in the by_tag index with event counts,
sorted descending. Returns {ok, [{Tag, Count}]}.
	all_event_types/1 — enumerate all event types in the by_event_type index
with event counts, sorted descending. Returns {ok, [{EventType, Count}]}.

Gateway worker gains corresponding dcb_read_log, dcb_all_tags,
dcb_all_event_types handle_call clauses. These back the new admin UI
DCB views (Log, Tags, Event Types) added in reckon-gateway 0.12.0.
[5.2.1] - 2026-06-23
Fixed — Khepri startup race: {ok, {error, noproc}} crash
In Khepri 0.17.x, readwrite_transaction1 has a catch-all clause
Ret -> {ok, Ret} that wraps process_command failures (e.g.
{error, noproc} when Ra is not yet ready during store startup) as
{ok, {error, noproc}}. Neither reckon_db_streams:write_batch/3
nor reckon_db_dcb:try_append/6 handled this shape, causing gateway
workers to crash and retry-loop on first writes after a node restart.
Added {ok, {error, E}} -> {error, E} clause to both paths. The DCB
path also now guards {ok, LastSeq} with is_integer(LastSeq) to
prevent a silent wrong-type success if this race recurs.
[5.2.0] - 2026-06-22
Added — DCB event-type filter and [by_event_type] index
Closes the spec-conformance gap with the canonical DCB specification
(dcb.events): tag_filter() now supports an {event_type, binary()}
leaf that matches events by their event_type field, composable with
the full boolean algebra.
New filter shape (requires reckon-gater 3.4.0+):
{event_type, <<"user_registered_v1">>}

%% Compose freely with tags — this is the canonical DCB "query item":
{and_, [
    {event_type, <<"user_registered_v1">>},
    {any_of, [<<"email:alice@example.com">>]}
]}
Storage: Each DCB event is now indexed at
[by_event_type, EventType, SeqKey] alongside the existing
[by_tag, Tag, SeqKey] entries. The index is written atomically
inside the same Khepri transaction as the event itself.
Evaluation: reckon_db_dcb_filter:match_seqs/2 handles the new
{event_type, T} clause; match_any_above_cutoff/2 uses a new
default_provider/1 that dispatches to seqs_for_tag/1 for binary
keys and seqs_for_event_type/1 for {event_type, T} keys. Both
follow the same O(bounded-subtree) pattern as the tag lookup.
Migration: Existing DCB events written before 5.2.0 have no
[by_event_type] index entries. {event_type, T} filters will not
match pre-existing events. If you need full coverage, re-write those
events through append_if_no_tag_matches/4 or accept that the cutoff
for pre-5.2.0 events is effectively -1 for type-based queries.
Backward compatible: All existing {any_of, ...}, {all_of, ...},
{and_, ...}, {or_, ...} filters are unchanged.
[5.1.0] - 2026-06-10
Security — multicast discovery hardened (gossip protocol v2)
Fixes the 2026-06-10 audit finding: the discovery listener fed
attacker-controllable UDP multicast datagrams straight into an
unsafe binary_to_term/1 before any authentication (remote
atom-table exhaustion + unbounded allocation from any LAN host), the
cluster secret rode the wire in cleartext, and an unconfigured
deployment silently fell back to the hardcoded
reckon_db_default_secret.
	Safe decode first. Inbound datagrams are decoded with
binary_to_term(_, [safe]) and pattern-matched against the exact
v2 shape; anything else is dropped.
	HMAC instead of cleartext secret. v2 gossip is
{gossip_v2, NodeBin, Timestamp, Hmac} with HMAC-SHA256 keyed by
the cluster secret (constant-time compare, ±60s freshness window).
The secret never goes on the wire. Node names travel as binaries
and are only atomized after authentication.
	No default secret. Cluster-mode discovery now requires
RECKON_DB_CLUSTER_SECRET (or the new {reckon_db, cluster_secret}
app env) and stays passive with a loud error log when unset.
Manual/static cluster joins are unaffected.

Rolling-upgrade note: v1 and v2 gossip are mutually
unintelligible. During a mixed-version window, old and new nodes will
not discover each other via multicast; upgrade all cluster nodes, or
join explicitly. Deployments that relied on the implicit default
secret must now set one.
New test module: reckon_db_discovery_gossip_tests (roundtrip,
secret-not-on-wire, wrong secret, tampered name, stale timestamp,
legacy v1, garbage, unknown-atom ETF payload, oversized node name).
[5.0.0] - 2026-06-08
Changed — structural aggregate-type stream namespace (Model C) — BREAKING (on-disk layout)
Events are now stored under a structural aggregate-type subtree,
[streams, Type, Id, Version], instead of the flat [streams, StreamId, Version] layout. The aggregate type (the user-id prefix, or the $
namespace for system streams) is a real Khepri path level, so type-scoped
operations (list_streams, replay, links) navigate a subtree instead of
scanning the whole store.
The Erlang API is unchanged (reckon_db_streams function signatures are
identical; stream ids are still opaque <prefix>-<hex> / $ns:name). The
break is the on-disk Khepri layout: there is no migration — recreate
stores fresh under the new layout (reckon-db carries no production data; this
is the project's deliberate clean-break policy). reckon_db_stream_path is
the single owner of the layout.
Requires reckon_gater ~> 3.1 (uses reckon_gater_stream_id:parts/1).
Added — generic write-maintained secondary index (opt-in per store)
Cross-cutting lookups (by tag, by event type, by metadata key=value) become
O(matches) subtree reads instead of O(total events) scans, for stores that
declare the index. Reference entries are maintained transactionally with each
append (atomic — the index is never partially populated).
	#store_config.indexes :: [index_decl()] (default []) — declare
tags, event_type, and/or {meta, Key}. A store pays nothing unless it
declares an index.
	New reckon_db_streams:read_by_metadata/3 (+ reckon_gater_api:read_by_metadata/3
in reckon_gater 3.2.0) — the sanctioned primitive applications build
causation/correlation/saga read models on. The store does not interpret the
key; lineage traversal is the application's job.
	read_by_tags/4 and read_by_event_types/3 now use the index when
declared and fall back to a (warned-once) whole-store scan otherwise.
	Index layout lives under a dedicated [idx] root, separate from DCB's
seq-keyed [by_tag] (DCB is untouched).
	No backfill / building-ready marker in this release — declare indexes at
store creation; recreate the store to add one (not in production).

Changed — append is now transactional
The append write path writes a batch's event records (and any declared index
entries) in a single khepri:transaction, so a multi-event batch and its
index entries land atomically. Integrity (HMAC + chain) stamping continues to
happen outside the transaction (it needs the key from persistent_term and
crypto, neither available inside a Ra transaction) — the records are stamped
first, then written, mirroring the DCB append.
Fixed
	by_stream subscription filter now matches exactly the subscribed stream's
[streams, Type, Id, *] subtree (Model C made the type structural,
resolving the prior over-matching "by_stream path-mismatch" behaviour).
	subscribe/5 rejects a duplicate subscription whose subscriber is still
alive with {error, {already_exists, Name}}; a dead/undefined subscriber
pid still reclaims via the reconnect path.

[4.0.0] - 2026-06-07
Removed — causation/correlation service + graph NIF (BREAKING)
Causation/correlation lineage traversal is not an event-store
responsibility — it's a read-model / projection concern (the way
EventStoreDB serves it via system projections, not log scans). Removed:
	reckon_db_causation (the get_effects / get_cause / get_chain /
get_correlated / build_graph full-scan queries)
	reckon_db_graph_nif and its entire Rust crate
(native/reckon_db_graph_nif/, petgraph-based graph builder)
	the gateway-worker handle_call routing for those operations
	guides/causation.md, assets/causation_graph.svg, and the
causation/graph_nif test modules

causation_id and correlation_id are unchanged — they remain ordinary
keys inside an event's metadata map (see the metadata examples in
guides/event_sourcing.md). The store stores and returns metadata
verbatim; it does not interpret it. Consumers that need to traverse
lineage build a read model/projection.
Requires reckon_gater ~> 3.0 (which drops the matching API surface).
Also reverts the 3.1.x causation-scan perf workaround (all_events/1),
moot now the module is gone.
[3.1.2] - 2026-05-30
Fixed — Transient store-not-ready crashed the gateway worker into a permanent outage
reckon_db_streams:append_events_to_stream/4 matched ok = khepri:put(...)
as a hard assertion. When khepri:put returned {error, noproc} — most
commonly while the store's Ra server was mid-(re)start — the badmatch
escaped through reckon_db_gateway_worker:handle_call/3 and crashed the
gateway worker. Under a boot-time append (a producer firing before Ra is
write-ready) the worker crash-looped past its supervisor's restart
intensity in under a second; the cascade reached
reached_max_restart_intensity and tore down the entire store subtree
("Khepri store stopped"). A sub-second readiness gap thus became a
permanent, restart-looping outage — every subsequent append failed
noproc, and the producer's retry storm formatted giant error reports
that pegged the CPU.
append_events_to_stream/4 now returns {error, Reason} on a failed
khepri:put instead of badmatching (spec widened to
{ok, non_neg_integer()} | {error, term()}). The gateway worker already
replies {error, _} cleanly, and reckon_gater treats it as retriable —
so an early append now retries and succeeds once Ra is ready, instead of
killing the store. Diagnosed on the parksim fleet: the leuven store had
been restart-looping, persisting no new events while the SQLite read model
sat frozen.
[3.1.1] - 2026-05-27
Notes — Why 3.1.1 and not 3.1.0
3.1.0 was tagged locally but never published to hex: a parallel docs
fix shipped after the tag was cut, and the reckon_gater constraint
was tightened to ~> 2.3.0 (only 2.3.x). Both issues are folded into
3.1.1, paired with reckon_gater 2.3.1.
Changed — reckon_gater constraint widened
rebar.config: {reckon_gater, "~> 2.3.0"} → {reckon_gater, "~> 2.3"}.
Allows coordinated minor-version updates across the stack without
re-tagging consumers. Per workspace convention (MEMORY.md): use
loose ~> X.Y constraints; exact-patch pins block coordinated library
updates.
Fixed — EDoc-incompatible backticks across DCB modules
DCB module + function @doc blocks used markdown-style backticks for
inline code references, which EDoc's parser rejected with
`-quote ended unexpectedly. Replaced with plain text;
rebar3 ex_doc now builds clean. Affects reckon_db_dcb,
reckon_db_dcb_paths, reckon_db_dcb_filter, reckon_db_streams.
Added — DCB (Dynamic Consistency Boundary), Phase 3 first slice
Query-based conditional-append primitive that complements the existing
stream-version optimistic concurrency model. Where a Dossier aggregate
locks on its own stream's version, a DCB Decision locks on the absence
of new events matching a tag-filter context query. See
plans/PLAN_DCB_IMPLEMENTATION.md for the full design rationale.
New public API (reckon_db_streams):
%% Conditionally append events under the DCB pseudo-stream.
%% Returns {error, {context_changed, MaxSeq}} when any event matching
%% TagFilter has seq > SeqCutoff; nothing is written in that case.
reckon_db_streams:append_if_no_tag_matches(
    StoreId, TagFilter, SeqCutoff, Events).
TagFilter supports {any_of, [Tag]}, {all_of, [Tag]},
{and_, [Filter]}, {or_, [Filter]} with per-event semantics.
New modules:
	reckon_db_dcb — the khepri:transaction/2-based primitive
	reckon_db_dcb_paths — Khepri path helpers + zero-padded decimal seq keys
	reckon_db_dcb_filter — pure tag-filter algebra over a mockable seqs provider

New behaviour callback on reckon_db_log_backend:
	append_if_no_tag_matches/5 — optional. Backends that don't implement
it return {error, not_supported} at the gateway layer.

New macros in include/reckon_db.hrl:
	?DCB_STREAM = <<"_dcb">> — pseudo-stream id for DCB events
	?DCB_STREAM_PATH = ?STREAMS_PATH ++ [?DCB_STREAM] — DCB events
live under [streams, "_dcb", SeqKey] so all existing read paths
(read_all_global, read_by_event_types, read_by_tags,
subscriptions) see them automatically
	?BY_TAG_PATH = [by_tag] — root of the tag index
	?DCB_SEQ_COUNTER_PATH = [metadata, dcb, last_seq] — global counter
	?DCB_SEQ_KEY_WIDTH = 20 — decimal padding for seq keys

Added — DCB gateway dispatch (P3.4)
reckon_db_gateway_worker:handle_call/3 now handles
{append_if_no_tag_matches, StoreId, TagFilter, SeqCutoff, Events}
requests routed from reckon_gater_api:append_if_no_tag_matches/4
(reckon-gater 2.3.0+). End-to-end transport path:
caller -> reckon_gater_api:append_if_no_tag_matches/4
       -> reckon_gater_api:route_call/2
       -> gen_server:call(worker_pid, {append_if_no_tag_matches, ...})
       -> reckon_db_gateway_worker:handle_call/3
       -> reckon_db_streams:append_if_no_tag_matches/4
       -> reckon_db_dcb:append_if_no_tag_matches/4
       -> khepri:transaction/2 body
The direct in-process path
(reckon_db_streams:append_if_no_tag_matches/4 → reckon_db_dcb)
continues to work unchanged for callers inside the BEAM node.
Changed — tag_filter() and seq_cutoff() types consolidated
The canonical home for tag_filter() and seq_cutoff() is now
reckon_gater_types.hrl (reckon-gater 2.3.0+). The local definitions
in reckon_db_dcb_filter are removed. Specs in reckon_db_dcb,
reckon_db_streams, and reckon_db_dcb_filter reference
reckon_gater_types:tag_filter() / reckon_gater_types:seq_cutoff()
directly. No semantic change; type re-homed for cross-repo sharing.
Changed — reckon_gater dep constraint
rebar.config bumped from {reckon_gater, "~> 2.2.0"} to
{reckon_gater, "~> 2.3.0"}. Required for the DCB types and the
append_if_no_tag_matches/4 wire API.
Publish ordering: reckon-gater 2.3.0 must be on hex before
reckon-db 3.1.0 can be cleanly hex-published. For local development,
add _checkouts/reckon_gater symlinked to the local reckon-gater
checkout (gitignored, so this is per-developer setup).
Added — DCB integrity (HMAC chain for DCB events)
DCB events on integrity-enabled stores now carry prev_event_hash +
mac and link into a per-store DCB chain rooted at the genesis hash.
The fail-closed safety check ({error, integrity_not_supported_in_dcb_v1})
is replaced with real integrity support. Tampering with stored DCB
events is detectable via the existing reckon_gater_integrity:verify_event/3
read-path.
Implementation note: Khepri's Horus extractor rejects code that
contains crypto:* calls (build_stacktrace instructions in
surrounding error handling). MAC chains are therefore pre-computed
OUTSIDE the khepri:transaction/2 body, with the transaction
verifying the chain-tip + counter are still what the caller observed.
Two retry vectors:
	{context_changed, _} — tag-filter conflict (existing)
	{dcb_state_changed, _} — counter or chain-tip moved between
snapshot and tx; retry handled internally with budget
?INTEGRITY_RETRY_BUDGET (5). Exceeded → {error, dcb_concurrent_writer_exhausted}.

New macro ?DCB_CHAIN_TIP_PATH = [metadata, dcb, chain_tip] holds
the chain-hash of the last DCB event written under integrity. Absent
path = no integrity-bearing DCB events yet; next write uses
reckon_gater_integrity:genesis_prev_hash().
Notes — DCB v1 limitations remaining
Tag index is forward-only: events written before this release do
NOT have /by_tag/{Tag}/{SeqKey} mirror entries. They remain
queryable via the existing read_by_tags/4 (full-scan + filter)
but are invisible to the DCB consistency check. This is correct for
DCB consistency (only Decisions need consistency with other Decisions);
existing aggregate-stream reads are unaffected.
Snapshots: no snapshot support for the DCB pseudo-stream.
Aggregate snapshotting doesn't apply (no per-aggregate consistency
boundary).
Wire / Evoq integration: the append_if_no_tag_matches facade
in reckon_db_streams currently calls reckon_db_dcb directly. The
gateway worker dispatch (P3.4) and the evoq_decision behaviour in
evoq (P3.6) ship in subsequent PRs per the plan.
[3.0.0] - 2026-05-26
Removed (breaking) — reckon_db_stream_id module
The stream-id format validator moves to reckon_gater_stream_id (in
reckon-gater 2.2.0). Stream-id format is a protocol contract; it
belongs in the gateway layer where both reckon-db (write validation)
and reckon-evoq (adapter generation) can reach it without dragging
reckon-db's khepri/Ra payload into pure-routing consumers.
Callers using the old module must migrate:
- reckon_db_stream_id:validate(StreamId)
+ reckon_gater_stream_id:validate(StreamId)
The same validate/1, is_valid/1, and is_system/1 functions are
exported from reckon_gater_stream_id with identical semantics, plus
a new new/1 generator and prefix_of/1 / suffix_of/1 parsers.
Changed (breaking) — user-stream regex tightened
Inherited from reckon-gater 2.2.0. User-stream regex tightens from
^[A-Za-z]+-[A-Fa-f0-9]+$ to ^[a-z]{1,32}-[a-f0-9]{32}$:
	Prefix is now lowercase only, capped at 32 chars.
	Suffix is now exactly 32 lowercase hex chars (128 bits).

Existing data with non-conforming ids remains readable. append/4
rejects new events on non-conforming streams with
{error, {invalid_stream_id, malformed_user_id, StreamId}}. No
production deployments to migrate.
Changed — deps bumped
	reckon_gater ~> 2.2.0 — picks up the relocated stream-id module.

[2.3.7] - 2026-05-18
Renamed — subscribe_duplicate_fails → subscribe_duplicate_is_idempotent
The test name dated from when subscribe/5 rejected duplicates. The
implementation has been idempotent since the reconnect-path work
(returns {ok, Key} on a second subscribe with the same name).
2.3.6 already updated the test body to assert idempotency; this
release brings the name in line.
Changed — deps bumped
	reckon_gater ~> 2.1.4 — picks up the no_snapshot retry
whitelist so ScavengeDryRun on a stream without a snapshot
surfaces InvalidArgument instead of timing out the gRPC
deadline.

[2.3.6] - 2026-05-18
Changed — gateway worker handles remove_subscription + ack_event as calls
Mirror of the 2.3.5 save_subscription conversion. Both used to be
fire-and-forget casts that returned no signal to the gateway; now
handle_call returns the underlying store result.
	remove_subscription returns ok for both genuine removal and the
idempotent "not_found" case (removal is the desired terminal state).
	ack_event returns the underlying reckon_db_subscriptions:ack/4
result; {error, {subscription_not_found, _}} surfaces when acking
against a removed subscription.

Pairs with reckon-gater 2.1.3, where both gater APIs are now
route_call and the new error tag is whitelisted as non-retriable.
Fixed — subscribe_duplicate_fails test matches actual contract
The test asserted {error, {already_exists, _}} from a duplicate
subscribe/5, but the implementation has been idempotent (returns
{ok, Key} via reregister_subscriber/4) since the reconnect-path
work. Test updated to assert idempotency — same key on both calls.
Fixed — reckon_db_integrity_key_tests create their tmp dir
Tests relied on /tmp/reckon_db_integrity_key_tests/ existing.
make_sealed_file/1 now calls filelib:ensure_dir/1 before writing.
Changed — reckon_gater dep bumped to ~> 2.1.3
Picks up the new remove_subscription / ack_event sync contract +
{subscription_not_found, _} retry whitelist.
[2.3.5] - 2026-05-18
Changed — gateway worker handles save_subscription as a call
reckon_db_gateway_worker used to receive save_subscription as
a fire-and-forget handle_cast. If the underlying
reckon_db_subscriptions:subscribe/5 returned {error, _} (most
notably {invalid_filter, _} from a malformed selector), the
worker logged a warning and the gRPC client never knew — Subscribe
"succeeded" while no events ever flowed.
Now handle_call, returning the real result. The matching call
in reckon-gater 2.1.2 propagates the {ok, Key} | {error, _} to
the gateway, which translates the error to gRPC InvalidArgument
(reckon-gateway 0.4.10).
{already_exists, Key} from the store layer is mapped to
{ok, Key} — re-registering with the same name is idempotent
(reregister_subscriber/4 re-binds the pid and re-arms the
trigger), so consumers don't see a misleading error for that
expected reconnect path.
Pin tightened: reckon_gater ~> 2.1.2 (was ~> 2.1.1).
618/618 eunit pass.
[2.3.4] - 2026-05-18
Fixed — Validator errors no longer time out gRPC clients
Pins reckon_gater to ~> 2.1.1 (was ~> 2.0). 2.1.1 adds
{invalid_stream_id, _, _} to the non-retriable allowlist in
reckon_gater_retry:is_retriable_error/1.
Without this fix the validator introduced in 2.3.3 worked
correctly at the storage layer — but its error tuple was treated
as transient by the retry layer, which burned through 10×
exponential backoff (~30 seconds) before giving up. gRPC clients
saw DeadlineExceeded instead of the real InvalidArgument
cause they were supposed to get.
With 2.3.4, malformed appends fail fast (single call, no retry)
and the gateway surfaces InvalidArgument to the caller as
designed. Verified live against the 4-node beam cluster.
[2.3.3] - 2026-05-18
Added — Stream-id format validator (guards against malformed writes)
Stores no longer accept malformed stream ids at append time.
The validator is enforced at the head of
reckon_db_streams:append/4, so every write path (gateway,
links, direct API) goes through the same gate.
Accepted formats (see guides/system_streams.md for the
full rationale):
	User stream: <prefix>-<hex> where prefix is [A-Za-z]+
and hex is [A-Fa-f0-9]+. Example:
account-018f6a7b8c9d4abc8901234567890abc.
	System stream: $<namespace>:<name> where namespace is
[a-z][a-z0-9-]* and name is [A-Za-z0-9][A-Za-z0-9_.-]*.
Example: $link:high-value-orders.

Rejected with {error, {invalid_stream_id, Reason, StreamId}}:
empty ids, non-binary inputs, mid-string $ (e.g. partition$XYZ,
test$basic-stream), bare ids without a hex tail, and $-prefixed
ids that don't match the system format. The gateway maps these to
gRPC InvalidArgument.
The new module reckon_db_stream_id is the single source of
truth for the rules; 38 unit tests cover the grammar.
Fixed — Test fixtures (58 stream-id literals)
Test suites that produced malformed ids have been cleaned up so
they pass the validator:
	reckon_db_test_helpers:generate_stream_id/0 — now emits
test-<lowercase-hex-32>, was test$<uuid-with-dashes>.
	Integration suites swept (49 literals): reckon_db_snapshots,
reckon_db_subscriptions, reckon_db_subscription_delivery,
reckon_db_emitter_autostart, reckon_db_integrity_subscriptions,
reckon_db_pg_scope, reckon_db_streams. Pattern
<<"test$X-Y">> → <<"testXY-001">> (alpha-only prefix +
hex tail).
	The companion reckon-e2e torture suites
(integrity_torture, multi_node_*, adapter_swap_torture)
use the same convention now — <<"partition$">> → <<"partition-">>
before concatenating the random hex nonce.

Compatibility
This is the first release where appending a malformed stream
id fails. Existing stores with old malformed paths
(leader-kill$XYZ, etc) continue to read fine — the validator
only gates new writes. Wipe + redeploy if you want them gone.
If a downstream test suite generates non-compliant ids that
weren't covered above, the fix is to mirror the helper change:
<<prefix-lowercase>-<lowercase-hex>>>. See
reckon_db_stream_id:validate/1 for the precise grammar.
[2.3.2] - 2026-05-17
Fixed — Gateway-facing subscription, lag, and snapshot bugs
Surfaced by the new reckon-go SDK exercising paths no Erlang
consumer had previously hit.
	reckon_db_filters:by_stream/1 no longer requires a $
separator in the stream id. The check rejected plain ids with
{error, invalid_stream}; the gateway worker logged a warning
and silently dropped the subscription, leaving the client
waiting forever for deliveries. The path component is used
verbatim; there was never a semantic reason for the restriction.

	reckon_db_store_inspector:subscription_lag/2 matched
{ok, Sub} against find_by_name/2, but find_by_name
returns {ok, Key, Sub} per its spec. Every successful lookup
crashed the gateway worker with case_clause, surfacing as
gRPC Internal. Now matches the documented 3-tuple. Companion
test mock reckon_db_store_inspector_tests:lag_calculation/0
updated — it was returning the same wrong shape and was hiding
the production bug.

	reckon_db_gateway_worker.read_snapshot with Version = 0
now falls back to reckon_db_snapshots:load/2 ("latest"). The
gRPC SnapshotService.ReadSnapshot proto has no read-latest
RPC; this lets clients ask for the most recent snapshot in a
single round-trip instead of ListSnapshots + ReadSnapshot.


[2.3.1] - 2026-05-17
Fixed — Embedded NIFs actually ship in the hex tarball
reckon-db 2.3.0 published with a files list living in the
wrong block ({pkg, [...]} in rebar.config instead of
{files, [...]} in src/reckon_db.app.src). rebar3_hex
silently fell back to its default file glob, which excluded
native/ entirely. So 2.3.0 on hex contained zero Rust crate
sources — consumers got priv/build-nifs.sh with nothing to
build.
2.3.1 puts the files list in .app.src where rebar3_hex
reads it, matching macula's pattern.
rebar3 hex publish --dry-run now reports:
Included files:
  native/reckon_db_crypto_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  native/reckon_db_archive_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  native/reckon_db_hash_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  native/reckon_db_aggregate_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  native/reckon_db_filter_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  native/reckon_db_graph_nif/{Cargo.toml,Cargo.lock,src/lib.rs}
  priv/build-nifs.sh
  docs/{dialyzer-backlog.md, dialyzer-warnings-2.2.2.raw, genai-policy.md}
  CONTRIBUTING.md
  CODE_OF_CONDUCT.md
  ...
Consumer expectations clarified
rebar3_hex automatically strips compiled .so / .dll /
.dylib binaries from the published tarball (a security +
reproducibility measure that applies to every hex package).
v2.3.0's CHANGELOG implied otherwise — that the prebuilt .so
files would ship "so consumers without cargo still get
acceleration". They don't. macula has always worked the same
way: the published tarball contains only Rust source + the
build-nifs.sh script.
So:
	Consumers with cargo installed get full NIF acceleration —
rebar.config's pre_hooks invoke priv/build-nifs.sh which
runs cargo build --release for each crate during
rebar3 compile.
	Consumers without cargo get a warning in their build
output and silently fall back to the pure-Erlang
implementations baked into each reckon_db_*_nif wrapper
module. Everything still works; acceleration is just absent.

For reckon-gateway specifically: the Docker base image
(erlang:27-slim) does NOT include Rust. Operators wanting
NIF acceleration on the cluster will need to add a Rust install
step to the gateway's Dockerfile builder stage (a 2.3.x
follow-up release of reckon-gateway is the natural place for
that change).
Documentation
	src/reckon_db.app.src: longer description field that
mentions the NIF acceleration and pure-Erlang fallback;
links extended with Documentation (hexdocs) and
Changelog entries.

[2.3.0] - 2026-05-17 — UNUSABLE, superseded by 2.3.1
⚠️ This release published without any Rust crate sources due to
a misplaced files list. Treat 2.3.0 as functionally equivalent
to 2.2.2 — bump straight to 2.3.1.

Added — Embedded Rust NIF acceleration
reckon-db now ships its own NIF acceleration in-tree, modelled on
macula's pattern. The six previously-separate Rust crates from the
reckon-nifs sidecar
are absorbed into native/ and priv/ of this package:
	Crate	Speedup
	reckon_db_crypto_nif	Ed25519 verify, SHA256 — 3-5×
	reckon_db_archive_nif	LZ4 compression — 5-8×
	reckon_db_hash_nif	xxHash, FNV-1a — 10-15×
	reckon_db_aggregate_nif	Vectorised aggregation — 5-10×
	reckon_db_filter_nif	Regex/pattern matching — 3-5×
	reckon_db_graph_nif	Graph algorithms — 5-10×

How it works
	rebar.config pre_hook invokes priv/build-nifs.sh before
Erlang compilation. The script runs cargo build --release for
each crate and copies the resulting .so into priv/.
	Build script is idempotent (skips .so files already
present) and tolerant (logs a warning and continues if the
Rust toolchain isn't installed — wrapper modules then use the
Erlang fallbacks).
	Prebuilt .so files are shipped in the hex package, so
consumers without cargo still get acceleration.
	Each wrapper module's -on_load(init/0) looks in
code:priv_dir(reckon_db) for the .so, with a fallback to
code:priv_dir(reckon_nifs) so users still pinned to the legacy
sidecar package keep working.

Why this consolidation
The previous reckon-nifs sidecar had three layered problems:
	Name drift. Crates were renamed esdb_* → reckon_db_* in
v2.0.0 but the rustler::init! macros inside each crate kept
declaring the OLD module name. So erlang:load_nif/2 from the
reckon-db wrappers refused to load with
{bad_lib, "Library module name 'esdb_hash_nif' does not match calling module 'reckon_db_hash_nif'"}.
	Dead loader. A central reckon_nifs_loader:load_all/0 set
esdb_*_loaded persistent_term keys that nothing read — the
actual loading happens in each wrapper's own -on_load, not
from a central place. The loader's erlang:load_nif/2 calls
couldn't have worked anyway because NIFs can only be loaded
into the module that owns the stub declarations.
	Cross-application priv lookup. The fallback to
code:priv_dir(reckon_nifs) only fires when the consumer has
explicitly listed reckon_nifs as a dep. Plenty of consumers
(including the gateway) hadn't.

All three issues disappear when the NIFs live in the same package
that uses them — which is how macula has been doing it all along.
reckon-nifs 2.0.1 (the cleanup release shipped a few minutes
before this one) is now the final release of that sidecar
package. New consumers should depend only on reckon_db ~> 2.3;
existing consumers pinned to reckon-nifs keep working because the
wrappers retain the legacy lookup path.
Other
	rebar.config: package links updated from {"GitHub", ...}
(which already pointed at codeberg.org but had a misleading
label) to {"Codeberg", ...}.
	rebar.config: pkg.files extended to include native/,
priv/build-nifs.sh, the six priv/reckon_db_*.so binaries,
and the CONTRIBUTING.md + CODE_OF_CONDUCT.md files that
landed in 2.2.2.
	docs/dialyzer-backlog.md: the cleanup release that this
document scheduled as v2.3.0 is bumped to v2.4.0 since 2.3.0
is now this NIF-absorption release.

[2.2.2] - 2026-05-17
Fixed — Normalize cluster status vocabulary
Follow-up to 2.2.1's reckon_db_cluster facade.
reckon_db_consistency_checker uses consensus/no_consensus in
its result maps; the gateway's cluster_status/1 converter
expects healthy/degraded/split_brain/no_quorum and falls
through to CLUSTER_STATUS_DEGRADED for anything else. So a fully
healthy 4-node cluster was being reported as DEGRADED over gRPC
despite consistency_checker correctly saying "consensus". The
facade now translates consensus -> healthy,
no_consensus -> split_brain before returning.
Fixed — Documentation builds clean
rebar3 ex_doc now completes with zero warnings (was 24).
Concrete fixes:
	src/reckon_db_archive_backend.erl: dropped the reckon_db.hrl
include (only the #event{} type alias was needed, not the
record itself) and defined event/0 locally. Matches the
pattern in reckon_db_log_backend.erl.
	src/reckon_db_filters.erl: corrected five -spec return
types from the non-existent khepri_evf:tree/0 to the actual
exported type khepri_evf:tree_event_filter/0.
	rebar.config (ex_doc block): added docs/genai-policy.md
to the extras list so the README's link resolves on hexdocs,
and added skip_undefined_reference_warnings_on for
CHANGELOG.md (the changelog legitimately references historic
internal functions that are now private — those refs are
documenting past fixes, not pointing at current API surface).

Added — CONTRIBUTING.md and CODE_OF_CONDUCT.md
Closes two gaps from the release checklist. CoC is the
Contributor Covenant 2.1
verbatim.
Documented — Dialyzer backlog
rebar3 dialyzer currently surfaces 182 warnings under the
strict [underspecs, unmatched_returns, error_handling, unknown]
configuration. None were introduced by 2.2.1 or 2.2.2 — these are
latent issues inherited from earlier 2.x releases (the v2.2.0
already on hex carries the same count, minus 15 cleared as a
side-effect of the reckon_db_cluster and
reckon_db_subscriptions:subscribe/5 work in 2.2.1/2.2.2).
The full categorized backlog is at
docs/dialyzer-backlog.md, with the
raw warnings file at docs/dialyzer-warnings-2.2.2.raw for
posterity. Clearing the backlog is scheduled as v2.3.0.
[2.2.1] - 2026-05-17
Fixed — Add missing reckon_db_cluster facade
reckon_db_gateway_worker had four handle_call/3 clauses
({verify_cluster_consistency, _}, {quick_health_check, _},
{verify_membership_consensus, _}, {check_log_consistency, _})
that all called into a reckon_db_cluster module which never
existed — a dangling reference left over from the esdb_* → reckon_db_* rename in v2.0.0.
The bug was invisible until reckon-gateway 0.4.x exposed those
RPCs over gRPC and a client (the new reckon-go SDK) actually
called them — at which point they hung in reckon_gater_retry's
exponential-backoff loop until the caller timed out, because
each retry attempt died on {undef, [{reckon_db_cluster, ...}]}
inside the gateway worker.
This release adds reckon_db_cluster as a thin facade over
[[reckon_db_consistency_checker]] and ra_leaderboard:
	health_check/1 — cheap liveness check (quorum + leader presence).
Used by HealthService.Check.
	verify_consistency/1 — full cluster consistency verdict
(membership + leader consensus + quorum). Used by
HealthService.VerifyClusterConsistency.
	verify_membership/1 — membership consensus across nodes.
Used by HealthService.VerifyMembershipConsensus.
	check_log_consistency/1 — Raft log replication check.
Used by HealthService.CheckRaftLogConsistency.

The facade is intentionally stateless — it gathers state from
ra/khepri on demand rather than depending on the (unsupervised)
reckon_db_consistency_checker gen_server, so it works in both
single and cluster modes.
[2.2.0] - 2026-05-17
Added — Cluster-wide store discovery + watcher API
reckon_db_store_registry' now provides genuine cluster-wide discovery for the EventStore-style "ephemeral store" model: stores exist when their supervision tree is running on at least one cluster node, and the registry tracks the union of who is currently announcing themselves. No CreateStore/DeleteStore — lifecycle stays a deployment concern. ####subscribe/1' + unsubscribe/1' (new) Public API for live store-topology events. Subscribed processes receive: {store_event, announced | retired, EntryMap} as stores come and go anywhere in the cluster. EntryMap matches thelist_stores/0' shape. Subscribers are monitored — dead pids
are pruned automatically via the registry's DOWN' handler, so no explicit unsubscribe is needed when the watcher crashes. This is the substrate for the new gRPCreckon.gateway.v1.StoresService.WatchStores' RPC in
reckon-gateway 0.4.0.
Fixed — Cluster-wide discovery actually works
Two latent bugs that meant each node only knew about its own
local store, despite the cluster being healthy:
	The previous version subscribed to a pg-mailbox message
pattern that pg never emits ({pg, Scope, Group, {leave, _, _}}'). Node-down cleanup was silently broken. 2. Announcement was one-way: when a registry came up, it broadcast its local store to peers but never asked peers for THEIR current state. A registry that booted after its peers had already announced ended up knowing only about itself. Fix: - Usepg:monitor/2', which returns CURRENT members and
subscribes to live join/leave events idiomatically. The
initial member list seeds a bilateral state-sync; later
joins trigger a fresh state request to the new arrival.

	peer_state_request' /peer_state_reply' cast pair —
fully async, no try/catch around dead-peer calls, no
timeouts. A dead peer just doesn't reply; merge proceeds
with whatever arrived.

Verified end-to-end against the 4-node beam cluster: every node
sees all 4 store-instances after pg:monitor' bootstrap. ### Other cleanups -find_entry/3' uses lists:search/2', returnsnot_found'
  (was: a lists:filter' returningfalse')
	announce/unannounce handlers are clause-based on entry
presence; the "no such entry" path is a no-op early return
	notify_subscribers' uses plainPid ! Msg' — runtime drops
to dead pids silently, no catch' wrapper needed ## [2.1.4] - 2026-05-17 ### Fixed — Cluster bootstrap robustness Four bugs inreckon_db_store_coordinatorthat, between them, could permanently strand a node outside the Raft cluster after a rough restart cycle: #### Infinite-timeout joinkhepri_cluster:join/2' internally uses
khepri_app:get_default_timeout/0', which defaults toinfinity'.
Combined with the global lock acquired during the join, simultaneous-
boot nodes could deadlock on lock contention forever. (Setting
khepri's default_timeout' app env globally would also affect every other khepri operation, so that's not a usable workaround.) The exported 2-arg version is now wrapped in a side process that's killed after?KHEPRI_JOIN_TIMEOUT' (20s). On timeout the coordinator
returns failed' and the retry-with-jitter timer picks up the next round. (khepri_cluster:join/3' is defined in the source but NOT exported
in khepri 0.17.2 — only join/1' andjoin/2' are. Passing an
explicit timeout via the 3-arg form fails with {undef, ...}'.) #### Self-clusters treated as activehas_active_cluster/2treated{ok, [SingleSelf]}' as an active
cluster. Every freshly-booted Khepri node is a 1-member standalone
cluster, so during a simultaneous boot every node saw every other
node as a cluster and they all raced to join each other under the
same global lock — the worst possible bootstrap shape. Tightened
to length(Members) > 1'. #### Coordinator election didn't drive cluster formation The originalhandle_no_existing_clustersjust logged the elected coordinator and returned. Coordinator stayed as a 1-node cluster, non-coordinators sat inwaiting' forever, nothing grew the cluster.
With the self-clusters fix above, this previously-latent stalemate
became reachable: 4 standalone clusters forever.

Now: the elected coordinator stays as its 1-node cluster, but each
non-coordinator actively joins via the coordinator. Once anyone
joins, the coordinator's cluster has 2 members and subsequent
retries from remaining non-coordinators find an active cluster
via the regular has_active_cluster' path. #### No retry on transient failure Afterwaiting | failed | no_nodes', the coordinator gave up
permanently. Added a jittered retry (3-8s) on the coordinator's
own gen_server that re-attempts do_join_cluster/1' until status becomesjoined'.
Diagnostic for stale local state
Before khepri_cluster:join' is called, verify the local Ra server is registered under the StoreId. If not, log a pointer to thewipe-and-rejoin.sh' script in
reckon-cluster-compose instead of hanging on infrastructure
that never arrived.
Verified end-to-end
Cold-start torture against the 4-node beam cluster:
	Wipe all 4 data dirs, parallel docker compose up on all 4
	All 4 nodes converge to 4-of-4 Raft membership without
manual intervention
	Existing torture trio (leader_kill / partition_heal /
subscription_failover) all pass against the freshly-formed
cluster
	Killing the new leader during the subscription scenario:
new leader elected on the formerly-stuck beam00 node
(proves it's a first-class member)

[2.1.3] - 2026-05-17
Fixed — Cross-node subscription delivery + registration race
Two bugs that, together, caused stream-scoped subscriptions to
silently miss roughly half their events whenever the subscription
was opened against a non-leader gateway.
Cross-node delivery
reckon_db_emitter:send_to_subscriber/4 had a single clause
guarded on node(Pid) =:= node() plus a catch-all that returned
ok. maybe_forward_events/2 had the same shape. When the Khepri
trigger fired on the Raft leader and reckon_db_emitter_group:broadcast/3
picked an emitter that wasn't co-located with the subscriber pid,
the emitter silently dropped the event.
Each cluster node spins up its own emitter pool for every
subscription (via reckon_db_leader_tracker and setup_event_notification),
so the pg group typically holds 2+ emitters on different nodes —
all carrying the same subscriber pid (the one captured by the
client that called save_subscription). The random pick had a
~50% chance of landing on an emitter whose node didn't host the
subscriber, and those events were lost.
Pid ! Msg works fine across Erlang distribution; the local-only
guard was the bug. Remote pids now receive via
catch (Pid ! Msg). Liveness probing stays local-only because
erlang:is_process_alive/1 is undefined for remote pids — the
runtime's own dead-process semantics cover remote delivery to a
dead pid.
Registration race
setup_event_notification registered the Khepri trigger BEFORE
starting the emitter pool. Between those two steps, any event
commit fired the trigger into an empty pg group — broadcast/3
logged "No emitters for ..." and dropped the event. Particularly
noticeable on a hot stream during sub registration.
Swapped the order to (persist names → start pool → register
trigger), so the local emitter is in pg before the trigger goes
live.
Verification
End-to-end on a 4-node cluster: subscriber received 25 events from our stream out of 25 writer-acked, contiguous version range
0..24, both pre- and post-leader-kill events delivered, zero
cross-stream events received (the 2.1.2 catch-up filter still
holds).
[2.1.2] - 2026-05-17
Fixed — Catch-up filter
Catch-up replay (the path that delivers historical events to a
newly-registered subscription) ignored the subscription's selector
and pushed the entire global event log to the subscriber, regardless
of its declared filter. The Khepri trigger filter (live path) was
correct; only the catch-up path was unfiltered.
Net effect on an active store: every subscription opened with
start_from = 0 received the full history of every stream, then
flipped to correctly filtered live deliveries. Stream-scoped
consumers had to discard 99%+ of what they received on attach.
Implementation
	New reckon_db_filters:matches/3 — in-memory predicate that
evaluates a (Type, Selector) pair against an #event{} record.
Handles by_stream (exact stream id; <<"$all">> matches all),
by_event_type, and by_tags (set inclusion). by_event_pattern
and by_event_payload pass through; live trigger filters them
correctly so the gap is narrower. A real map-pattern evaluator
is a follow-up.
	do_catchup/5 now takes the subscription's type + selector and
applies the predicate to each batch before sending. Read window
through read_all_global still advances by raw batch size so the
scan progresses even when nothing in a window matches.
	deliver_catchup_batch separated into filtered/raw counts; logs
"events scanned" rather than "delivered" so the metric reflects
what catch-up actually saw.

Behaviour change
Subscribers that relied on receiving cross-stream events from a
single by_stream subscription will now miss them. The intended
contract is "subscribe per stream; use <<"$all">> for the global
firehose" — this release makes the implementation match.
[2.1.1] - 2026-05-15
Added — Backward-direction chain verification
Closes the documented gap from 2.1.0. On integrity-enabled stores,
reckon_db_streams:read/5,6 now verifies the chain for backward
reads in exactly the same way as forward reads. The only
behavioural difference between directions is the result-ordering
of the returned events; the chain semantics are identical.
Implementation
The verifier walks events in forward order regardless of read
direction (the chain runs forward through time and that's the
direction it has to be checked in). For a backward read, the
implementation reverses the result to forward order, runs the
forward verifier, then reverses the verified list before
returning so the caller still sees events highest-version-first.
Behaviour change for callers
Backward reads of integrity-enabled stores that previously
succeeded against tampered storage now return
{error, {integrity_violation, _}}. This is a hardening, not
a regression: 2.1.0's behaviour was the documented gap. Callers
relying on the old behaviour to access tampered data deliberately
should use the existing Opts = #{verify => skip_all} escape
hatch.
Tests
backward_read_bypasses_verification (which had asserted the
gap) replaced with two tests in
reckon_db_integrity_reads_SUITE:
	backward_read_catches_tampering — symmetric assertion that
the same tamper detected on forward reads is also detected on
backward reads
	backward_read_returns_events_in_descending_order — intact
backward read returns [v4, v3, v2] with integrity fields
populated

Full regression: 514 eunit + 5/21/12/4 CT (writes/reads/snapshots/
subscriptions) = 556 tests pass.
[2.1.0] - 2026-05-15
Added — Tamper-resistance for events and snapshots
Implements Layers 2–5 of the cross-package design in
plans/PLAN_TAMPER_RESISTANCE.md. Reckon-db now writes
HMAC-protected, chain-hashed events when integrity is enabled
on a store, and verifies them on every read surface.
Requires reckon_gater >= 2.1.0 for the schema and
verification primitives.
Configuration
#store_config{} gains an integrity field (default disabled).
To enable:
#store_config{
    %% ... existing fields ...
    integrity = #{
        enabled => true,
        key_source => {env_var, <<"RECKON_DB_KEY_MY_STORE">>}
        %% or: {sealed_file, "/path/to/key"}  (mode 0600 required)
    }
}
Keys are 32 random bytes (HMAC-SHA256). Loaded into
persistent_term at store startup; cleared on shutdown.
Misconfiguration (missing env, bad base64, insecure file mode,
wrong size) is fail-fast — the store refuses to start.
Write path (Layer 2)
	reckon_db_streams:append/4,5 populates prev_event_hash + mac
on every event when integrity is enabled.
	New per-stream watermark stored under
[metadata, integrity, chain_start, StreamId]. Set on the first
integrity-bearing append to a stream. Events with version below
the watermark stay legacy; events at or above must carry
integrity fields.
	Pre-existing legacy streams gain a watermark equal to
current_highest_version + 1 on first integrity write — legacy
data is preserved untouched.

Read path (Layer 3)
	New reckon_db_streams:read/6 accepts an Opts map with
verify => skip_legacy | strict | skip_all. Default
skip_legacy for backward compatibility.
	Forward reads on integrity-enabled stores verify each event's
MAC and chain link against a running tip. Failure surfaces as
{error, {integrity_violation, _}} — non-retriable, distinct
from wrong_expected_version.
	Backward reads bypass chain verification in 2.1.0 (documented
gap; MAC-only check possible in future).
	New telemetry event [reckon, db, read, legacy_event_returned]
fires when legacy events are returned under skip_legacy, for
operator remediation tracking.

Snapshot path (Layer 4)
	reckon_db_snapshots:save/4,5 populates anchor_hash (chain
hash of the event at the snapshot's version) + mac when
integrity is enabled.
	load/2 and load_at/3 recompute the chain hash from the
underlying event at load time and verify against the stored
anchor. Detects post-snapshot stream tampering even when the
snapshot itself is intact — the headline property this layer
provides over MAC alone.
	Save refused when no event exists at the target version or
when the target event is legacy — a snapshot whose anchor
cannot be established is unverifiable and worse than no
snapshot.

Subscription catch-up (Layer 5)
	reckon_db_subscriptions:do_catchup/3 MAC-verifies each
integrity-bearing event before delivery. Cross-stream chain
verification is intentionally NOT performed here (catch-up
reads sort by epoch_us across all streams; per-stream chain
integrity belongs at the consumer / aggregate-rebuild layer).
	Tampered event during catch-up halts replay and sends
{subscription_error, {integrity_violation, _}} to the
subscriber. Emits [reckon, db, subscription, integrity, violation]
telemetry.
	Live events come from the write path with integrity fields
already populated — no emitter-side change needed.

New modules
	reckon_db_integrity_key — per-store HMAC key loader with
validation (32-byte size, base64 decode, file mode 0600).
	reckon_db_chain_watermark — per-stream watermark CRUD against
the metadata tree.

Tests
41 new Common Test cases plus 12 new eunit tests across four
suites:
	reckon_db_integrity_key_tests (12 eunit)
	reckon_db_integrity_writes_SUITE (5 CT)
	reckon_db_integrity_reads_SUITE (20 CT, 5 groups)
	reckon_db_integrity_snapshots_SUITE (12 CT, 2 groups)
	reckon_db_integrity_subscriptions_SUITE (4 CT)

Full regression: 514 eunit + 41 integrity CT pass with zero
existing-test regressions.
Fixed
	src/reckon_db_log_backend.erl — converted 11 @doc tags on
-callback declarations to plain %% comments. EDoc strict
rules disallow @doc before -callback; the previous shape
broke rebar3 ex_doc and would have blocked hex publication.
Text content preserved verbatim.

Changed
	src/reckon_db.app.src — {links, [{"GitHub", ...}]} updated
to {"Codeberg", ...} to match canonical hosting.
	?RECKON_DB_VERSION macro in include/reckon_db.hrl synchronised
with the package version (was 1.7.2, now 2.1.0).
	README.md install snippet bumped from 1.0.0 to 2.1.0.

Out of scope (deferred)
	Backward-direction read chain verification.
	Cross-stream chain reconstruction on catch-up (per-event MAC
only at that surface).
	Ed25519 signatures for cross-trust-domain authenticity. The
signature field is reserved on the schema but not populated;
external authenticity is currently absent over the
reckon-gateway wire.
	Key rotation. The key_id slot is reserved ({1, MacBytes}
shape); 2.1.0 always writes key_id = 1.

[2.0.0] - 2026-04-19
Changed
BREAKING: Internal modules renamed from esdb_* to reckon_db_*
to match the overall reckon-db-org naming scheme. Most consumers go
through reckon_gater_api and should not be affected directly, but
any code that reaches into reckon-db internal modules must update:
	Old module	New module
	esdb_aggregate_nif	reckon_db_aggregate_nif
	esdb_archive_nif	reckon_db_archive_nif
	esdb_crypto_nif	reckon_db_crypto_nif
	esdb_filter_nif	reckon_db_filter_nif
	esdb_graph_nif	reckon_db_graph_nif
	esdb_hash_nif	reckon_db_hash_nif
	esdb_capability_verifier	reckon_db_capability_verifier
	esdb_revocation	reckon_db_revocation

ETS table atoms also renamed:
	esdb_revoked_tokens  → reckon_db_revoked_tokens
	esdb_revoked_issuers → reckon_db_revoked_issuers

Dependencies
	Bumped reckon_gater to ~> 2.0 (requires the corresponding renamed API
from reckon-gater 2.0.0).
	NIF binaries now loaded as reckon_db_*_nif.so — requires reckon-nifs 2.0.0.

Migration
Applications that go through reckon_gater_api see only the
reckon-gater 2.0.0 renames. Direct-internal users:
%% Before
{ok, Verified} = esdb_capability_verifier:verify(Token).

%% After
{ok, Verified} = reckon_db_capability_verifier:verify(Token).
Rebuild from clean: rm -rf _build rebar.lock && rebar3 compile will
re-fetch reckon_gater 2.0+ and reckon_nifs 2.0+ and recompile the renamed
NIFs via the rustler hooks.
[1.7.5] - 2026-03-22
Fixed
	Gateway worker version check bypass — reckon_db_gateway_worker had a
duplicate version check (version_matches/2) that used atoms (any,
stream_exists) instead of the integer constants (?ANY_VERSION = -2,
?STREAM_EXISTS = -4) defined in esdb_gater_types.hrl. This caused
append_events/4 via the gateway to reject ANY_VERSION and STREAM_EXISTS
with {wrong_expected_version, _}. Removed the duplicate check — the gateway
worker now delegates directly to reckon_db_streams:append/4 which handles
all version constants correctly.


[1.7.4] - 2026-03-22
Fixed
	Non-blocking nodeup handler — handle_nodeup_cluster_join now runs
entirely in a spawned process. The should_handle_nodeup coordinator call
was blocking the node monitor, causing 5s timeout crashes on every nodeup
event (same pattern as the leader activation fix in 1.7.3).


[1.7.3] - 2026-03-22
Fixed
	Non-blocking leader activation — do_activate now uses gen_server:cast
instead of a blocking gen_server:call with 10s timeout. When Khepri/Ra is
still initializing, save_default_subscriptions blocks on Khepri queries,
causing the node monitor to time out and crash-loop every 15 seconds.
The leader worker now handles activation asynchronously in its own process.


[1.6.3] - 2026-03-19
Fixed
	Store Inspector: list_streams/1 returns [binary()] not [{binary(), integer()}] —
all inspector functions were destructuring as tuples causing function_clause crashes

[1.6.2] - 2026-03-19
Fixed
	Store Inspector: Fixed badarg crash in subscription_summary/1 when subscriber_pid is undefined
	Store Inspector: Made snapshot listing defensive against per-stream errors
	Store Inspector: Made subscription listing skip malformed entries instead of crashing
	Store Inspector: format_pid/1 handles undefined, binary, and non-pid terms gracefully

[1.6.1] - 2026-03-19
Changed
	Updated reckon_gater dependency to ~> 1.3.1 (includes inspector API exports)

[1.6.0] - 2026-03-19
Added
	Store Inspector (reckon_db_store_inspector): New module for aggregate store-level introspection.	store_stats/1 — stream count, total events, snapshot count, subscription count
	list_all_snapshots/1 — all snapshots across all streams (summaries without data payloads)
	list_subscriptions/1 — all subscriptions with checkpoint positions
	subscription_lag/2 — events behind for a specific subscription
	event_type_summary/1 — census of event types with counts
	stream_info/2 — detailed info for a single stream (timestamps, snapshot coverage)


	Gateway worker clauses for all inspector operations
	Guide: guides/store_inspector.md with usage examples and performance notes
	Architecture diagram: assets/store_inspector.svg

[1.5.1] - 2026-03-08
Added
	reckon_db_streams:has_events/1: Check if a store contains at least one event.
Reads 1 event via read_all_global — correctly handles empty streams (truncation,
GDPR erasure) unlike path-existence checks. Exposed via gateway worker.

[1.5.0] - 2026-03-06
Added
	reckon_db_streams:read_all_global/3: Read all events across all streams in
global epoch_us order with offset/batch pagination. Used for catch-up subscriptions.

[1.4.5] - 2026-03-06
Fixed
	Stale Khepri triggers after BEAM restart: When a subscription already existed
in Khepri (persisted from a previous run), reregister_subscriber only updated
the subscriber PID but did NOT re-register the Khepri trigger. The trigger's stored
procedure (an Erlang fun/closure) becomes stale after a BEAM restart, so new events
written to the store would never fire the notification mechanism. This caused
subscription-based event delivery to silently stop working after daemon restarts.
Fixed: reregister_subscriber now also re-creates the filter and re-registers the
Khepri trigger, ensuring the stored procedure is fresh.

[1.4.4] - 2026-03-06
Fixed
	Telemetry handler crash on subscription created: handle_event(?SUBSCRIPTION_CREATED, ...)
pattern-matched on #{subscription_id := _} but the metadata from subscribe/5 sends
subscription_name instead. This caused a badmatch that detached the telemetry logger
handler for the entire session. Fixed: use maps:get/3 with fallback.

[1.4.3] - 2026-03-06
Fixed
	Crash in update_subscriber_pid on re-subscribe: reckon_db_subscriptions_store:get/2
returns subscription() | undefined, not {ok, subscription()} | {error, _}. The
re-registration code from v1.4.2 pattern-matched on {ok, Existing} which caused a
case_clause crash, killing the gateway worker and preventing all subscriptions from
being set up on that store. Fixed: match on the record directly with is_record guard.

[1.4.2] - 2026-03-06
Fixed
	Subscriptions not re-registering subscriber PID after restart: When a projection
re-subscribes on startup, the subscription already exists in Khepri (persisted from
the previous BEAM instance). Previously this returned {error, {already_exists, _}}
and the new subscriber PID was never registered. The emitter pool delivered events to
the dead PID from the previous run, so projections never received events and read
models stayed empty/stale after restart.
Fix: when a subscription already exists and a new subscriber_pid is provided,
update the stored subscription with the new PID and return {ok, Key}.

Changed
	Eliminated all deep case/if nesting across codebase: Refactored ~50 instances of
depth-2+ nesting across 25 source files to max depth 1. Extracted helper functions,
used pattern matching on function heads, and pipeline patterns. No behavioral changes.

[1.4.1] - 2026-03-06
Fixed
	Subscription health monitor kills valid subscriptions after restart: The health
monitor treated subscriptions with dead subscriber_pid as stale and deleted them,
even when the emitter pool was running and actively serving events. After a daemon
restart, ALL persisted subscriptions have dead PIDs (from the previous BEAM instance),
so the health checker would kill every domain subscription ~2 minutes after boot.
This left projections without event feeds and read models empty/stale.
Fix: subscriptions with dead subscriber_pid but a running emitter pool are now
treated as healthy (restarted subscription from a previous BEAM instance).

	App-level telemetry crashes handler on startup: emit_start_telemetry() fired
[reckon_db, store, started] with app-level metadata (#{application => reckon_db, version => ...}) instead of the expected #{store_id := ...}. This caused a
badmatch in reckon_db_telemetry:handle_event/4, which detached the entire
telemetry logger handler for the rest of the session. Removed the mistyped app-level
telemetry events (per-store telemetry in reckon_db_store is unaffected).

	Stale RECKON_DB_VERSION macro: Updated from "0.1.0" to "1.4.1".


[1.4.0] - 2026-03-06
Fixed
	Per-store Ra system isolation: Each ReckonDB store now creates its own
dedicated Ra system with separate WAL, segments, and DETS files. Previously,
all stores shared the default khepri Ra system, causing all event data from
every bounded context to be written into a single WAL file (whichever store
started first owned the shared WAL directory). This affected both single and
cluster modes.

[1.3.3] - 2026-03-05
Fixed
	Late subscription event delivery: Subscriptions registered after leader activation
had Khepri triggers but no emitter workers, silently dropping events until the health
monitor detected missing pools (up to 2 minutes). setup_event_notification now
eagerly starts the emitter pool when the emitter supervisor is available, using
pattern matching on whereis/1 to avoid a gen_server:call deadlock when called
from within the leader worker during default subscription setup.

Added
	late_subscribe_starts_pool_immediately integration test in
reckon_db_emitter_autostart_SUITE verifying that the emitter pool exists
immediately after subscribe/5 returns when the leader is active.

Changed
	Bumped reckon_gater dependency to ~> 1.1.3 (includes debug_info for dialyzer)

[1.3.2] - 2026-02-21
Fixed
	pg scope process dies silently: pg:start_link(?RECKON_DB_PG_SCOPE) was called
from reckon_db_app:start/2, creating an unsupervised pg process linked only to the
application master. When it died, no supervisor restarted it, silently breaking ALL
event delivery (emitter workers join pg groups for subscription routing). Moved pg scope
startup into reckon_db_sup:init/1 as the first supervised child with
restart => permanent, ensuring it is always restarted on failure.

Added
	reckon_db_pg_scope_SUITE integration tests verifying pg scope supervision,
automatic restart after crash, and full event delivery after scope restart.

[1.3.0] - 2026-02-20
Fixed
	Leader detection in single mode: reckon_db_node_monitor used a one-shot leader
check in single mode that never rescheduled. If Ra leader election hadn't completed
by the first check, the LeaderWorker never activated and emitter pools never started.
Fixed to retry until leader is detected, then stop polling (no leadership changes in
single-node mode).
	Node monitor placement: Moved reckon_db_node_monitor from cluster_sup (cluster
mode only) to system_sup (all modes). The node monitor must run in single mode too
to detect Ra leader and activate leader responsibilities.
	Supervisor strategies: Changed notification_sup and leader_sup from one_for_one
to rest_for_one. If leader_sup crashes, emitter_sup must restart to prevent stale
emitter pools running without leader coordination. If leader_tracker crashes,
leader_worker must restart to re-establish dependency on tracking infrastructure.

Added
	Subscription health monitor (reckon_db_subscription_health): Periodic health
checks (default 60s) that detect and clean up stale subscriptions (dead subscriber),
orphaned emitter pools (pool without subscription), and missing emitter pools
(subscription without pool). Only performs cleanup on the Ra leader node. Includes
on-demand health_check/1 API returning a health report map.
	Dead subscriber cleanup in emitter: When an emitter worker detects its subscriber
PID is dead during event delivery, it now asynchronously stops the emitter pool
(matching ex-esdb's send_or_kill_pool pattern). Previously dead subscribers
accumulated silently.
	Emitter autostart integration tests: New CT suite
reckon_db_emitter_autostart_SUITE with 13 end-to-end tests covering leader
activation, subscription lifecycle, event delivery, dead subscriber cleanup,
and health monitor operation.

[1.2.7] - 2026-02-18
Fixed
	Persistence worker crash on undefined options: get_persistence_interval/1 called
maps:get/3 on the options field of store_config, which crashed with {badmap, undefined}
when options was not explicitly set. Fixed by adding a guard clause for is_map(Options)
and a fallback clause that returns the default persistence interval. Also set the default
value of options in the store_config record to #{} (empty map) to prevent this class
of bug in other code paths.

[1.2.6] - 2026-02-13
Fixed
	Subscription id not populated: subscribe/5 created the #subscription{} record
without setting the id field, leaving it as undefined. The subscription key was
computed and used for Khepri storage and trigger registration, but the subscription
record passed to notify_created (and thus to the leader_tracker and emitter pool)
still had id = undefined. This caused emitter workers to join pg group
{StoreId, undefined, emitters} while Khepri triggers broadcast to
{StoreId, CorrectKey, emitters} — a different group. Events were silently dropped
because no emitters were found in the broadcast group. Fixed by setting
Subscription#subscription{id = Key} before passing to downstream consumers.

[1.2.5] - 2026-02-13
Fixed
	Stream subscription filter path mismatch: by_stream/1 was stripping the category
prefix from stream IDs (e.g., <<"test$delivery-001">> became <<"delivery-001">>),
creating Khepri trigger filters that never matched stored events. This caused ALL
stream-based subscriptions to silently fail — triggers never fired, subscribers never
received events. Fixed to use the full stream ID in the filter path.
	Event type filter record matching: by_event_type/1 used a map pattern
(#{event_type => Type}) to match stored events, but events are stored as #event{}
records (tuples). Map patterns cannot match records. Fixed to use proper record pattern
matching with #event{event_type = Type, _ = '_'}.

Added
	Subscription delivery integration tests: New CT suite
reckon_db_subscription_delivery_SUITE with 5 end-to-end tests verifying the full
subscribe → append → trigger → emitter → deliver pipeline.

[1.2.4] - 2026-02-13
Fixed
	Subscription Filter Error Handling: create_filter/2 errors no longer crash the
gateway worker. Invalid stream names (e.g., missing $ separator) now return
{error, {invalid_filter, Reason}} instead of propagating to khepri_evf:wrap/1
which caused a function_clause crash.
	Gateway Worker Resilience: handle_cast for save_subscription now matches
the result and logs a warning on failure instead of crashing. Previously, a single
invalid subscription could crash the worker and lose all 28+ pending subscription
messages in its queue.

[1.2.3] - 2026-02-06
Fixed
	Subscription Filter Types: Fixed create_filter/2 function_clause error	Added support for gater-style subscription types: by_stream, by_event_type,
by_event_pattern, by_event_payload, by_tags
	Maintains backward compatibility with evoq-style types
	Required for reckon_evoq_adapter type translation through the gater layer



[1.2.2] - 2026-02-01
Documentation
	Event Envelope Documentation: Improved event structure documentation	Added note about evoq event envelope in guides/event_sourcing.md
	Documented metadata standardization (required vs optional fields)
	Cross-referenced evoq Event Envelope Guide
	Clarified simplified vs full envelope formats



[1.2.1] - 2026-01-21
Fixed
	Documentation: Corrected asset paths for hexdocs SVG rendering	Changed ../assets/ to assets/ in all guides



[1.2.0] - 2026-01-21
Added
	Distributed Store Registry: Cluster-wide store discovery using pg groups	reckon_db_store_registry GenServer with pg-based distributed membership
	Automatic store announcement/unannouncement on start/stop
	Cross-node store visibility via broadcast mechanism
	list_stores/0 - List all stores in the cluster
	get_store_info/1 - Get detailed info about a specific store
	list_stores_on_node/1 - List stores on a specific node
	11 new unit tests for store registry
	Gateway worker calls registry directly (no facade layer)



[1.1.1] - 2026-01-21
Added
	Documentation: Added Event Sourcing Paradigms guide to hexdocs	Entity-Centric (Traditional DDD)
	Relationship-Centric (DCB - Dynamic Consistency Boundaries)
	Process-Centric (Dossier metaphor with tags)



[1.1.0] - 2026-01-21
Added
	Tag-Based Querying: Cross-stream event queries using tags	read_by_tags/4 - Query events by tags across all streams
	Support for any (union) and all (intersection) matching modes
	Tags field added to event records and storage
	15 new unit tests for tag filtering
	Tags are for QUERY purposes only, NOT for concurrency control



Changed
	Dependencies: Updated reckon_gater from ~> 1.0.3 to ~> 1.1.0 for tags support

[1.0.3] - 2026-01-19
Changed
	Dependencies: Updated reckon_gater from exact 1.0.0 to ~> 1.0.3 to include
critical double-wrapping bugfix

[1.0.2] - 2026-01-09
Fixed
	Documentation: Minor documentation improvements

[1.0.0] - 2026-01-03
Changed
	Stable Release: First stable release of reckon-db under reckon-db-org
	All APIs considered stable and ready for production use
	Updated Dockerfile with correct package names (reckon_db)
	Fixed guide asset paths for hexdocs compatibility

[0.4.6] - 2025-12-26
Fixed
	Dependency conflict: Removed direct ra dependency (khepri provides it).
Updated to reckon_db_gater ~> 0.6.5 which removed stale ra from its lock file.

[0.4.5] - 2025-12-26
Fixed
	Dependency conflict: Updated ra dependency from exact 2.16.12 to ~> 2.17.1
to resolve conflict with reckon_db_gater ~> 0.6.4 which requires ra ~> 2.17.1

[0.4.4] - 2025-12-22
Added
	Configuration Guide: Comprehensive configuration documentation	Store configuration options (data_dir, mode, pool sizes)
	Health probing configuration
	Consistency checking and persistence intervals
	Erlang (sys.config) and Elixir (config.exs) examples
	Complete development/staging/production examples
	Performance tuning recommendations
	Telemetry events reference



[0.4.3] - 2025-12-22
Added
	Gateway Worker Handlers:	delete_stream - Delete streams via gateway
	read_by_event_types - Native Khepri type filtering via gateway
	get_subscription - Get subscription details including checkpoint



These handlers support the erl-evoq-esdb adapter improvements.
[0.4.2] - 2025-12-22
Added
	Cluster Consistency Checker (reckon_db_consistency_checker.erl):
	Split-brain detection via membership consensus verification
	Leader consensus verification across all cluster nodes
	Raft log consistency checks (term and commit index)
	Quorum status monitoring with margin calculation
	Four status levels: healthy, degraded, split_brain, no_quorum
	Configurable check intervals (default: 5000ms)
	Status change callbacks for alerting
	Telemetry events: [reckon_db, consistency, ...]


	Active Health Prober (reckon_db_health_prober.erl):
	Fast failure detection via active probing (default: 2000ms intervals)
	Three probe types: ping, rpc, khepri
	Configurable failure threshold (default: 3 consecutive failures)
	Node status tracking: healthy, suspect, failed, unknown
	Recovery detection with callbacks
	Telemetry events: [reckon_db, health, ...]


	Cluster Consistency Guide (guides/cluster_consistency.md):
	Split-brain problem explanation and prevention strategies
	Consistency checker usage and configuration
	Health prober integration patterns
	Quorum management and recovery procedures
	Circuit breaker and load balancer integration examples


	Architecture Diagrams (SVG):
	assets/consistency_checker.svg - Consistency checker architecture
	assets/split_brain_detection.svg - Split-brain detection flow
	assets/health_probing.svg - Health probing timeline



Tests
	35 unit tests for consistency checker
	37 unit tests for health prober
	All 72 new tests passing

[0.4.1] - 2025-12-22
Added
	Server-Side Documentation Guides:
	guides/temporal_queries.md - Point-in-time queries, timestamp filtering, cluster behavior
	guides/scavenging.md - Event lifecycle, archival backends, safety guarantees
	guides/causation.md - Causation/correlation tracking, graph building, DOT export
	guides/stream_links.md - Derived streams, filter/transform patterns
	guides/schema_evolution.md - Schema registry, version-based upcasting, validation
	guides/memory_pressure.md - Pressure levels, callbacks, integration patterns
	guides/storage_internals.md - Khepri paths, version padding, cluster replication


	Architecture Diagrams (SVG):
	assets/temporal_query_flow.svg - Temporal query processing flow
	assets/scavenge_lifecycle.svg - Event lifecycle state machine
	assets/causation_graph.svg - Causation chain visualization
	assets/stream_links.svg - Stream linking architecture
	assets/schema_upcasting.svg - Schema version upcasting flow
	assets/memory_levels.svg - Memory pressure level thresholds
	assets/khepri_paths.svg - Khepri storage path structure



Changed
	Documentation Improvements:	Replaced ASCII diagrams with professional SVG graphics
	snapshot_recovery.svg - Performance comparison visualization
	event_fanout.svg - Multi-subscriber event delivery diagram
	Updated rebar.config ex_doc with new guides organized into Core Concepts, Advanced Features, and Operations sections



[0.4.0] - 2025-12-22
Added
	Enterprise Edition NIFs: High-performance Rust NIFs with pure Erlang fallbacks
	Community Edition (hex.pm) uses pure Erlang implementations
	Enterprise Edition (git + Rust) gets 5-100x speedups for specific operations
	Automatic fallback detection via persistent_term


	reckon_db_crypto_nif (Phase 1):
	nif_base58_encode/1 - Fast Base58 encoding for DIDs
	nif_base58_decode/1 - Fast Base58 decoding
	Uses Bitcoin alphabet, ~5x faster than pure Erlang


	reckon_db_archive_nif (Phase 2):
	nif_compress/1,2 - Zstd compression with configurable level
	nif_decompress/1 - Zstd decompression
	nif_compress_batch/1,2 - Batch compression for multiple items
	nif_decompress_batch/1 - Batch decompression
	~10x faster than zlib, better compression ratios


	reckon_db_hash_nif (Phase 3):
	nif_xxhash64/1,2 - 64-bit xxHash with optional seed
	nif_xxhash3/1 - Modern xxHash3 (SIMD optimized)
	nif_partition_hash/2 - Hash to partition number
	nif_stream_partition/3 - Combined store+stream routing
	nif_partition_hash_batch/2 - Batch hashing for bulk ops
	nif_fnv1a/1 - FNV-1a for small keys
	nif_fast_phash/2 - Drop-in phash2 replacement


	reckon_db_aggregate_nif (Phase 3):
	nif_aggregate_events/2 - Bulk fold with tagged value semantics
	nif_sum_field/2 - Vectorized sum accumulation for numeric fields
	nif_count_where/3 - Count events matching field condition
	nif_merge_tagged_batch/1 - Batch map merge with tagged values
	nif_finalize/1 - Unwrap tagged values ({sum, N}, {overwrite, V})
	nif_aggregation_stats/1 - Event statistics (counts, unique fields)


	reckon_db_filter_nif (Phase 3):
	nif_filter_events/2 - Filter events by compiled predicate
	nif_filter_count/2 - Count matching events without collecting
	nif_compile_predicate/1 - Pre-compile filter predicates
	nif_partition_events/2 - Partition events by predicate (matching/non-matching)
	nif_first_match/2 - Find first matching event
	nif_find_all/2 - Find all matching events with indexes
	nif_any_match/2, nif_all_match/2 - Boolean aggregate predicates


	reckon_db_graph_nif (Phase 4):
	nif_build_edges/1 - Build edge list from event causation relationships
	nif_find_roots/1, nif_find_leaves/1 - Find root/leaf nodes
	nif_topo_sort/1 - Topological sort (Kahn's algorithm via petgraph)
	nif_has_cycle/1 - Detect cycles in causation graph
	nif_graph_stats/1 - Calculate node/edge/depth statistics
	nif_to_dot/1,2 - Generate Graphviz DOT format
	nif_has_path/2 - Check if path exists between nodes
	nif_get_ancestors/2, nif_get_descendants/2 - BFS path finding



Changed
	Build profiles:	Added enterprise profile with Rust NIF compilation hooks
	Added enterprise_test profile for testing with NIFs
	Build with rebar3 as enterprise compile to enable NIFs



Documentation
	Updated README with Enterprise/Community edition information
	Added NIF function documentation with academic references

[0.3.1] - 2025-12-20
Changed
	Version padding: Increased from 6 to 12 characters (?VERSION_PADDING macro)	Previous: 999,999 events per stream max (~2.7 hours at 100 events/sec)
	Now: 999,999,999,999 events per stream max (~317 years at 100 events/sec)
	Supports long-running neuroevolution, IoT, and continuous event streams



Fixed
	EDoc errors: Removed backticks and markdown from EDoc comments (breaks hex.pm docs)

[0.3.0] - 2025-12-20
Added
	Capability-Based Security (reckon_db_capability_verifier.erl, reckon_db_revocation.erl):	Server-side verification of UCAN-inspired capability tokens
	Ed25519 signature verification using issuer's public key from DID
	Token expiration and not-before time validation
	Resource URI pattern matching (exact, wildcard suffix, prefix)
	Action permission checking with wildcard support
	Token revocation management (ETS-based, gossip integration planned)
	Issuer revocation for compromised identities
	Content-addressed token IDs (CIDs) for revocation tracking
	Comprehensive unit tests (13 verifier tests + 6 revocation tests)



This completes Phase 3 of the decentralized security implementation.
Client-side token creation is in reckon-gater, server-side verification is here.
Changed
	Documentation: Replaced ASCII diagrams with SVG in README and guides

Fixed
	README API documentation: Fixed incorrect function signatures	Subscriptions: Added missing unsubscribe/3, get/2 functions
	Snapshots: Fixed load/3 → load_at/3, delete/3 → delete_at/3, added exists/2, exists_at/3
	Aggregator: Completely rewrote section - was showing non-existent API (foldl/4, foldl_from_snapshot/4)


	guides/snapshots.md: Fixed load/3 → load_at/3, delete/3 → delete_at/3, rewrote aggregator example
	guides/cqrs.md: Fixed subscription key usage in emitter group join
	guides/subscriptions.md: Fixed invalid map access syntax
	guides/event_sourcing.md: Fixed aggregator foldl signature (takes events list, not store/stream)

[0.2.0] - 2024-12-19
Added
	End-to-end tests: 24 comprehensive e2e tests for gater integration:	Worker registration (4 tests)
	Stream operations via gater (9 tests)
	Subscription operations (4 tests)
	Snapshot operations (4 tests)
	Load balancing (3 tests)


	Subscriptions: Added ack/4 function for acknowledging event delivery

Fixed
	Gateway worker API compatibility:	get_version now handles integer return correctly
	Snapshot operations use correct function names (save, load_at, delete_at)
	Subscription unsubscribe uses correct 3-arg version


	Header conflicts: Added ifndef guards for DEFAULT_TIMEOUT macro

Changed
	reckon-gater integration: Updated to work with gater's pg-based registry (replacing Ra)
	Test counts: Now 72 unit + 53 integration + 24 e2e = 149 total tests

[0.1.0] - 2024-12-18
Added
	Initial release of reckon-db, a BEAM-native Event Store built on Khepri/Ra
	Event stream operations:	append/4,5 - Write events with optimistic concurrency control
	read/5 - Read events from streams (forward/backward)
	get_version/2 - Get current stream version
	exists/2 - Check if stream exists
	list_streams/1 - List all streams in store
	delete/2 - Soft delete streams


	Subscription system:	Stream subscriptions - events from specific streams
	Event type subscriptions - events by type across streams
	Pattern subscriptions - wildcard stream matching
	Payload subscriptions - content-based filtering


	Snapshot management:	save/5 - Save aggregate state snapshots
	load/2,3 - Load latest or specific version snapshots
	list/2 - List all snapshots for a stream
	delete/3 - Delete old snapshots


	Aggregation utilities:	foldl/4 - Fold over events with accumulator
	foldl_from_snapshot/4 - Fold starting from latest snapshot


	Cluster support:	UDP multicast discovery (LibCluster gossip compatible)
	Automatic Khepri/Ra cluster formation
	Node monitoring and failover
	Leader election and tracking


	Emitter pools for high-throughput event delivery
	Partitioned writers for concurrent stream writes
	BEAM telemetry integration with configurable handlers
	Comprehensive test suite (72 unit + 53 integration tests)
	Educational guides:	Event Sourcing fundamentals
	CQRS patterns
	Subscriptions usage
	Snapshots optimization



Dependencies
	Khepri 0.17.2 - Raft-based distributed storage
	Ra 2.16.12 - Raft consensus implementation
	Telemetry 1.3.0 - BEAM telemetry for observability



  

    Event Sourcing Paradigms: Entity, Relationship, and Process-Centric

This guide explores three distinct approaches to event sourcing, each with different mental models, trade-offs, and use cases. Understanding these paradigms helps you choose the right approach for your domain.
[image: Three Paradigms Overview]
The Three Paradigms
	Aspect	Entity-Centric	Relationship-Centric (DCB)	Process-Centric
	Stream identity	Entity ID	Context name	Process instance ID
	What stream represents	Entity's complete history	All facts in a bounded context	Business process execution log
	Aggregate purpose	Entity state reconstruction	Ad-hoc decision model (query-time)	Process context ("dossier")
	Concurrency unit	Single entity's stream	Query-based tag intersection	Single process instance
	Cross-cutting concerns	Sagas, process managers	Tags + query-based locking	Process flow owns all participants
	Mental model	"Entity has history"	"Facts are tagged for slicing"	"Dossier passed desk to desk"


Entity-Centric Paradigm (Traditional DDD)
The most common approach, derived from Domain-Driven Design. Each entity (aggregate) owns a dedicated event stream.
Mental Model
"Every entity has a history. The entity IS its history."

Stream: order-123
├── OrderPlaced
├── ItemAdded
├── PaymentReceived
├── OrderShipped
└── OrderDelivered

Stream: user-456
├── UserRegistered
├── ProfileUpdated
├── PasswordChanged
└── AccountVerified
Characteristics
Strengths:
	Intuitive mapping to domain objects
	Clear ownership: one stream per aggregate
	Well-understood patterns (DDD literature)
	Simple optimistic concurrency (stream version)

Weaknesses:
	Cross-entity invariants require sagas
	Fact duplication when entities interact
	Saga complexity grows with domain complexity
	Compensating transactions for failure handling

Example: Course Enrollment (Entity-Centric)
%% Two streams, fact duplicated
%% Stream: course-CS101
%%   ├── CourseCreated
%%   └── StudentEnrolled {student_id: 456}  ← FACT 1
%%
%% Stream: student-456
%%   ├── StudentCreated
%%   └── CourseJoined {course_id: CS101}    ← SAME FACT, DUPLICATED

%% Saga required to coordinate:
%% 1. Check student course count < 10
%% 2. Check course student count < 30
%% 3. Append to course stream
%% 4. Append to student stream
%% 5. If step 4 fails, compensate step 3
When to Use
	Domains where entities are truly independent
	Simple CRUD-like operations
	Well-bounded aggregates with few cross-entity invariants


Relationship-Centric Paradigm (Dynamic Consistency Boundaries)
Introduced by Sara Pellegrini in her "Killing the Aggregate" thesis. Events are tagged with multiple entities, enabling multi-dimensional querying.
Mental Model
"Events are facts about relationships, not entities. Facts can be sliced by any participating entity."

Stream: enrollment-context (single stream for all enrollments)
├── Enrolled {student: 456, course: CS101, tags: [student:456, course:CS101]}
├── Enrolled {student: 456, course: MATH201, tags: [student:456, course:MATH201]}
├── Enrolled {student: 789, course: CS101, tags: [student:789, course:CS101]}
└── ...

Query by tags:
- "course:CS101" → 2 enrollments
- "student:456" → 2 enrollments
Characteristics
Strengths:
	No fact duplication
	No sagas for cross-entity invariants
	Query-time flexibility
	Single source of truth for relationships

Weaknesses:
	Requires tag indexing infrastructure
	Double-query cost (decision + precondition check)
	Query-time aggregation loses temporal context
	Mental model shift from traditional DDD

Example: Course Enrollment (DCB)
%% Single stream with tags
Event = #{
    event_type => enrollment_requested,
    data => #{student_id => 456, course_id => <<"CS101">>},
    tags => [<<"student:456">>, <<"course:CS101">>]
},

%% Query-based concurrency check:
%% 1. Query events matching "course:CS101" → get count + last position
%% 2. Query events matching "student:456" → get count + last position
%% 3. Append with precondition: no new events matching either query since position
Query = {and, [{tags, [<<"course:CS101">>]}, {tags, [<<"student:456">>]}]},
reckon_db:append(<<"enrollments">>, [Event], {query, Query, LastPosition}).
When to Use
	Domains dominated by relationships between entities
	Cross-entity invariants are common
	Analytical/reporting needs require multi-dimensional slicing
	Willing to invest in tag indexing infrastructure

References
	DCB.events - Official documentation
	Sara Pellegrini's Event Thinking
	Axon Framework 5 DCB Support
	EventSourcingDB DCB Best Practices


Process-Centric Paradigm (The Dossier Model)
ReckonDB's recommended approach. An event stream represents a business process instance, not an entity. The aggregate is the accumulated context - like a dossier passed from desk to desk.
Mental Model
"An event stream is an ordered log of facts that represent a business process. The aggregate is the 'dossier' - accumulated context passed from desk to desk, gradually filling with facts."

[image: The Dossier Metaphor]
The Dossier Metaphor
Imagine a loan application process in a traditional office:
┌─────────────────────────────────────────────────────────────────┐
│ THE DOSSIER - Physical folder passed between desks              │
├─────────────────────────────────────────────────────────────────┤
│                                                                 │
│ DESK 1 (Intake):                                                │
│   └─ Application form received                                  │
│   └─ Dossier starts: applicant name, requested amount           │
│                                                                 │
│ DESK 2 (Credit Check):                                          │
│   └─ Credit report pulled                                       │
│   └─ Dossier gains: credit score, debt-to-income ratio          │
│                                                                 │
│ DESK 3 (Underwriting):                                          │
│   └─ Risk assessment completed                                  │
│   └─ Dossier gains: approval decision, conditions, notes        │
│                                                                 │
│ DESK 4 (Documentation):                                         │
│   └─ Documents verified                                         │
│   └─ Dossier gains: verification checklist, issues found        │
│                                                                 │
│ DESK 5 (Closing):                                               │
│   └─ Loan disbursed                                             │
│   └─ Dossier complete: final terms, disbursement details        │
│                                                                 │
└─────────────────────────────────────────────────────────────────┘

The PROCESS owns the stream.
The applicant, the loan, the credit bureau - all are PARTICIPANTS.
Characteristics
Strengths:
	Complete auditability: dossier records WHAT WE KNEW at each decision
	Single stream per process instance (no coordination)
	Invariants checked as process guards using read models
	Natural fit for workflow-heavy domains
	"Why did we approve this?" → replay the dossier

Weaknesses:
	Requires read models for cross-process queries
	Less intuitive for pure entity-focused domains
	May need to denormalize entity state across processes

Example: Course Enrollment (Process-Centric)
%% Process: EnrollmentRequest
%% Stream: enrollment-request-{uuid}

-record(enrollment_dossier, {
    request_id,
    student_id,
    course_id,
    %% Context captured at decision time
    student_courses_at_request = [],
    course_students_at_request = [],
    %% Process outcome
    validation_status,
    outcome,
    outcome_reason
}).

%% Command handler: check invariants as process GUARDS
handle_command(#request_enrollment{student_id = S, course_id = C}, _State) ->
    %% Fetch current state from READ MODELS (projections)
    StudentCourses = enrollments_projection:courses_for_student(S),
    CourseStudents = enrollments_projection:students_for_course(C),

    %% Guard: check both invariants BEFORE emitting events
    case {length(StudentCourses) < 10, length(CourseStudents) < 30} of
        {true, true} ->
            %% Dossier records what we knew at decision time
            [#enrollment_requested{
                student_id = S,
                course_id = C,
                student_courses_at_request = StudentCourses,
                course_students_at_request = CourseStudents
            }];
        {false, _} ->
            [#enrollment_rejected{
                student_id = S,
                course_id = C,
                reason = student_course_limit_reached,
                student_course_count = length(StudentCourses)
            }];
        {_, false} ->
            [#enrollment_rejected{
                student_id = S,
                course_id = C,
                reason = course_capacity_reached,
                course_student_count = length(CourseStudents)
            }]
    end.

%% Apply events to build dossier state
apply_event(#enrollment_requested{} = E, Dossier) ->
    Dossier#enrollment_dossier{
        student_id = E#enrollment_requested.student_id,
        course_id = E#enrollment_requested.course_id,
        student_courses_at_request = E#enrollment_requested.student_courses_at_request,
        course_students_at_request = E#enrollment_requested.course_students_at_request,
        validation_status = valid
    };

apply_event(#enrollment_completed{}, Dossier) ->
    Dossier#enrollment_dossier{outcome = completed};

apply_event(#enrollment_rejected{reason = R}, Dossier) ->
    Dossier#enrollment_dossier{
        outcome = rejected,
        outcome_reason = R
    }.
The Key Insight: Temporal Context
The process-centric model captures temporal context that query-time aggregation cannot:
AUDITOR: "Why was this loan approved despite the applicant's low credit score?"

ENTITY-CENTRIC: "The aggregate says approved. Check the saga logs... somewhere."

DCB: "Query the events... but we only know the final state, not what
      the underwriter saw at decision time."

PROCESS-CENTRIC: "Replay the dossier. At decision time (event 3),
                  the underwriter saw: credit score 620, but debt-to-income
                  was 28% (good), and applicant had 5 years at current job.
                  The dossier records all context that was available."
When to Use
	Workflow-heavy domains (loan processing, insurance claims, order fulfillment)
	Regulatory/compliance requirements for decision auditability
	Processes with multiple participants that must be coordinated
	Long-running processes with multiple decision points


Paradigm Comparison: The Enrollment Problem
All three paradigms can solve the same problem. Here's how they compare:
	Paradigm	Solution	Code Complexity	Runtime Complexity	Auditability
	Entity-Centric	Two streams + saga	High (saga logic, compensation)	Medium (saga orchestration)	Medium
	DCB	Tags + query-based locking	Medium (tag indexing)	Higher (double queries)	Low (query-time)
	Process-Centric	Process stream + read model guards	Low (simple guards)	Low (single stream writes)	High (temporal)

Complexity Analysis
Entity-Centric:
  ┌─────────────────────────────────────────────────────────────┐
  │ Components needed:                                          │
  │ - Course aggregate                                          │
  │ - Student aggregate                                         │
  │ - EnrollmentSaga (coordinates both)                         │
  │ - CompensationHandler (rollback on failure)                 │
  │ - 2 streams, 4 event types, saga state machine              │
  └─────────────────────────────────────────────────────────────┘

DCB:
  ┌─────────────────────────────────────────────────────────────┐
  │ Components needed:                                          │
  │ - Tag index (new infrastructure)                            │
  │ - Query-based concurrency (new append mode)                 │
  │ - Decision model builder                                    │
  │ - 1 stream, 1 event type, 2 queries per write               │
  └─────────────────────────────────────────────────────────────┘

Process-Centric:
  ┌─────────────────────────────────────────────────────────────┐
  │ Components needed:                                          │
  │ - EnrollmentRequest process (aggregate)                     │
  │ - EnrollmentsProjection (read model)                        │
  │ - 1 stream per request, 2-3 event types, simple guards      │
  └─────────────────────────────────────────────────────────────┘

Choosing the Right Paradigm
Decision Framework
START
  │
  ▼
┌─────────────────────────────────────────┐
│ Is your domain workflow-heavy?          │
│ (loan processing, claims, fulfillment)  │
└─────────────────────────────────────────┘
  │                              │
  YES                            NO
  │                              │
  ▼                              ▼
┌─────────────────┐    ┌─────────────────────────────────┐
│ PROCESS-CENTRIC │    │ Do you have many cross-entity   │
│ (Dossier Model) │    │ invariants?                     │
└─────────────────┘    └─────────────────────────────────┘
                         │                        │
                         YES                      NO
                         │                        │
                         ▼                        ▼
               ┌─────────────────────┐   ┌─────────────────┐
               │ Can you invest in   │   │ ENTITY-CENTRIC  │
               │ tag infrastructure? │   │ (Traditional)   │
               └─────────────────────┘   └─────────────────┘
                 │               │
                 YES             NO
                 │               │
                 ▼               ▼
         ┌───────────┐   ┌─────────────────┐
         │    DCB    │   │ PROCESS-CENTRIC │
         └───────────┘   │ (simpler)       │
                         └─────────────────┘
Hybrid Approaches
Real systems often use multiple paradigms:
%% Master data: Entity-centric
%% Stream: product-SKU123 (catalog item, rarely changes)
%% Stream: customer-C456 (profile data)

%% Transactional processes: Process-centric
%% Stream: order-process-ORD789 (order fulfillment)
%% Stream: return-request-RET012 (return processing)

%% Analytics: Tag-based queries (without DCB concurrency)
%% Query by tags for reporting, not for consistency

ReckonDB's Position
ReckonDB recommends the process-centric paradigm for most event-sourced systems because:
	Better auditability - The dossier captures decision context
	Simpler implementation - No sagas, no tag indexes for concurrency
	Natural fit - Most business operations are processes, not entity mutations

However, ReckonDB supports tags for query purposes:
%% Tags for analytics, NOT for concurrency control
Event = #{
    event_type => enrollment_completed,
    data => #{
        process_id => <<"enrollment-req-123">>,
        student_id => 456,
        course_id => <<"CS101">>
    },
    tags => [<<"student:456">>, <<"course:CS101">>]  %% For queries only
},

%% Concurrency remains stream-version-based
{ok, V} = reckon_db:append(<<"enrollment-req-123">>, [Event], ExpectedVersion).

%% But you can query across processes by tags
{ok, AllStudentEnrollments} = reckon_db:read_by_tags([<<"student:456">>], #{}).

Further Reading
	Event Sourcing Guide - Core event sourcing concepts
	CQRS Guide - Command Query Responsibility Segregation
	Subscriptions Guide - Real-time event notifications
	Snapshots Guide - Optimizing aggregate loading
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    Event Sourcing with reckon-db

Event Sourcing is an architectural pattern where the state of an application is determined by a sequence of events. Instead of storing just the current state, you store the complete history of state changes as immutable events.
[image: Event Sourcing vs CRUD]
What is Event Sourcing?
Traditional CRUD-based systems store only the current state:
User Record: {id: 123, name: "Alice", email: "alice@example.com", balance: 150}
Event-sourced systems store the history of changes:
Event 1: UserCreated {id: 123, name: "Alice", email: "alice@example.com"}
Event 2: BalanceDeposited {user_id: 123, amount: 200}
Event 3: BalanceWithdrawn {user_id: 123, amount: 50}
The current state is derived by replaying these events.
Benefits of Event Sourcing
Complete Audit Trail
Every change is recorded with a timestamp and metadata. This is invaluable for:
	Regulatory compliance (financial systems, healthcare)
	Debugging production issues
	Understanding user behavior

Temporal Queries
You can reconstruct the state at any point in time:
%% Get account balance as of last month
{ok, Events} = reckon_db_streams:read(my_store, <<"account-123">>, 0, 1000, forward),
PastEvents = [E || E <- Events, E#event.timestamp < LastMonthTimestamp],
Balance = lists:foldl(fun apply_event/2, 0, PastEvents).
Event Replay
Rebuild read models, fix bugs in projections, or create new views of historical data:
%% Rebuild a projection from scratch
{ok, Events} = reckon_db_streams:read(my_store, <<"orders-*">>, 0, infinity, forward),
lists:foreach(fun(E) -> update_projection(E) end, Events).
Decoupled Systems
Events can be consumed by multiple subscribers independently:
[image: Event Fan-Out]
Event Sourcing with reckon-db
Streams
A stream is an ordered sequence of events sharing a common identifier (the stream ID). Streams typically represent:
	An aggregate (e.g., order-123, user-456)
	A category (e.g., orders, users)
	A partition (e.g., orders-region-eu)

%% Append events to a stream
Events = [
    #{
        event_type => <<"OrderPlaced">>,
        data => #{order_id => <<"ord-123">>, items => [...], total => 9999},
        metadata => #{user_id => <<"user-456">>, correlation_id => <<"req-789">>}
    }
],
{ok, Version} = reckon_db_streams:append(my_store, <<"order-ord-123">>, -1, Events).
Events
Events are immutable facts that have happened. They should:
	Be named in past tense (e.g., OrderPlaced, not PlaceOrder)
	Contain all information needed to understand what happened
	Be business-meaningful (e.g., AccountOverdrawn, not BalanceUpdated)

%% Event structure
#{
    event_type => <<"OrderPlaced">>,      %% What happened
    data => #{                             %% The event payload
        order_id => <<"ord-123">>,
        customer_id => <<"cust-456">>,
        items => [
            #{product_id => <<"prod-1">>, quantity => 2, price => 1999}
        ],
        total => 3998
    },
    metadata => #{                         %% Cross-cutting concerns
        correlation_id => <<"req-abc">>,   %% Traces related operations
        causation_id => <<"evt-xyz">>,     %% What caused this event
        user_id => <<"user-789">>,         %% Who triggered it
        timestamp => 1703001234567         %% When it happened
    }
}
Note: When using evoq (the CQRS/Event Sourcing framework), events are wrapped in a full envelope with additional fields. The simplified format above shows what you provide; evoq adds event_id, stream_id, version, tags, timestamp, and epoch_us. See evoq Event Envelope Guide for complete details.
Metadata Standardization
Required metadata fields for all events:
metadata => #{
    correlation_id => <<"req-abc">>,   %% Request ID (trace across services)
    causation_id => <<"cmd-xyz">>,     %% What caused this event
    timestamp => erlang:system_time(millisecond)
}
Optional but recommended for user-triggered events:
metadata => #{
    user_id => <<"usr-123">>,          %% Who triggered it
    ip_address => <<"192.168.1.1">>,   %% Where from
    user_agent => <<"...">>             %% Client info
}
Optional but recommended for system events:
metadata => #{
    triggered_by => <<"system">>,
    reason => <<"scheduled_task">>,
    task_id => <<"task-abc">>
}
Optimistic Concurrency
reckon-db uses optimistic concurrency control to prevent conflicting writes:
%% Expected version semantics:
%% -1 (NO_STREAM): Stream must not exist (first write)
%% -2 (ANY_VERSION): No version check, always append
%% N >= 0: Stream version must equal N

%% First write to a new stream
{ok, 0} = reckon_db_streams:append(Store, <<"order-123">>, -1, [Event1]).

%% Subsequent writes must specify expected version
{ok, 1} = reckon_db_streams:append(Store, <<"order-123">>, 0, [Event2]).

%% Concurrent writes will fail with version mismatch
%% Process A reads version 1
%% Process B reads version 1
%% Process A writes with expected version 1 -> succeeds, version is now 2
%% Process B writes with expected version 1 -> fails! (wrong_expected_version)
Designing Events
Event Naming
Use past tense verbs that describe business facts:
	Good	Bad
	OrderPlaced	CreateOrder
	PaymentReceived	ProcessPayment
	ItemShipped	ShipItem
	AccountOverdrawn	UpdateBalance

Event Granularity
Events should be atomic business facts. Avoid:
	Generic events like EntityUpdated (not meaningful)
	Overly fine-grained events (one per field change)
	Composite events (multiple unrelated changes)

%% Good: Specific, meaningful events
#{event_type => <<"AddressChanged">>, data => #{
    old_address => OldAddr,
    new_address => NewAddr,
    reason => <<"customer_request">>
}}

%% Bad: Generic, meaningless event
#{event_type => <<"CustomerUpdated">>, data => #{
    field => <<"address">>,
    value => NewAddr
}}
Event Versioning
Events are immutable, but schemas evolve. Use explicit versions:
%% Version 1
#{event_type => <<"OrderPlaced.v1">>, data => #{
    order_id => ...,
    items => [...]
}}

%% Version 2 (added shipping_address)
#{event_type => <<"OrderPlaced.v2">>, data => #{
    order_id => ...,
    items => [...],
    shipping_address => #{}
}}
Handle schema evolution in your projections:
handle_event(#{event_type := <<"OrderPlaced.v1">>} = Event) ->
    %% Default shipping address for v1 events
    upgrade_to_v2(Event);
handle_event(#{event_type := <<"OrderPlaced.v2">>} = Event) ->
    process_order(Event).
Building Aggregates
An aggregate is a domain object that encapsulates state and enforces invariants. In event sourcing, aggregates:
	Load their state by replaying events
	Validate commands against current state
	Emit new events if the command succeeds

-module(order_aggregate).
-export([new/0, apply_event/2, place_order/2, add_item/3]).

-record(order, {
    id,
    status = pending,
    items = [],
    total = 0
}).

%% Create a new aggregate
new() -> #order{}.

%% Apply events to rebuild state
apply_event(#{event_type := <<"OrderPlaced">>} = E, _Order) ->
    Data = maps:get(data, E),
    #order{
        id = maps:get(order_id, Data),
        status = placed,
        items = maps:get(items, Data),
        total = maps:get(total, Data)
    };

apply_event(#{event_type := <<"ItemAdded">>} = E, Order) ->
    Data = maps:get(data, E),
    NewItem = #{
        product_id => maps:get(product_id, Data),
        quantity => maps:get(quantity, Data),
        price => maps:get(price, Data)
    },
    Order#order{
        items = [NewItem | Order#order.items],
        total = Order#order.total + (maps:get(quantity, Data) * maps:get(price, Data))
    };

apply_event(#{event_type := <<"OrderShipped">>}, Order) ->
    Order#order{status = shipped}.

%% Commands that produce events
place_order(OrderId, Items) ->
    Total = lists:sum([Q * P || #{quantity := Q, price := P} <- Items]),
    {ok, [#{
        event_type => <<"OrderPlaced">>,
        data => #{order_id => OrderId, items => Items, total => Total}
    }]}.

add_item(#order{status = placed} = _Order, ProductId, Quantity) ->
    Price = get_product_price(ProductId),
    {ok, [#{
        event_type => <<"ItemAdded">>,
        data => #{product_id => ProductId, quantity => Quantity, price => Price}
    }]};
add_item(#order{status = shipped}, _ProductId, _Quantity) ->
    {error, order_already_shipped}.
Loading Aggregate State
Use reckon_db_aggregator to rebuild aggregate state:
%% Load order aggregate from event stream
load_order(StoreId, OrderId) ->
    StreamId = <<"order-", OrderId/binary>>,

    %% Read events from stream
    {ok, Events} = reckon_db_streams:read(StoreId, StreamId, 0, 10000, forward),

    %% Apply events to initial state using custom apply function
    InitialState = order_aggregate:new(),
    FinalState = lists:foldl(
        fun(Event, Acc) -> order_aggregate:apply_event(Event, Acc) end,
        InitialState,
        Events
    ),
    FinalState.

%% Or use reckon_db_aggregator for tagged value aggregation
%% (useful when events have {sum, N} or {overwrite, V} tagged values)
load_order_with_aggregator(StoreId, OrderId) ->
    StreamId = <<"order-", OrderId/binary>>,
    {ok, Events} = reckon_db_streams:read(StoreId, StreamId, 0, 10000, forward),
    TaggedState = reckon_db_aggregator:foldl(Events),
    reckon_db_aggregator:finalize(TaggedState).
Further Reading
	CQRS Guide - Command Query Responsibility Segregation
	Subscriptions Guide - Real-time event notifications
	Snapshots Guide - Optimizing aggregate loading

References
	Martin Fowler: Event Sourcing
	Greg Young: CQRS and Event Sourcing
	Vaughn Vernon: "Implementing Domain-Driven Design" (Chapters 8-10)



  

    CQRS with reckon-db

Command Query Responsibility Segregation (CQRS) is an architectural pattern that separates read and write operations into distinct models. Combined with event sourcing, CQRS enables highly scalable and maintainable systems.
What is CQRS?
In traditional architectures, the same model handles both reads and writes:
[image: Traditional Single Model]
CQRS separates these concerns:
[image: CQRS Separated Architecture]
Why CQRS?
Different Optimization Strategies
Reads and writes have fundamentally different characteristics:
	Writes	Reads
	Validate business rules	No validation needed
	Must be consistent	Can be eventually consistent
	Lower volume	Higher volume (often 10-100x)
	Complex domain logic	Simple queries

With CQRS, you optimize each path independently:
	Write side: Focus on business logic, invariants, and consistency
	Read side: Focus on query performance, denormalization, and caching

Scalability
Read and write workloads can scale independently:
[image: CQRS Scaling]
Multiple Read Models
Different consumers can have different views of the same data:
%% Same events, different read models

%% Order Events Stream
[
    #{event_type => <<"OrderPlaced">>, data => #{...}},
    #{event_type => <<"PaymentReceived">>, data => #{...}},
    #{event_type => <<"OrderShipped">>, data => #{...}}
]

%% Read Model 1: Customer Dashboard (optimized for display)
#{
    order_id => <<"ord-123">>,
    status => <<"Shipped">>,
    status_history => [...],
    tracking_url => <<"https://...">>
}

%% Read Model 2: Warehouse System (optimized for picking)
#{
    order_id => <<"ord-123">>,
    items => [#{sku => ..., location => ..., quantity => ...}],
    priority => high,
    shipping_method => express
}

%% Read Model 3: Analytics (optimized for aggregation)
#{
    date => <<"2024-01-15">>,
    region => <<"EU">>,
    total_orders => 1547,
    total_revenue => 234567,
    avg_order_value => 151.63
}
CQRS with reckon-db
The Command Side
Commands represent intentions to change state. They are validated and may produce events:
-module(order_commands).
-export([handle/2]).

%% Handle PlaceOrder command
handle({place_order, OrderId, CustomerId, Items}, State) ->
    %% Validate business rules
    case validate_items(Items) of
        {error, Reason} ->
            {error, Reason};
        ok ->
            %% Check inventory
            case check_inventory(Items) of
                {error, out_of_stock} ->
                    {error, items_out_of_stock};
                ok ->
                    %% Generate events
                    Total = calculate_total(Items),
                    Event = #{
                        event_type => <<"OrderPlaced">>,
                        data => #{
                            order_id => OrderId,
                            customer_id => CustomerId,
                            items => Items,
                            total => Total
                        },
                        metadata => #{
                            command => place_order,
                            timestamp => erlang:system_time(millisecond)
                        }
                    },
                    {ok, [Event]}
            end
    end;

%% Handle CancelOrder command
handle({cancel_order, OrderId, Reason}, State) ->
    %% Load current state
    Order = load_order(State, OrderId),
    case Order#order.status of
        shipped ->
            {error, cannot_cancel_shipped_order};
        cancelled ->
            {error, already_cancelled};
        _ ->
            Event = #{
                event_type => <<"OrderCancelled">>,
                data => #{order_id => OrderId, reason => Reason}
            },
            {ok, [Event]}
    end.
The Query Side: Projections
Projections transform events into read models. They run asynchronously and subscribe to event streams:
-module(order_dashboard_projection).
-behaviour(gen_server).

-export([start_link/1, get_order/1, list_customer_orders/1]).
-export([init/1, handle_info/2, handle_call/3]).

%% Read model stored in ETS for fast lookups
-define(TABLE, order_dashboard).

start_link(StoreId) ->
    gen_server:start_link({local, ?MODULE}, ?MODULE, StoreId, []).

init(StoreId) ->
    %% Create ETS table for read model
    ets:new(?TABLE, [named_table, public, {read_concurrency, true}]),

    %% Subscribe to order events
    {ok, SubKey} = reckon_db_subscriptions:subscribe(
        StoreId,
        event_pattern,
        <<"order-*">>,
        <<"order_dashboard_projection">>
    ),

    %% Join the emitter group to receive events
    reckon_db_emitter_group:join(StoreId, SubKey, self()),

    {ok, #{store_id => StoreId, sub_key => SubKey}}.

%% Handle events from subscription
handle_info({event, Event}, State) ->
    project_event(Event),
    {noreply, State}.

%% Query interface
get_order(OrderId) ->
    case ets:lookup(?TABLE, {order, OrderId}) of
        [{_, Order}] -> {ok, Order};
        [] -> {error, not_found}
    end.

list_customer_orders(CustomerId) ->
    Pattern = {{customer_order, CustomerId, '_'}, '_'},
    Orders = ets:match_object(?TABLE, Pattern),
    {ok, [Order || {_, Order} <- Orders]}.

%% Project events into read model
project_event(#{event_type := <<"OrderPlaced">>} = Event) ->
    Data = maps:get(data, Event),
    OrderId = maps:get(order_id, Data),
    CustomerId = maps:get(customer_id, Data),

    %% Denormalized read model optimized for display
    ReadModel = #{
        order_id => OrderId,
        customer_id => CustomerId,
        items => maps:get(items, Data),
        total => maps:get(total, Data),
        status => <<"Placed">>,
        status_history => [#{status => <<"Placed">>, at => Event#event.timestamp}],
        placed_at => Event#event.timestamp
    },

    %% Store by order ID
    ets:insert(?TABLE, {{order, OrderId}, ReadModel}),

    %% Index by customer for listing
    ets:insert(?TABLE, {{customer_order, CustomerId, OrderId}, ReadModel});

project_event(#{event_type := <<"OrderShipped">>} = Event) ->
    Data = maps:get(data, Event),
    OrderId = maps:get(order_id, Data),

    %% Update existing read model
    case ets:lookup(?TABLE, {order, OrderId}) of
        [{Key, Order}] ->
            Updated = Order#{
                status => <<"Shipped">>,
                status_history => [
                    #{status => <<"Shipped">>, at => Event#event.timestamp}
                    | maps:get(status_history, Order)
                ],
                tracking_number => maps:get(tracking_number, Data, undefined),
                shipped_at => Event#event.timestamp
            },
            ets:insert(?TABLE, {Key, Updated}),

            %% Update customer index too
            CustomerId = maps:get(customer_id, Order),
            ets:insert(?TABLE, {{customer_order, CustomerId, OrderId}, Updated});
        [] ->
            %% Event for unknown order - log warning
            logger:warning("OrderShipped for unknown order: ~p", [OrderId])
    end;

project_event(_Event) ->
    %% Ignore events we don't care about
    ok.
Multiple Projections
The same events can drive multiple specialized read models:
%% Analytics projection - aggregates for dashboards
-module(order_analytics_projection).

project_event(#{event_type := <<"OrderPlaced">>} = Event) ->
    Data = maps:get(data, Event),
    Date = date_from_timestamp(Event#event.timestamp),
    Total = maps:get(total, Data),
    Region = get_customer_region(maps:get(customer_id, Data)),

    %% Increment daily counters
    ets:update_counter(?ANALYTICS_TABLE, {daily_orders, Date, Region}, 1, {{daily_orders, Date, Region}, 0}),
    ets:update_counter(?ANALYTICS_TABLE, {daily_revenue, Date, Region}, Total, {{daily_revenue, Date, Region}, 0}).

%% Inventory projection - tracks stock levels
-module(inventory_projection).

project_event(#{event_type := <<"OrderPlaced">>} = Event) ->
    Items = maps:get(items, maps:get(data, Event)),
    lists:foreach(fun(#{product_id := ProductId, quantity := Qty}) ->
        %% Decrement reserved stock
        ets:update_counter(?INVENTORY_TABLE, {reserved, ProductId}, Qty, {{reserved, ProductId}, 0})
    end, Items);

project_event(#{event_type := <<"OrderShipped">>} = Event) ->
    Items = maps:get(items, maps:get(data, Event)),
    lists:foreach(fun(#{product_id := ProductId, quantity := Qty}) ->
        %% Move from reserved to shipped
        ets:update_counter(?INVENTORY_TABLE, {reserved, ProductId}, -Qty),
        ets:update_counter(?INVENTORY_TABLE, {shipped, ProductId}, Qty, {{shipped, ProductId}, 0})
    end, Items).
Eventual Consistency
With CQRS, read models are eventually consistent with the write model. This means:
	A command succeeds and events are written
	Projections receive events asynchronously
	Read models are updated
	Queries return the updated data

There's a delay between steps 1 and 4. This is usually milliseconds, but can be longer under load.
Handling Eventual Consistency
In the UI:
%% After successful command, show optimistic update
case order_commands:handle(PlaceOrderCmd, State) of
    {ok, Events} ->
        %% Write events
        {ok, Version} = reckon_db_streams:append(Store, StreamId, ExpectedVer, Events),

        %% Return success with the data the client needs
        %% Don't query the read model yet - it might not be updated
        {ok, #{
            order_id => OrderId,
            status => <<"Placed">>,
            message => <<"Order placed successfully">>
        }};
    {error, Reason} ->
        {error, Reason}
end.
For critical queries:
%% If consistency is critical, query the event store directly
get_order_status(StoreId, OrderId) ->
    StreamId = <<"order-", OrderId/binary>>,
    {ok, Events} = reckon_db_streams:read(StoreId, StreamId, 0, 1000, forward),

    %% Derive status from events
    Status = lists:foldl(fun
        (#{event_type := <<"OrderPlaced">>}, _) -> placed;
        (#{event_type := <<"OrderShipped">>}, _) -> shipped;
        (#{event_type := <<"OrderDelivered">>}, _) -> delivered;
        (#{event_type := <<"OrderCancelled">>}, _) -> cancelled;
        (_, Acc) -> Acc
    end, unknown, Events),

    {ok, Status}.
Best Practices
1. Keep Projections Idempotent
Projections may receive the same event multiple times (redelivery, replay). Make them idempotent:
%% Bad: Not idempotent
project_event(#{event_type := <<"ItemAdded">>} = E) ->
    OrderId = maps:get(order_id, maps:get(data, E)),
    ets:update_counter(?TABLE, {item_count, OrderId}, 1).  %% Will double-count on replay

%% Good: Idempotent using event version
project_event(#{event_type := <<"ItemAdded">>} = E) ->
    OrderId = maps:get(order_id, maps:get(data, E)),
    EventVersion = E#event.version,

    case ets:lookup(?TABLE, {last_version, OrderId}) of
        [{_, LastVersion}] when EventVersion =< LastVersion ->
            %% Already processed this event
            ok;
        _ ->
            %% Process and update version
            ets:update_counter(?TABLE, {item_count, OrderId}, 1),
            ets:insert(?TABLE, {{last_version, OrderId}, EventVersion})
    end.
2. Design Read Models for Queries
Don't normalize read models. Denormalize for query performance:
%% Read model for "show customer's recent orders with item details"
%% Everything needed in one lookup
#{
    customer_id => <<"cust-123">>,
    recent_orders => [
        #{
            order_id => <<"ord-456">>,
            placed_at => 1703001234567,
            status => <<"Delivered">>,
            items => [
                #{name => <<"Widget">>, quantity => 2, price => 999}
            ],
            total => 1998
        }
    ]
}
3. Separate Projection Processes
Run projections in separate processes for isolation:
%% In your supervisor
{ok, _} = order_dashboard_projection:start_link(StoreId),
{ok, _} = order_analytics_projection:start_link(StoreId),
{ok, _} = inventory_projection:start_link(StoreId).
If one projection fails or falls behind, others continue working.
Further Reading
	Event Sourcing Guide - Foundation for CQRS
	Subscriptions Guide - Event delivery for projections
	Snapshots Guide - Optimizing projection rebuilds

References
	Martin Fowler: CQRS
	Greg Young: CQRS Documents
	Udi Dahan: Clarified CQRS



  

    Subscriptions in reckon-db

Subscriptions enable real-time event delivery to consumers. When events are written to streams, subscribers receive notifications automatically, enabling reactive architectures and event-driven systems.
[image: Subscription Types]
How Subscriptions Work
reckon-db uses Khepri triggers for guaranteed event delivery:
[image: Subscription Flow]
Key guarantee: Triggers only fire AFTER events are committed via Raft consensus. Subscribers never receive events that don't exist.
Subscription Types
reckon-db supports four subscription types for flexible event filtering:
1. Stream Subscription
Subscribe to all events in a specific stream:
%% Subscribe to a single order's events
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    stream,                          %% subscription type
    <<"order-123">>,                 %% stream ID
    <<"order_123_handler">>          %% subscription name
).
Use cases:
	Aggregate projections (one read model per aggregate)
	Saga/process managers following a specific entity
	Real-time UI updates for a specific resource

2. Event Type Subscription
Subscribe to events of a specific type across all streams:
%% Subscribe to all PaymentReceived events
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    event_type,
    <<"PaymentReceived">>,
    <<"payment_processor">>
).
Use cases:
	Cross-cutting concerns (logging, auditing)
	Metrics collection
	Notification services

3. Event Pattern Subscription
Subscribe to events matching a stream ID pattern with wildcards:
%% Subscribe to all order streams
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    event_pattern,
    <<"order-*">>,                   %% wildcard pattern
    <<"order_projection">>
).

%% Subscribe to all streams in a region
{ok, SubKey2} = reckon_db_subscriptions:subscribe(
    my_store,
    event_pattern,
    <<"*-region-eu">>,
    <<"eu_analytics">>
).
Use cases:
	Category projections (all orders, all users)
	Regional processing
	Multi-tenant partitioning

4. Payload Subscription
Subscribe to events matching specific payload criteria:
%% Subscribe to high-value orders
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    event_payload,
    #{total => {gt, 10000}},         %% total > 10000
    <<"high_value_order_handler">>
).

%% Subscribe to orders from VIP customers
{ok, SubKey2} = reckon_db_subscriptions:subscribe(
    my_store,
    event_payload,
    #{customer_type => <<"VIP">>},
    <<"vip_handler">>
).
Use cases:
	Conditional processing
	Fraud detection (high amounts)
	Priority handling

Creating Subscriptions
Basic Subscription
%% Create a subscription
{ok, SubscriptionKey} = reckon_db_subscriptions:subscribe(
    StoreId,
    Type,
    Selector,
    SubscriptionName
).

%% The subscription key uniquely identifies this subscription
%% Use it for management operations
Subscription Options
%% Advanced options
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    event_pattern,
    <<"order-*">>,
    <<"order_projection">>,
    #{
        pool_size => 4,              %% Emitter pool size for parallelism
        start_from => 0,             %% Start position (0 = beginning)
        subscriber => self()         %% Direct subscriber PID
    }
).
Options:
	pool_size: Number of emitter workers for parallel delivery (default: 1)
	start_from: Starting event position for catch-up (default: 0)
	subscriber: PID to receive events directly

Receiving Events
Using Process Groups
The recommended approach is joining the emitter group:
-module(my_event_handler).
-behaviour(gen_server).

init(StoreId) ->
    %% Create subscription
    {ok, SubKey} = reckon_db_subscriptions:subscribe(
        StoreId,
        event_pattern,
        <<"order-*">>,
        <<"my_handler">>
    ),

    %% Join the emitter group to receive events
    reckon_db_emitter_group:join(StoreId, SubKey, self()),

    {ok, #{store_id => StoreId, sub_key => SubKey}}.

handle_info({event, Event}, State) ->
    %% Process the event
    handle_event(Event),
    {noreply, State}.

handle_event(#event{event_type = <<"OrderPlaced">>} = Event) ->
    logger:info("Order placed: ~p", [Event#event.data]),
    update_projection(Event);
handle_event(#event{event_type = <<"OrderShipped">>} = Event) ->
    logger:info("Order shipped: ~p", [Event#event.data]),
    update_projection(Event);
handle_event(_Event) ->
    %% Ignore other events
    ok.
Multiple Handlers
For high throughput, use multiple handler processes:
-module(order_handler_pool).

start_pool(StoreId, PoolSize) ->
    %% Create subscription with pool size
    {ok, SubKey} = reckon_db_subscriptions:subscribe(
        StoreId,
        event_pattern,
        <<"order-*">>,
        <<"order_handler_pool">>,
        #{pool_size => PoolSize}
    ),

    %% Start worker processes
    [begin
        {ok, Pid} = order_handler_worker:start_link(StoreId, SubKey, N),
        Pid
    end || N <- lists:seq(1, PoolSize)].

-module(order_handler_worker).

init({StoreId, SubKey, WorkerId}) ->
    %% Join the same emitter group
    %% Events are distributed round-robin among workers
    reckon_db_emitter_group:join(StoreId, SubKey, self()),
    {ok, #{worker_id => WorkerId}}.
Managing Subscriptions
List Subscriptions
%% List all subscriptions
{ok, Subscriptions} = reckon_db_subscriptions:list(my_store).

%% Each subscription record contains:
%% - type: stream | event_type | event_pattern | event_payload
%% - selector: The filter criteria
%% - subscription_name: Human-readable name
%% - created_at: Timestamp
%% - pool_size: Number of emitters
Check Subscription Exists
%% Check if subscription exists
case reckon_db_subscriptions:exists(my_store, SubscriptionKey) of
    true -> io:format("Subscription is active~n");
    false -> io:format("Subscription not found~n")
end.
Get Subscription Details
%% Get subscription by key
case reckon_db_subscriptions:get(my_store, SubscriptionKey) of
    {ok, Subscription} ->
        io:format("Type: ~p~n", [Subscription#subscription.type]),
        io:format("Selector: ~p~n", [Subscription#subscription.selector]);
    {error, not_found} ->
        io:format("Subscription not found~n")
end.
Unsubscribe
%% Unsubscribe by key
ok = reckon_db_subscriptions:unsubscribe(my_store, SubscriptionKey).

%% Unsubscribe by type and name
ok = reckon_db_subscriptions:unsubscribe(my_store, event_pattern, <<"order_projection">>).
Catch-Up Subscriptions
Catch-up subscriptions process historical events before receiving live events:
%% Start from the beginning (catch up on all history)
{ok, SubKey} = reckon_db_subscriptions:subscribe(
    my_store,
    event_pattern,
    <<"order-*">>,
    <<"new_projection">>,
    #{start_from => 0}                %% Start from first event
).

%% Start from a specific position (e.g., after rebuilding)
{ok, SubKey2} = reckon_db_subscriptions:subscribe(
    my_store,
    event_pattern,
    <<"order-*">>,
    <<"resumed_projection">>,
    #{start_from => 12345}            %% Resume from position 12345
).
Checkpointing
Track your position to resume after restarts:
-module(checkpointed_handler).

init(StoreId) ->
    %% Load last processed position
    LastPosition = load_checkpoint(StoreId),

    {ok, SubKey} = reckon_db_subscriptions:subscribe(
        StoreId,
        event_pattern,
        <<"order-*">>,
        <<"checkpointed_handler">>,
        #{start_from => LastPosition}
    ),

    reckon_db_emitter_group:join(StoreId, SubKey, self()),
    {ok, #{store_id => StoreId, sub_key => SubKey}}.

handle_info({event, Event}, #{store_id := StoreId} = State) ->
    %% Process the event
    handle_event(Event),

    %% Save checkpoint
    save_checkpoint(StoreId, Event#event.version),

    {noreply, State}.

%% Checkpoints can be stored in:
%% - The event store itself (as a special stream)
%% - ETS/DETS
%% - External database
Best Practices
1. Idempotent Event Handling
Events may be delivered more than once. Make handlers idempotent:
handle_event(Event) ->
    EventId = Event#event.event_id,

    %% Check if already processed
    case ets:lookup(processed_events, EventId) of
        [{EventId, _}] ->
            %% Already processed, skip
            ok;
        [] ->
            %% Process and mark as done
            do_process_event(Event),
            ets:insert(processed_events, {EventId, erlang:system_time()})
    end.
2. Handle Ordering Carefully
Within a single stream, events are ordered. Across streams, ordering is not guaranteed:
%% Events from stream "order-123" arrive in order:
%% OrderPlaced -> ItemAdded -> OrderShipped

%% But events from different streams may interleave:
%% order-123:OrderPlaced
%% order-456:OrderPlaced     %% Different stream, no ordering guarantee
%% order-123:ItemAdded
%% order-456:PaymentReceived
3. Graceful Shutdown
Leave emitter groups on shutdown:
terminate(_Reason, #{store_id := StoreId, sub_key := SubKey}) ->
    %% Leave the emitter group
    reckon_db_emitter_group:leave(StoreId, SubKey, self()),
    ok.
4. Monitor Subscription Lag
Track how far behind your subscription is:
%% Check current stream version vs processed version
StreamVersion = reckon_db_streams:get_version(StoreId, StreamId),
ProcessedVersion = get_last_processed_version(),
Lag = StreamVersion - ProcessedVersion,

case Lag > 1000 of
    true ->
        logger:warning("Subscription lag is high: ~p events behind", [Lag]);
    false ->
        ok
end.
Further Reading
	Event Sourcing Guide - Foundation concepts
	CQRS Guide - Using subscriptions for projections
	Snapshots Guide - Optimizing catch-up subscriptions

References
	Event Store: Persistent Subscriptions
	Axon Framework: Event Processors



  

    Snapshots in reckon-db

Snapshots are periodic captures of aggregate state that optimize event replay performance. Instead of replaying thousands of events, you load the latest snapshot and replay only subsequent events.
Why Snapshots?
In event sourcing, current state is derived by replaying all events. Snapshots dramatically improve recovery performance:
[image: Snapshot Recovery Performance]
When to Use Snapshots
	Scenario	Use Snapshots?
	Aggregates with < 100 events	Probably not needed
	Aggregates with 100-1000 events	Consider it
	Aggregates with > 1000 events	Recommended
	Frequent aggregate loading	Recommended
	Long-lived aggregates	Recommended
	Read-heavy workloads	Recommended

When NOT to Use Snapshots
	Small aggregates (few events)
	Write-heavy, read-light workloads
	When event replay is fast enough
	Development/testing (adds complexity)

Snapshot API
Saving Snapshots
%% Save a snapshot of aggregate state
ok = reckon_db_snapshots:save(
    my_store,                    %% Store ID
    <<"account-123">>,           %% Stream ID
    150,                         %% Version (event number this snapshot is at)
    AccountState,                %% The state to snapshot (any term)
    #{                           %% Metadata
        aggregate_type => account,
        created_by => self()
    }
).
The snapshot stores:
	Stream ID: Which stream this snapshot belongs to
	Version: The event version this snapshot represents
	Data: The serialized aggregate state
	Metadata: Additional information (optional)
	Timestamp: When the snapshot was created

Loading Snapshots
%% Load the latest snapshot
case reckon_db_snapshots:load(my_store, <<"account-123">>) of
    {ok, Snapshot} ->
        Version = Snapshot#snapshot.version,
        State = Snapshot#snapshot.data,
        %% Replay events after the snapshot
        replay_from(State, Version + 1);
    {error, not_found} ->
        %% No snapshot, replay from beginning
        replay_from(initial_state(), 0)
end.

%% Load snapshot at a specific version
{ok, Snapshot} = reckon_db_snapshots:load_at(my_store, <<"account-123">>, 100).
Listing Snapshots
%% List all snapshots for a stream
{ok, Snapshots} = reckon_db_snapshots:list(my_store, <<"account-123">>).

%% Returns list of snapshots sorted by version (newest first)
[
    #snapshot{stream_id = <<"account-123">>, version = 150, ...},
    #snapshot{stream_id = <<"account-123">>, version = 100, ...},
    #snapshot{stream_id = <<"account-123">>, version = 50, ...}
]
Deleting Snapshots
%% Delete a specific snapshot
ok = reckon_db_snapshots:delete_at(my_store, <<"account-123">>, 50).

%% Delete old snapshots (keep only recent ones)
{ok, Snapshots} = reckon_db_snapshots:list(my_store, <<"account-123">>),
OldSnapshots = lists:nthtail(3, Snapshots),  %% Keep 3 most recent
[reckon_db_snapshots:delete_at(my_store, S#snapshot.stream_id, S#snapshot.version)
 || S <- OldSnapshots].
Using Snapshots with Aggregates
Complete Aggregate Pattern
-module(account_aggregate).
-export([load/2, execute/3, save_snapshot_if_needed/3]).

-record(account, {
    id,
    balance = 0,
    status = active,
    events_since_snapshot = 0
}).

-define(SNAPSHOT_THRESHOLD, 100).  %% Snapshot every 100 events

%% Load aggregate from store
load(StoreId, AccountId) ->
    StreamId = <<"account-", AccountId/binary>>,

    %% Try to load from snapshot first
    {InitialState, StartVersion} = case reckon_db_snapshots:load(StoreId, StreamId) of
        {ok, Snapshot} ->
            {Snapshot#snapshot.data, Snapshot#snapshot.version + 1};
        {error, not_found} ->
            {#account{id = AccountId}, 0}
    end,

    %% Replay events after snapshot
    case reckon_db_streams:read(StoreId, StreamId, StartVersion, 10000, forward) of
        {ok, Events} ->
            FinalState = lists:foldl(fun apply_event/2, InitialState, Events),
            EventCount = length(Events),
            {ok, FinalState#account{events_since_snapshot = EventCount}};
        {error, {stream_not_found, _}} when StartVersion =:= 0 ->
            %% New aggregate
            {ok, InitialState};
        {error, Reason} ->
            {error, Reason}
    end.

%% Execute command and persist events
execute(StoreId, AccountId, Command) ->
    StreamId = <<"account-", AccountId/binary>>,

    %% Load current state
    {ok, Account} = load(StoreId, AccountId),

    %% Execute command
    case handle_command(Command, Account) of
        {ok, Events} ->
            %% Get current version
            CurrentVersion = reckon_db_streams:get_version(StoreId, StreamId),

            %% Append events
            {ok, NewVersion} = reckon_db_streams:append(
                StoreId,
                StreamId,
                CurrentVersion,
                Events
            ),

            %% Apply events to get new state
            NewState = lists:foldl(fun apply_event/2, Account, Events),

            %% Maybe save snapshot
            EventsSinceSnapshot = Account#account.events_since_snapshot + length(Events),
            save_snapshot_if_needed(StoreId, StreamId, NewState, NewVersion, EventsSinceSnapshot),

            {ok, NewVersion, NewState};
        {error, Reason} ->
            {error, Reason}
    end.

%% Save snapshot if threshold reached
save_snapshot_if_needed(StoreId, StreamId, State, Version, EventsSinceSnapshot)
  when EventsSinceSnapshot >= ?SNAPSHOT_THRESHOLD ->
    %% Save snapshot
    ok = reckon_db_snapshots:save(StoreId, StreamId, Version, State, #{}),
    logger:info("Saved snapshot for ~s at version ~p", [StreamId, Version]);
save_snapshot_if_needed(_StoreId, _StreamId, _State, _Version, _EventsSinceSnapshot) ->
    %% Not enough events, skip snapshot
    ok.

%% Command handlers
handle_command({deposit, Amount}, #account{status = active} = Account) when Amount > 0 ->
    {ok, [#{
        event_type => <<"MoneyDeposited">>,
        data => #{amount => Amount, balance_after => Account#account.balance + Amount}
    }]};
handle_command({deposit, _Amount}, #account{status = frozen}) ->
    {error, account_frozen};

handle_command({withdraw, Amount}, #account{status = active, balance = Balance})
  when Amount > 0, Amount =< Balance ->
    {ok, [#{
        event_type => <<"MoneyWithdrawn">>,
        data => #{amount => Amount, balance_after => Balance - Amount}
    }]};
handle_command({withdraw, Amount}, #account{balance = Balance}) when Amount > Balance ->
    {error, insufficient_funds}.

%% Event application
apply_event(#{event_type := <<"MoneyDeposited">>} = Event, Account) ->
    Amount = maps:get(amount, maps:get(data, Event)),
    Account#account{balance = Account#account.balance + Amount};
apply_event(#{event_type := <<"MoneyWithdrawn">>} = Event, Account) ->
    Amount = maps:get(amount, maps:get(data, Event)),
    Account#account{balance = Account#account.balance - Amount};
apply_event(#{event_type := <<"AccountFrozen">>}, Account) ->
    Account#account{status = frozen}.
Using reckon_db_aggregator with Snapshots
The reckon_db_aggregator module provides the aggregate/3 function for snapshot-based aggregation:
%% Load snapshot and replay events manually
StreamId = <<"account-123">>,

%% Try to load snapshot
{Snapshot, StartVersion} = case reckon_db_snapshots:load(my_store, StreamId) of
    {ok, S} -> {S, S#snapshot.version + 1};
    {error, not_found} -> {undefined, 0}
end,

%% Read events after snapshot
{ok, Events} = reckon_db_streams:read(my_store, StreamId, StartVersion, 10000, forward),

%% Aggregate with snapshot support
FinalState = reckon_db_aggregator:aggregate(Events, Snapshot, #{
    initial_state => #account{id = <<"123">>}
}).
Snapshot Strategies
Time-Based Snapshotting
Save snapshots at regular time intervals:
-module(snapshot_scheduler).
-behaviour(gen_server).

-define(SNAPSHOT_INTERVAL_MS, 60000).  %% Every minute

init(StoreId) ->
    timer:send_interval(?SNAPSHOT_INTERVAL_MS, snapshot_check),
    {ok, #{store_id => StoreId}}.

handle_info(snapshot_check, #{store_id := StoreId} = State) ->
    %% Get active aggregates that need snapshots
    ActiveAggregates = get_active_aggregates(),

    lists:foreach(fun({StreamId, CurrentState, Version}) ->
        %% Check if snapshot is stale
        case should_snapshot(StoreId, StreamId, Version) of
            true ->
                reckon_db_snapshots:save(StoreId, StreamId, Version, CurrentState, #{});
            false ->
                ok
        end
    end, ActiveAggregates),

    {noreply, State}.

should_snapshot(StoreId, StreamId, CurrentVersion) ->
    case reckon_db_snapshots:load(StoreId, StreamId) of
        {ok, Snapshot} ->
            %% Snapshot if > 100 events since last snapshot
            CurrentVersion - Snapshot#snapshot.version > 100;
        {error, not_found} ->
            %% No snapshot, create one if > 50 events
            CurrentVersion > 50
    end.
Event-Count-Based Snapshotting
Snapshot after N events (shown in aggregate example above):
-define(SNAPSHOT_EVERY_N_EVENTS, 100).

maybe_snapshot(StoreId, StreamId, State, Version, EventsSinceSnapshot) ->
    case EventsSinceSnapshot >= ?SNAPSHOT_EVERY_N_EVENTS of
        true ->
            reckon_db_snapshots:save(StoreId, StreamId, Version, State, #{}),
            0;  %% Reset counter
        false ->
            EventsSinceSnapshot
    end.
On-Demand Snapshotting
Snapshot on specific conditions:
%% Snapshot after significant state changes
handle_event(#{event_type := <<"LargeTransactionProcessed">>} = Event, State) ->
    NewState = apply_event(Event, State),
    %% Force snapshot after large transactions
    reckon_db_snapshots:save(StoreId, StreamId, Version, NewState, #{
        reason => large_transaction,
        amount => maps:get(amount, maps:get(data, Event))
    }),
    NewState.
Snapshot Storage Considerations
What to Store
Store only the essential state:
%% Good: Minimal, reconstructable state
save_snapshot(State) ->
    #{
        balance => State#account.balance,
        status => State#account.status,
        last_transaction_id => State#account.last_transaction_id
    }.

%% Bad: Storing derived/cacheable data
save_snapshot(State) ->
    #{
        balance => State#account.balance,
        status => State#account.status,
        transaction_history => State#account.history,  %% Can be replayed
        monthly_totals => State#account.monthly_totals  %% Derived data
    }.
Snapshot Versioning
Handle schema changes in snapshots:
%% Version your snapshot schema
save_snapshot(State) ->
    #{
        schema_version => 2,
        data => #{
            balance => State#account.balance,
            status => State#account.status,
            currency => State#account.currency  %% New in v2
        }
    }.

%% Handle old snapshot formats
load_snapshot(#{schema_version := 1, data := Data}) ->
    %% Migrate v1 to current format
    #account{
        balance = maps:get(balance, Data),
        status = maps:get(status, Data),
        currency = <<"USD">>  %% Default for v1 snapshots
    };
load_snapshot(#{schema_version := 2, data := Data}) ->
    %% Current version
    #account{
        balance = maps:get(balance, Data),
        status = maps:get(status, Data),
        currency = maps:get(currency, Data)
    }.
Best Practices
1. Keep Snapshots Small
Snapshots should contain minimal state:
%% Calculate snapshot size
SnapshotData = State#account{
    %% Exclude non-essential fields
    audit_log => [],           %% Clear logs
    cached_calculations => #{} %% Clear caches
},
Size = byte_size(term_to_binary(SnapshotData)),
case Size > 1000000 of  %% > 1MB
    true -> logger:warning("Large snapshot: ~p bytes", [Size]);
    false -> ok
end.
2. Cleanup Old Snapshots
Don't keep unlimited snapshots:
%% Keep only the N most recent snapshots
cleanup_old_snapshots(StoreId, StreamId, KeepCount) ->
    {ok, Snapshots} = reckon_db_snapshots:list(StoreId, StreamId),
    ToDelete = lists:nthtail(KeepCount, Snapshots),
    [reckon_db_snapshots:delete(StoreId, S#snapshot.stream_id, S#snapshot.version)
     || S <- ToDelete].
3. Test Snapshot/Replay Consistency
Verify snapshots produce correct state:
%% Property test: snapshot + replay = full replay
prop_snapshot_consistency() ->
    ?FORALL(Events, non_empty(list(event())),
        begin
            StreamId = unique_stream_id(),

            %% Write events
            {ok, FinalVersion} = write_events(StoreId, StreamId, Events),

            %% Full replay
            {ok, AllEvents} = reckon_db_streams:read(StoreId, StreamId, 0, 10000, forward),
            FullReplayState = lists:foldl(fun apply_event/2, initial_state(), AllEvents),

            %% Save snapshot midway
            MidVersion = FinalVersion div 2,
            {ok, MidEvents} = reckon_db_streams:read(StoreId, StreamId, 0, MidVersion, forward),
            MidState = lists:foldl(fun apply_event/2, initial_state(), MidEvents),
            reckon_db_snapshots:save(StoreId, StreamId, MidVersion, MidState, #{}),

            %% Snapshot + replay
            {ok, Snapshot} = reckon_db_snapshots:load(StoreId, StreamId),
            {ok, RemainingEvents} = reckon_db_streams:read(StoreId, StreamId, MidVersion + 1, 10000, forward),
            SnapshotReplayState = lists:foldl(fun apply_event/2, Snapshot#snapshot.data, RemainingEvents),

            %% States must match
            FullReplayState =:= SnapshotReplayState
        end).
4. Monitor Snapshot Performance
Track snapshot metrics:
save_snapshot_with_metrics(StoreId, StreamId, Version, State) ->
    StartTime = erlang:monotonic_time(microsecond),

    ok = reckon_db_snapshots:save(StoreId, StreamId, Version, State, #{}),

    Duration = erlang:monotonic_time(microsecond) - StartTime,
    Size = byte_size(term_to_binary(State)),

    telemetry:execute(
        [reckon_db, snapshot, created],
        #{duration => Duration, size_bytes => Size},
        #{store_id => StoreId, stream_id => StreamId, version => Version}
    ).
Further Reading
	Event Sourcing Guide - Foundation concepts
	CQRS Guide - Read model projections
	Subscriptions Guide - Event delivery

References
	Vaughn Vernon: "Implementing Domain-Driven Design" (Chapter 10: Aggregates)
	Greg Young: Snapshot Strategies
	Event Store: Projections and Snapshots



  

    Temporal Queries

Temporal queries enable point-in-time reconstruction of aggregate state and time-range analytics. This guide covers the server-side implementation, storage mechanics, and cluster behavior.
Overview
The reckon_db_temporal module provides three core operations:
	Function	Purpose
	read_until/3,4	Read events up to a timestamp
	read_range/4,5	Read events within a time range
	version_at/3	Get stream version at a timestamp

Architecture
[image: Temporal Query Flow]
How Temporal Filtering Works
Timestamp Storage
Every event stored in reckon-db includes an epoch_us field - microseconds since Unix epoch:
#event{
    event_id = <<"evt-123">>,
    stream_id = <<"orders-456">>,
    version = 5,
    epoch_us = 1735689600000000,  %% Jan 1, 2025 00:00:00 UTC
    event_type = <<"OrderPlaced">>,
    data = #{...},
    metadata = #{...}
}
This timestamp is set at append time using erlang:system_time(microsecond).
Query Execution
Temporal queries follow this execution path:
	Stream Existence Check: Verify stream exists in Khepri
	Event Retrieval: Read all events from the stream
	Timestamp Filtering: Filter events by epoch_us field
	Options Application: Apply direction and limit options

%% Internal filtering for read_until
filter_events_until(Events, Timestamp) ->
    [E || E <- Events, E#event.epoch_us =< Timestamp].

%% Internal filtering for read_range
filter_events_range(Events, FromTimestamp, ToTimestamp) ->
    [E || E <- Events,
          E#event.epoch_us >= FromTimestamp,
          E#event.epoch_us =< ToTimestamp].
Khepri Storage Path
Events are stored at:
[streams, StreamId, PaddedVersion] -> #event{}
The 12-character zero-padded version enables lexicographic ordering:
[streams, <<"orders-123">>, <<"000000000000">>] -> Event v0
[streams, <<"orders-123">>, <<"000000000001">>] -> Event v1
[streams, <<"orders-123">>, <<"000000000002">>] -> Event v2
Cluster Behavior
Consistency Guarantees
Temporal queries inherit Khepri/Ra's consistency model:
	Aspect	Behavior
	Read Consistency	Strongly consistent (reads go through Raft leader)
	Cross-Node	Same results on any cluster node
	Partition Tolerance	Queries fail if no quorum available

Leader Routing
All reads are routed to the Ra leader:
Client Request
     │
     ▼
┌─────────────┐
│ Any Node    │
│ (Follower)  │
└──────┬──────┘
       │ Forward to leader
       ▼
┌─────────────┐
│ Ra Leader   │
│ (Reads)     │
└──────┬──────┘
       │ Raft log consistency
       ▼
  Query Result
Performance Considerations
Current Implementation
The current implementation reads all events, then filters in memory:
read_all_events(StoreId, StreamId) ->
    Version = reckon_db_streams:get_version(StoreId, StreamId),
    case Version of
        ?NO_STREAM -> {ok, []};
        _ -> reckon_db_streams:read(StoreId, StreamId, 0, Version + 1, forward)
    end.
Implications:
	O(n) memory usage where n = total events in stream
	Suitable for streams with < 10,000 events
	For larger streams, consider snapshots + temporal queries

Optimization Opportunities
Future versions could add:
	Khepri Timestamp Index: Secondary index on epoch_us
	Binary Search: If events are sorted by timestamp (they are by version, usually correlated)
	Streaming API: Process events in batches to reduce memory

Use Cases
1. Point-in-Time State Reconstruction
%% Reconstruct order state as it was on Dec 31, 2024
Timestamp = 1735603200000000,  %% Dec 31, 2024 00:00:00 UTC
{ok, Events} = reckon_db_temporal:read_until(my_store, <<"order-123">>, Timestamp),
State = lists:foldl(fun apply_event/2, initial_state(), Events).
2. Audit Queries
%% What was the account balance at end of fiscal year?
FiscalYearEnd = 1735689599999999,  %% Dec 31, 2024 23:59:59.999999 UTC
{ok, Events} = reckon_db_temporal:read_until(my_store, <<"account-456">>, FiscalYearEnd),
Balance = calculate_balance(Events).
3. Time-Range Analytics
%% Analyze orders from Q4 2024
Q4Start = 1727740800000000,  %% Oct 1, 2024
Q4End = 1735689599999999,    %% Dec 31, 2024
{ok, Events} = reckon_db_temporal:read_range(my_store, <<"orders-*">>, Q4Start, Q4End),
analyze_quarterly_orders(Events).
4. Version Discovery
%% What version should I replay to for a snapshot at timestamp T?
{ok, Version} = reckon_db_temporal:version_at(my_store, <<"user-789">>, Timestamp),
%% Now load snapshot at Version, or replay events 0..Version
Options
Both read_until/4 and read_range/5 accept options:
-type opts() :: #{
    direction => forward | backward,  %% Event order (default: forward)
    limit => pos_integer()             %% Max events to return
}.
Direction: Controls the order of returned events
	forward: Oldest first (ascending by version)
	backward: Newest first (descending by version)

Limit: Truncates result after applying direction
Telemetry
Temporal queries emit telemetry events:
%% Event: [reckon_db, temporal, read_until]
%% Measurements: #{duration => integer(), event_count => integer()}
%% Metadata: #{store_id => atom(), stream_id => binary(), timestamp => integer()}

%% Event: [reckon_db, temporal, read_range]
%% Measurements: #{duration => integer(), event_count => integer()}
%% Metadata: #{store_id => atom(), stream_id => binary(), timestamp => {From, To}}
Error Handling
	Error	Cause	Resolution
	{error, {stream_not_found, StreamId}}	Stream does not exist	Verify stream ID
	{error, timeout}	Khepri/Ra timeout	Check cluster health
	{error, no_quorum}	Ra cluster partitioned	Wait for partition heal

Best Practices
	Use Snapshots: For frequently queried historical points, save snapshots
	Limit Result Size: Use the limit option for large time ranges
	Monitor Duration: Track telemetry for slow queries
	Consider Stream Size: Temporal queries load full streams; partition large streams

See Also
	Snapshots - State caching for performance
	Scavenging - Event lifecycle management
	Storage Internals - Khepri path structure



  

    Scavenging and Event Lifecycle

Scavenging is the process of removing old events from streams to reduce storage costs while maintaining stream integrity. This guide covers the server-side implementation, safety guarantees, and archival strategies.
Overview
The reckon_db_scavenge module provides:
	Function	Purpose
	scavenge/3	Remove old events from a single stream
	scavenge_matching/3	Scavenge streams matching a pattern
	archive_and_scavenge/4	Archive events before deletion
	dry_run/3	Preview what would be deleted

Architecture
[image: Scavenge Lifecycle]
Event Lifecycle
Events in reckon-db follow this lifecycle:
┌──────────┐     ┌──────────┐     ┌──────────┐     ┌──────────┐
│  Active  │ ──▶ │ Archived │ ──▶ │ Scavenged│ ──▶ │ Deleted  │
│ (Khepri) │     │ (Backend)│     │ (Marked) │     │ (Gone)   │
└──────────┘     └──────────┘     └──────────┘     └──────────┘
     │                │                │                │
     │  Hot storage   │  Cold storage  │  Reference     │  Permanent
     │  Fast reads    │  Slow reads    │  only          │  removal
Safety Guarantees
Snapshot Requirement
By default, scavenging requires a snapshot to exist:
%% This will fail if no snapshot exists
{error, {no_snapshot, <<"orders-123">>}} =
    reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
        before_version => 100
    }).

%% Override the safety check (use with caution)
{ok, _} = reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
    before_version => 100,
    require_snapshot => false
}).
Why this matters: Without a snapshot, replaying to a historical state requires all events from version 0. Scavenging old events without a snapshot breaks replay capability.
Keep Versions
Always keep a minimum number of recent versions:
%% Keep at least the last 10 versions, regardless of timestamp
{ok, Result} = reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
    before => OneYearAgo,
    keep_versions => 10
}).
Dry Run
Preview what would be deleted before actually deleting:
{ok, Preview} = reckon_db_scavenge:dry_run(my_store, <<"orders-123">>, #{
    before => RetentionCutoff
}),
%% Preview contains:
%% #{
%%     stream_id => <<"orders-123">>,
%%     deleted_count => 500,
%%     deleted_versions => {0, 499},
%%     archived => false,
%%     dry_run => true
%% }
Scavenge Options
-type scavenge_opts() :: #{
    before => integer(),           %% Delete events before this timestamp (epoch_us)
    before_version => integer(),   %% Delete events before this version
    keep_versions => pos_integer(),%% Keep at least N latest versions
    require_snapshot => boolean(), %% Require snapshot exists (default: true)
    dry_run => boolean()           %% Preview only (default: false)
}.
Timestamp-Based Scavenging
%% Delete events older than 1 year
OneYearAgo = erlang:system_time(microsecond) - (365 * 24 * 60 * 60 * 1000000),
{ok, Result} = reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
    before => OneYearAgo
}).
Version-Based Scavenging
%% Delete events before version 1000
{ok, Result} = reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
    before_version => 1000
}).
Khepri Storage Operations
How Events Are Deleted
Events are deleted individually from Khepri:
delete_event_versions(StoreId, StreamId, FromVersion, ToVersion) ->
    lists:foreach(
        fun(Version) ->
            PaddedVersion = pad_version(Version, ?VERSION_PADDING),
            Path = ?STREAMS_PATH ++ [StreamId, PaddedVersion],
            khepri:delete(StoreId, Path)
        end,
        lists:seq(FromVersion, ToVersion)
    ).
Storage path structure:
[streams, <<"orders-123">>, <<"000000000000">>] -> Deleted
[streams, <<"orders-123">>, <<"000000000001">>] -> Deleted
...
[streams, <<"orders-123">>, <<"000000000499">>] -> Deleted
[streams, <<"orders-123">>, <<"000000000500">>] -> Kept (after cutoff)
Cluster Behavior
Deletions are replicated through Ra consensus:
	Delete request received on any node
	Request forwarded to Ra leader
	Leader appends delete to Raft log
	Followers replicate and apply
	Quorum achieved, deletion confirmed

Important: Deletions are permanent once committed to the Raft log.
Archival
Archive Before Delete
Use archive_and_scavenge/4 to preserve events before removal:
%% Initialize file backend
{ok, BackendState} = reckon_db_archive_file:init(#{
    base_path => "/bulk0/archives/reckon_db"
}),

%% Archive then scavenge
{ok, Result} = reckon_db_scavenge:archive_and_scavenge(
    my_store,
    <<"orders-123">>,
    {reckon_db_archive_file, BackendState},
    #{before => RetentionCutoff}
),

%% Result includes archive key
%% #{
%%     stream_id => <<"orders-123">>,
%%     deleted_count => 500,
%%     deleted_versions => {0, 499},
%%     archived => true,
%%     archive_key => <<"my_store/orders-123/0-499.archive">>
%% }
Archive Key Format
Archive keys follow a standard format:
{StoreId}/{StreamId}/{FromVersion}-{ToVersion}.archive

Examples:
my_store/orders-123/0-999.archive
my_store/users-456/1000-1999.archive
Custom Archive Backends
Implement the reckon_db_archive_backend behaviour:
-callback init(Opts :: map()) ->
    {ok, State :: term()} | {error, Reason :: term()}.

-callback archive(State, ArchiveKey, Events) ->
    {ok, NewState} | {error, Reason}.

-callback read(State, ArchiveKey) ->
    {ok, Events, NewState} | {error, Reason}.

-callback list(State, StoreId, StreamId) ->
    {ok, [ArchiveKey], NewState} | {error, Reason}.

-callback delete(State, ArchiveKey) ->
    {ok, NewState} | {error, Reason}.

-callback exists(State, ArchiveKey) ->
    {boolean(), NewState}.
Built-in backends:
	reckon_db_archive_file - Local file system storage

Pattern Matching
Scavenge multiple streams at once:
%% Scavenge all order streams
{ok, Results} = reckon_db_scavenge:scavenge_matching(my_store, <<"orders-*">>, #{
    before => RetentionCutoff,
    keep_versions => 10
}).

%% Results is a list of scavenge_result() for each matching stream
Supported patterns:
	orders-* - Prefix match
	*-completed - Suffix match
	orders-*-v2 - Multiple wildcards

Telemetry
Scavenge operations emit telemetry:
%% Event: [reckon_db, scavenge, complete]
%% Measurements:
%%   #{duration => integer(), deleted_count => integer()}
%% Metadata:
%%   #{store_id => atom(), stream_id => binary(), archived => boolean()}
Best Practices
1. Always Preview First
%% Preview
{ok, Preview} = reckon_db_scavenge:dry_run(Store, Stream, Opts),
io:format("Would delete ~p events~n", [maps:get(deleted_count, Preview)]),

%% Then execute
{ok, Result} = reckon_db_scavenge:scavenge(Store, Stream, Opts).
2. Snapshot Before Scavenging
%% Save current state as snapshot
{ok, Events} = reckon_db_streams:read(Store, Stream, 0, Version, forward),
State = rebuild_state(Events),
ok = reckon_db_snapshots:save(Store, Stream, Version, State, #{}),

%% Now safe to scavenge
{ok, _} = reckon_db_scavenge:scavenge(Store, Stream, #{
    before_version => Version
}).
3. Archive for Compliance
For audit requirements, always archive before scavenging:
%% 7-year retention in cold storage
{ok, _} = reckon_db_scavenge:archive_and_scavenge(
    Store, Stream,
    {reckon_db_archive_s3, S3State},  %% Custom S3 backend
    #{before => SevenYearsAgo}
).
4. Schedule Off-Peak
Run scavenging during low-traffic periods:
%% Example: Run at 3 AM daily
schedule_scavenge() ->
    timer:apply_after(
        time_until_3am(),
        fun() ->
            scavenge_old_streams(),
            schedule_scavenge()  %% Reschedule
        end
    ).
Error Handling
	Error	Cause	Resolution
	{error, {no_snapshot, StreamId}}	Snapshot required but missing	Save snapshot first
	{error, {stream_not_found, StreamId}}	Stream does not exist	Verify stream ID
	{error, archive_failed}	Archive backend error	Check backend logs

See Also
	Temporal Queries - Time-based event retrieval
	Snapshots - State caching
	Storage Internals - Khepri path structure



  

    Stream Links and Projections

Stream links enable derived streams from source streams through filtering and transformation. This guide covers the server-side implementation, lifecycle management, and use cases.
Overview
The reckon_db_links module provides:
	Function	Purpose
	create/2	Create a new link definition
	delete/2	Remove a link
	get/2	Get link configuration
	list/1	List all links
	start/2	Start link processing
	stop/2	Stop link processing
	info/2	Get detailed link statistics

Architecture
[image: Stream Links Architecture]
What is a Stream Link?
A stream link is a derived stream that:
	Subscribes to one or more source streams
	Filters events based on a predicate function
	Transforms events (optional) before writing
	Writes matching events to a link stream

Link streams are named with a $link: prefix and behave like regular streams.
Creating Links
Basic Link
ok = reckon_db_links:create(my_store, #{
    name => <<"high-value-orders">>,
    source => #{type => stream_pattern, pattern => <<"orders-*">>},
    filter => fun(E) -> maps:get(total, E#event.data, 0) > 1000 end
}).
Link with Transform
ok = reckon_db_links:create(my_store, #{
    name => <<"flagged-orders">>,
    source => #{type => stream_pattern, pattern => <<"orders-*">>},
    filter => fun(E) -> maps:get(total, E#event.data, 0) > 5000 end,
    transform => fun(E) ->
        NewData = maps:put(flagged, true, E#event.data),
        NewData2 = maps:put(flagged_at, erlang:system_time(millisecond), NewData),
        E#event{data = NewData2}
    end
}).
Link with Backfill
Process existing events when starting:
ok = reckon_db_links:create(my_store, #{
    name => <<"all-payments">>,
    source => #{type => stream_pattern, pattern => <<"payments-*">>},
    backfill => true  %% Process existing events on start
}).
Source Specifications
Single Stream
source => #{type => stream, stream_id => <<"orders-123">>}
Stream Pattern (Wildcard)
source => #{type => stream_pattern, pattern => <<"orders-*">>}
source => #{type => stream_pattern, pattern => <<"*-completed">>}
All Streams
source => #{type => all}
%% Excludes $link: streams to prevent loops
Link Lifecycle
Starting a Link
ok = reckon_db_links:start(my_store, <<"high-value-orders">>).
This:
	Updates link status to running
	Performs backfill if backfill => true
	Subscribes to source stream(s) for new events

Stopping a Link
ok = reckon_db_links:stop(my_store, <<"high-value-orders">>).
This:
	Unsubscribes from source streams
	Updates link status to stopped

Checking Link Status
{ok, Info} = reckon_db_links:info(my_store, <<"high-value-orders">>),
%% #{
%%     name => <<"high-value-orders">>,
%%     source => #{type => stream_pattern, pattern => <<"orders-*">>},
%%     status => running,
%%     processed => 1523,
%%     link_stream => <<"$link:high-value-orders">>,
%%     link_stream_version => 156,
%%     created_at => 1735689600000,
%%     last_event => <<"evt-789">>
%% }
Khepri Storage
Link Definitions
Links are stored at:
[links, StoreId, LinkName] -> #link{} record
Link Streams
Link output is written to:
[streams, <<"$link:LinkName">>, PaddedVersion] -> #event{}
Link Record Structure
-record(link, {
    name :: binary(),
    source :: source_spec(),
    filter :: fun((event()) -> boolean()) | undefined,
    transform :: fun((event()) -> event()) | undefined,
    backfill :: boolean(),
    created_at :: integer(),
    status = stopped :: running | stopped | error,
    processed = 0 :: non_neg_integer(),
    last_event :: binary() | undefined
}).
Subscribing to Link Streams
Link streams are regular streams:
%% Subscribe to the link stream
reckon_db_subscriptions:subscribe(
    my_store,
    stream,
    <<"$link:high-value-orders">>,
    <<"my-subscription">>,
    #{handler => fun handle_high_value_order/1}
).

%% Read from the link stream
{ok, Events} = reckon_db_streams:read(
    my_store,
    <<"$link:high-value-orders">>,
    0, 100, forward
).
Event Transformation
Preserved Metadata
When events are written to link streams, source information is preserved:
event_to_map(Event) ->
    #{
        event_id => Event#event.event_id,
        event_type => Event#event.event_type,
        data => Event#event.data,
        metadata => maps:merge(Event#event.metadata, #{
            source_stream => Event#event.stream_id,
            source_version => Event#event.version
        })
    }.
Custom Transforms
Transform functions receive the full event record:
transform => fun(Event) ->
    %% Add computed field
    Data = Event#event.data,
    Total = maps:get(quantity, Data, 0) * maps:get(price, Data, 0),
    NewData = maps:put(computed_total, Total, Data),

    %% Return modified event
    Event#event{data = NewData}
end
Pattern Matching
Wildcard patterns are converted to regex:
wildcard_to_regex(Pattern) ->
    Escaped = re:replace(Pattern, <<"[.^$+?{}\\[\\]\\\\|()]">>,
                         <<"\\\\&">>, [global, {return, binary}]),
    Converted = binary:replace(Escaped, <<"*">>, <<".*">>, [global]),
    <<"^", Converted/binary, "$">>.
Examples:
	orders-* matches orders-123, orders-456
	*-completed matches order-completed, payment-completed
	user-*-events matches user-123-events

Use Cases
1. Event Type Aggregation
Collect all payment events across customer streams:
ok = reckon_db_links:create(my_store, #{
    name => <<"all-payments">>,
    source => #{type => all},
    filter => fun(E) ->
        EventType = E#event.event_type,
        EventType =:= <<"PaymentReceived">> orelse
        EventType =:= <<"PaymentFailed">> orelse
        EventType =:= <<"RefundIssued">>
    end,
    backfill => true
}).
2. High-Value Transaction Monitoring
ok = reckon_db_links:create(my_store, #{
    name => <<"high-value-txns">>,
    source => #{type => stream_pattern, pattern => <<"account-*">>},
    filter => fun(E) ->
        Amount = abs(maps:get(amount, E#event.data, 0)),
        Amount > 10000
    end,
    transform => fun(E) ->
        E#event{metadata = maps:put(flagged_reason, <<"high_value">>,
                                     E#event.metadata)}
    end
}).
3. Audit Trail
ok = reckon_db_links:create(my_store, #{
    name => <<"security-audit">>,
    source => #{type => all},
    filter => fun(E) ->
        EventType = E#event.event_type,
        lists:member(EventType, [
            <<"UserLoggedIn">>,
            <<"PasswordChanged">>,
            <<"PermissionGranted">>,
            <<"DataExported">>
        ])
    end
}).
4. Real-Time Analytics Feed
ok = reckon_db_links:create(my_store, #{
    name => <<"analytics-feed">>,
    source => #{type => all},
    filter => fun(_) -> true end,  %% All events
    transform => fun(E) ->
        %% Strip PII, keep only analytics-relevant fields
        SafeData = maps:with([event_type, timestamp, stream_id], #{
            event_type => E#event.event_type,
            timestamp => E#event.epoch_us,
            stream_id => E#event.stream_id
        }),
        E#event{data = SafeData}
    end
}).
Telemetry
Link operations emit telemetry:
%% Event: [reckon_db, link, created | started | stopped | deleted]
%% Measurements: #{system_time => integer()}
%% Metadata: #{store_id => atom(), link_name => binary()}
Error Handling
	Error	Cause	Resolution
	{error, not_found}	Link does not exist	Verify link name
	{error, already_exists}	Link name in use	Choose different name
	Filter crash	Filter function threw exception	Returns false (event skipped)
	Transform crash	Transform function threw exception	Returns original event

Best Practices
1. Use Defensive Filters
filter => fun(E) ->
    try
        maps:get(amount, E#event.data, 0) > 1000
    catch
        _:_ -> false
    end
end
2. Avoid Expensive Transforms
Transforms run for every matching event. Keep them lightweight.
3. Consider Backfill Costs
For large streams, backfill can be expensive. Consider:
	Creating link without backfill first
	Manually backfilling in batches during off-peak

4. Monitor Processed Counts
%% Check link is keeping up
{ok, Info} = reckon_db_links:info(my_store, <<"my-link">>),
Processed = maps:get(processed, Info),
%% Alert if falling behind
See Also
	Subscriptions - Event subscription patterns
	Storage Internals - Khepri path structure



  

    Dynamic Consistency Boundary (DCB)

Available in reckon-db 3.1.1+.
DCB is the cross-cutting complement to per-aggregate optimistic
concurrency. Where reckon_db_streams:append/4,5 enforces "no new
events on THIS stream since version N" before writing, DCB enforces
"no event matching THIS tag-filter has been written since seq N" —
without ever scoping to a single stream.
Use DCB when the invariant a write must preserve crosses streams:
	Uniqueness: "no other user has claimed this email"
	Allocation: "this slot has not been reserved by anyone else"
	Rate limit: "this caller has not exceeded N writes in the last
window"
	Eligibility: "no exclusion event applies to this principal"

These don't fit per-aggregate locks because the invariant references
data living in events the aggregate doesn't own. DCB lets you read a
query-shaped slice of history, decide on it, and atomically commit
new events conditionally on nothing in that slice having moved.

The Decision loop
The canonical pattern:
1. Read context events matching a tag-filter, get max observed seq
2. Run domain logic on those events, produce new events
3. Conditionally append the new events: write iff no event matching
   the same filter has seq > the observed max
4. On conflict, refresh the context and retry (bounded)
The conditional-append is atomic across the cluster — either all
events commit, or none do, with the precondition evaluated inside
the same Ra log entry as the write.

API
Direct (reckon-db)
%% Read context: events matching the filter, scoped to the DCB
%% pseudo-stream. The runtime equivalent (evoq_decision behaviour)
%% wraps this; raw users can read via tags + filter client-side.

%% Conditional append:
case reckon_db_streams:append_if_no_tag_matches(
       StoreId, TagFilter, SeqCutoff, Events) of
    {ok, LastSeq} ->
        %% Committed. LastSeq is the seq assigned to the final
        %% event. Use it as the cutoff for follow-up writes
        %% against an overlapping tag set.
        ok;
    {error, {context_changed, MaxSeq}} ->
        %% Conflict: an event matching TagFilter has seq > SeqCutoff.
        %% Nothing was written. Refresh the context (re-read events
        %% matching the filter, observe new max seq) and retry.
        retry_with(MaxSeq);
    {error, no_events} ->
        %% Empty Events list; client error.
        ok;
    {error, Reason} ->
        %% Backend error (Ra unavailable, etc.).
        {error, Reason}
end.
Through the gateway (Erlang clients on remote BEAMs)
reckon_gater_api:append_if_no_tag_matches(StoreId, TagFilter, SeqCutoff, Events).
Same signature, same return shape. Routes via the gater worker pool.
Through the evoq behaviour (high-level)
For BEAM consumers, the evoq_decision behaviour wraps the
read/decide/write loop with retry + backoff. See
evoq's decisions guide.
Through gRPC (polyglot clients)
reckon-gateway 0.7.0+ exposes DcbService over gRPC. Go SDK:
d := client.Dcb("orders")
res, _ := d.Read(ctx, dcb.MatchAny("slot:42"), 100)
committed, conflict, err := d.Append(ctx,
    dcb.MatchAny("slot:42"), res.MaxSeq,
    []dcb.ProposedEvent{...})

TagFilter algebra
A tag_filter() is a recursive predicate over an event's fields.
Seven shapes:
	Shape	Meaning	Erlang term	Index
	any_of	Event matches if it carries ANY of these tags	{any_of, [Tag]}	[by_tag, Tag, *]
	all_of	Event matches if it carries ALL of these tags	{all_of, [Tag]}	intersection over [by_tag, Tag, *]
	event_type	Event matches if its event_type field equals Type	{event_type, Type}	[by_event_type, Type, *]
	payload_match	Event matches if data[Key] == Value (JSON string field)	{payload_match, Key, Value}	[by_payload, Key, Value, *] (5.3.0+, opt-in)
	payload_hash_match	Event matches if the given fields jointly equal the given values	{payload_hash_match, [Key], [Value]}	[by_payload_hash, Hash, *] (5.3.0+, opt-in)
	and_	Event matches if ALL sub-filters match	{and_, [Filter]}	set intersection
	or_	Event matches if ANY sub-filter matches	{or_, [Filter]}	set union

payload_match and payload_hash_match require the matching index declaration
in the store's store_config. See the CCC guide for payload index
setup and the multi-field hash pattern.
CCC superset note. payload_match and payload_hash_match are CCC
(Command Context Consistency) extensions — they allow the command to scope
its consistency window to payload field values, not just tags. DCB
(tag/event_type filters) is a strict subset of CCC. See ccc.md
for the full CCC framing.

Filters compose to arbitrary depth. Examples:
%% "Has tag 'slot:42' AND either tag 'tenant:acme' or tag 'tenant:globex'"
Filter = {and_, [
    {any_of, [<<"slot:42">>]},
    {or_, [
        {any_of, [<<"tenant:acme">>]},
        {any_of, [<<"tenant:globex">>]}
    ]}
]}.

%% "Event of type user_registered_v1 AND carries this email tag"
%% (canonical DCB spec query-item pattern: type + tags)
Filter = {and_, [
    {event_type, <<"user_registered_v1">>},
    {any_of, [<<"email:alice@example.com">>]}
]}.

The DCB pseudo-stream
DCB events live under the pseudo-stream id <<"_dcb">>. They are
real events — they appear in read_all_global, read_by_event_types,
subscription deliveries, the gateway gRPC surface, every existing
read path — but the consistency-check semantics only apply to
events written through append_if_no_tag_matches/4. Direct
append/4,5 to the _dcb stream is not a meaningful operation
and should be avoided.
The seq counter used by DCB is separate from the per-stream
version counter. It is a monotonic per-store integer, incremented
only by successful DCB commits.

The seq cutoff
SeqCutoff is the highest seq the caller has observed for events
matching TagFilter. The server rejects the write if any event
matching the filter has seq strictly greater than the cutoff.
The sentinel -1 means "I have observed nothing yet." Use it when:
	The caller is making a uniqueness claim and expects no matching
event to exist (e.g., "this email has never been registered").
	The caller is the first writer in a fresh boundary.

After a successful commit, the returned LastSeq is the cutoff for
a follow-up write against an overlapping tag set, if you can
guarantee no concurrent third party wrote between your commit and
your follow-up. Most callers re-read fresh context instead.

Worked example: email uniqueness
Goal: register a user with an email, atomically guaranteeing no
other user already holds that email.
-module(register_user).

-export([register/2]).

-define(STORE, my_store).

register(Email, UserData) ->
    EmailTag = <<"email:", Email/binary>>,
    Filter = {any_of, [EmailTag]},

    %% 1. Read context: any user_registered event with this email
    %% tag. The runtime read uses read_by_tags + client-side filter
    %% scope to the _dcb stream. Higher-level libraries
    %% (evoq_decision) do this automatically.
    {ok, MatchingEvents} = read_dcb_events_matching(?STORE, Filter),
    Cutoff = max_seq(MatchingEvents),

    %% 2. Decide.
    case has_registration(MatchingEvents) of
        true ->
            {error, email_already_registered};
        false ->
            Event = #{
                event_type => <<"user_registered_v1">>,
                data => UserData#{email => Email},
                tags => [EmailTag]
            },
            %% 3. Append conditionally.
            case reckon_db_streams:append_if_no_tag_matches(
                   ?STORE, Filter, Cutoff, [Event]) of
                {ok, Seq} ->
                    {ok, Seq};
                {error, {context_changed, _}} ->
                    %% Concurrent writer claimed the email.
                    register(Email, UserData)
            end
    end.

%% Helpers omitted for brevity.
Note that the Filter and the events written share the same tag
<<"email:Email>>. This is how DCB events become visible to future
consistency checks: their own tags are indexed alongside, so a
subsequent read with the same filter will see them.

Integrity (tamper-resistance)
On integrity-enabled stores, DCB events carry the same
prev_event_hash + mac fields as regular events, linked into a
per-store DCB chain. The Khepri transaction body can't run
crypto:* (Horus extractor rejects it), so MAC chains are
pre-computed outside the transaction and the chain-tip is verified
inside. Concurrent-writer races on the chain-tip are bounded by
?INTEGRITY_RETRY_BUDGET (5) before surfacing
{error, dcb_concurrent_writer_exhausted}.
This is invisible to callers: same API, same return shape.

When NOT to use DCB
	Per-aggregate invariants: use stream-version concurrency
(append/4,5) on the aggregate's own stream. DCB is for
cross-cutting invariants.
	Read-modify-write within one aggregate: an aggregate's
apply/2 callback already serializes through the aggregate
process. DCB doesn't add value here.
	Eventual consistency is acceptable: if the read model can
reconcile after the fact, you don't need DCB's atomic precondition.


See also
	CCC guide — payload-indexed filters, multi-field hash pattern, and the full CCC framing (5.3.0+)
	DCB Raft design — why Raft changes the design vs. PostgreSQL, the Horus pre-stamp pattern, and the hybrid aggregate+DCB model
	evoq decisions guide — the high-level Erlang API
	plans/PLAN_DCB_IMPLEMENTATION.md — implementation design
	hecate-corpus CONSISTENCY_BOUNDARIES.md — the doctrine
	Ericsson Architects' aggregateless event sourcing — the inspiration
	Rico Fritzsche's Simply Event Sourcing (2025) — formal CCC treatment and worked DCB patterns



  

    DCB Design: Why Raft Changes Everything

This guide explains the architectural decisions behind reckon-db's DCB
implementation — specifically how running inside a Raft consensus group
reshapes the design compared to every other DCB implementation, which
sits on top of a single-node relational database.

The problem DCB solves
Event sourcing with per-aggregate stream locks handles per-entity
invariants well: "no concurrent writer on this order's stream." It
cannot handle cross-entity invariants: "no two users share this email."
The canonical workaround — create a special email-uniqueness stream per
email address — creates unbounded stream proliferation and forces callers
to understand a coordination protocol that isn't domain logic.
DCB solves this with a conditional-append primitive: append these events
only if no event matching this filter has appeared since seq N. The
filter selects a cross-cutting slice of history; the seq cutoff is the
caller's observed frontier; the store enforces both atomically.
How every other implementation does it
PostgreSQL-based DCB implementations (PHP, .NET, Python) use one of two
mechanisms:
Serializable snapshot isolation (SSI): the append runs in a
SERIALIZABLE transaction that reads the tag index and writes the new
events. If a concurrent transaction wrote a conflicting event, PostgreSQL's
SSI detects the read-write conflict and aborts one of the transactions.
The application retries.
Advisory locks + read-modify-write: acquire a per-filter advisory
lock, read the tag index, decide, write, release. Simpler to reason about
but serializes all DCB appends behind one lock.
Both approaches answer the question: "is this write safe given what this
single PostgreSQL primary knows?" They are correct as long as the primary
is the only writer — which it is, by definition, in a primary-replica
setup.
What changes when the store is a Raft cluster
Raft clusters have no "primary database" in the PostgreSQL sense. There
is a Raft leader — the node that currently proposes log entries — but
leadership is not permanent and there is no external coordinator.
Consistency across the cluster is guaranteed by a single rule: every
state change is a log entry, and a log entry is only applied after a
quorum of nodes acknowledges it.
The consequence for DCB: the conditional check and the event write
must both happen inside the same log entry. Not "in the same
transaction on the primary" — in the same Raft log entry that is
replicated to a quorum before the result is returned to the caller.
reckon-db uses Khepri (built on
Ra, RabbitMQ's Raft implementation)
as its storage engine. Khepri exposes khepri:transaction/2, which
compiles a pure-function Erlang closure into a Raft log entry via the
Horus extractor. The closure runs
on every node that applies the log entry, deterministically. The result
is returned to the caller only after a quorum acknowledges the entry.
The DCB conditional-append is this closure:
khepri:transaction(StoreId, fun() ->
    %% 1. Check: any matching event above cutoff?
    case reckon_db_ccc_filter:match_any_above_cutoff(TagFilter, SeqCutoff) of
        {true, MaxSeq} ->
            khepri_tx:abort({context_changed, MaxSeq});  %% conflict
        false ->
            %% 2. Write events + update indexes, all in one log entry
            LastSeq = write_events_and_indexes(Stamped),
            ok = khepri_tx:put(?DCB_SEQ_COUNTER_PATH, LastSeq),
            LastSeq
    end
end)
This is not a database transaction on a primary — it is a function that
runs as part of Raft log application, on every cluster node, in lock-step.
The consistency guarantee is linearizable: every subsequent read from
any cluster node will see either this write or a later one, never a stale
view that misses it.
The Horus constraint: no crypto inside transactions
Horus extracts the closure's bytecode by tracing the call graph from the
entry point. It rejects any function that references modules it cannot
extract — including crypto. This is not a runtime check; Horus rejects
closures at extraction time if they mention crypto:* anywhere, even on
branches that can never execute.
This creates a challenge for the integrity chain (HMAC-signed events).
HMAC computation requires crypto:mac/4. We cannot call it inside the
transaction body.
Solution: pre-stamp outside, verify inside.
Before calling khepri:transaction/2, the code outside the transaction:
	Reads the current seq counter and chain-tip from Khepri (two plain
khepri:get/2 calls — not transactional, just reads).
	Pre-assigns seqs to the new events (counter + 1, counter + 2, …).
	Computes each event's prev_event_hash and mac using the pre-read
chain-tip, chaining them forward.

Inside the transaction, the code verifies that the counter and chain-tip
still match what was observed during pre-stamping. If they do, it writes
the pre-stamped records at their pre-assigned seqs and updates the counter
and chain-tip atomically. If they don't (a concurrent writer moved them
between the read and the transaction), it aborts with
{dcb_state_changed, _} and the outer loop retries.
Time →

[Read counter=N, tip=T]        outside transaction (cheap, non-blocking)
[Compute MACs for events]       outside transaction (crypto OK here)
                                ↓
[khepri:transaction/2 ──────── Raft log entry ─────────────────────────]
  verify counter == N           abort → {dcb_state_changed} if not
  verify tip == T               abort → {dcb_state_changed} if not
  check tag filter > cutoff?    abort → {context_changed} if yes
  write events at pre-stamped seqs
  update counter, update tip
[──────────────────────────────────────────────────────────────────────]
                                ↑
                                quorum ACK → result returned to caller
The outer retry loop (try_append/7) handles {dcb_state_changed} with
a budget of 5 retries before surfacing
{error, dcb_concurrent_writer_exhausted}. In practice the race window
is sub-millisecond; contention on the pre-stamp read is rare.
Two distinct retry vectors, each handled differently:
	Error	Cause	Handler
	{context_changed, MaxSeq}	A conflicting event exists	Caller retries with updated context (domain-level retry)
	{dcb_state_changed, _}	Concurrent writer moved counter/tip between pre-stamp and tx	Internal retry with fresh snapshot (transparent to caller)

The tag index: why it exists
Checking "does any event with tag X have seq > cutoff?" naïvely requires
scanning all DCB events. That is O(total events) inside a Raft transaction
— unacceptable.
reckon-db maintains indexes alongside each DCB event:
[by_tag,          Tag,       SeqKey]        → #{}
[by_event_type,   EventType, SeqKey]        → #{}
[by_payload,      Key, Value, SeqKey]       → #{}  (5.3.0+, opt-in)
[by_payload_hash, Hash,       SeqKey]       → #{}  (5.3.0+, opt-in)
SeqKey is a fixed-width zero-padded decimal binary ("00000000000000000042").
Zero-padding ensures lexicographic order matches numeric order, so
iterating [by_tag, Tag, *] in Khepri returns seqs in ascending order.
Inside the transaction, checking {any_of, [<<"email:foo">>]} reads the
[by_tag, <<"email:foo">>, *] subtree — bounded by the number of events
with that tag, not the total event count. For a uniqueness claim on a
specific email, this is typically O(1) or O(2) (zero or one matching
event). Payload indexes follow the same pattern: {payload_match, K, V}
reads [by_payload, K, V, *], bounded by the number of events with that
field value.
Both the event record and all index entries are written in the same
transaction body, so all indexes are always consistent with the events.
The tag/event_type indexes are always built; payload indexes are opt-in
per store — declare them in store_config.indexes. See ccc.md
for details on the {payload_hash_match, Keys, Values} variant and the
Horus constraint (the hash is pre-computed outside the transaction by
reckon_db_ccc_filter:preprocess_filter/1).
Comparing to PostgreSQL-based implementations
	Property	PostgreSQL (SSI)	PostgreSQL (advisory lock)	reckon-db (Raft)
	Consistency guarantee	Serializable (single primary)	Serializable (single primary)	Linearizable (cluster-wide)
	Fault tolerance	Primary HA via replication lag	Same	Raft: tolerates f failures in 2f+1 nodes
	Throughput	~1k–5k writes/sec (SSI benchmarks)	Lower (sequential)	~200–500 writes/sec (3-node LAN, Raft RTT)
	Write cost	One transaction	Lock + transaction + unlock	One Raft log entry (replicated)
	Contention	SSI abort + retry	Lock contention serializes	Raft leader serializes; abort + retry
	External coordinator	None	None	None (leader is internal)
	Tamper-evidence	No	No	Optional HMAC chain

Raft's throughput per operation is lower than a local PostgreSQL
transaction — a Raft log entry requires a quorum round-trip (~2–5 ms on
LAN vs. ~0.5–1 ms for a local PG transaction). The tradeoff:
	PostgreSQL HA relies on replication lag and manual failover procedures.
During a primary failure, DCB writes are unavailable until a replica is
promoted.
	Raft HA is automatic and continuous. A 3-node cluster tolerates one
node failure transparently; clients that retry will succeed as soon as
a new leader is elected (typically 150–300 ms).

For workloads that batch multiple events per append_if_no_tag_matches
call, the per-event cost amortizes across the batch — Raft pays one
round-trip per call regardless of batch size.
The hybrid aggregate + DCB model
The canonical DCB position (dcb.events) advocates replacing aggregates
with DCB entirely. reckon-db takes a pragmatic position: both models
coexist on the same store.
	Per-aggregate invariants (order state machine, account balance):
use append/4,5 with per-stream version locking. The aggregate owns
its stream; concurrent writers are rejected immediately with
{wrong_expected_version, _, _}.

	Cross-aggregate invariants (email uniqueness, slot allocation):
use append_if_no_tag_matches/4 with a tag filter. The consistency
scope is the filter, not a stream.


This is intentional. Aggregate-stream OCC is cheaper (no tag index, no
filter evaluation, no global seq counter) and appropriate for entities
with clear ownership. DCB adds cost and complexity; use it only where
cross-cutting invariants require it.
The two models are orthogonal at the storage layer. An event written via
append/4,5 lives on its own stream and is invisible to DCB filter
checks (it has no entry in [by_tag] or [by_event_type]). An event
written via append_if_no_tag_matches/4 lives on _dcb and is visible
to all read paths but only participates in DCB consistency checks.
Migration note for {event_type} filters (5.2.0+)
The [by_event_type] index was introduced in reckon-db 5.2.0. DCB events
written before upgrading have no entries in this index. An
{event_type, T} filter will not detect pre-existing events.
If you need full coverage of historical DCB events in a type-based filter:
	Accept the gap: if your invariant only cares about events written
after the upgrade, -1 as the initial cutoff is safe — no pre-5.2.0
event can conflict.
	Re-emit: if you need historical events in the type index, read
them from _dcb and re-write them through
append_if_no_tag_matches/4 with the same tags. This creates new
events with new seqs; you must update projections accordingly.

For new stores (no pre-5.2.0 history), there is nothing to do.
See also
	DCB usage guide — the API and decision loop
	Khepri — the Raft-backed tree
store reckon-db uses
	Horus — the Erlang function
extractor that compiles closures into Raft log entries
	dcb.events — the canonical DCB spec
	storage_internals.md — reckon-db's Khepri
path layout



  

    CCC Payload Indexes

Available in reckon-db 5.3.0+.
CCC (Command Context Consistency) payload indexes extend the DCB conditional-append
primitive with query predicates over event data fields. This document covers the
reckon-db implementation: store configuration, what gets indexed, and the Horus
constraint that shapes the API.
For the conceptual framing — what CCC is, how it relates to DCB, and worked
end-to-end examples — see the
reckon-gater CCC guide.

Declaring Indexes
Payload indexes are opt-in per store. Declare them in the store_config at
store creation time (or add them before writing events that need to be indexed):
Indexes = [
    tags,                                           %% always-on tag index
    event_type,                                     %% always-on event-type index
    {payload, <<"account_id">>},                    %% single-field payload index
    {payload_hash, [<<"flight_id">>, <<"seat_no">>]} %% composite hash index
],
reckon_gater_api:create_store(StoreId, #{indexes => Indexes}).
{payload, Key}
Builds a [by_payload, Key, Value, SeqKey] index entry for every event whose
JSON data contains Key with a binary (string) value. Enables
{payload_match, Key, Value} filters in append_if_no_tag_matches and
dcb_read_context.
One Khepri subtree lookup per distinct key-value pair checked. Correct when the
command narrows its window by one field value.
{payload_hash, [K1, K2, ...]}
Builds a [by_payload_hash, Hash, SeqKey] index entry for every event whose
JSON data contains all of K1, K2, … with binary values. The hash is
SHA-256(term_to_binary(lists:sort(zip(Keys, Values)))) — field-order
independent. Enables {payload_hash_match, Keys, Values} filters.
One Khepri lookup regardless of how many fields are in the combination. Correct
for multi-field uniqueness checks (e.g., "no other reservation for this flight
and seat").

Filter Shapes
Two new shapes added to tag_filter() in 5.3.0:
{payload_match, Key :: binary(), Value :: binary()}
%% Matches events where data[Key] == Value (string comparison).
%% Requires {payload, Key} declared in the store.

{payload_hash_match, Keys :: [binary()], Values :: [binary()]}
%% Matches events where the combination (Keys, Values) hashes identically
%% to the indexed combination. All supplied keys must be present in the
%% event data as binary values.
%% Requires {payload_hash, Keys} declared in the store.
Both compose freely with and_, or_, any_of, all_of, and event_type:
%% event_type=seat_reserved_v1 AND (flight_id, seat_no) == (FL001, 12A)
Filter = {and_, [
    {event_type, <<"seat_reserved_v1">>},
    {payload_hash_match,
     [<<"flight_id">>, <<"seat_no">>],
     [<<"FL001">>,     <<"12A">>]}
]}.

The Horus Constraint
The consistency check runs inside a khepri:transaction/2 body that Horus
extracts into a portable Raft log entry. Horus rejects any code that calls
crypto:* — including SHA-256 — even on branches that can never execute.
{payload_hash_match, Keys, Values} requires hashing. The solution: call
reckon_db_ccc_filter:preprocess_filter/1 before entering the transaction.
It rewrites {payload_hash_match, Keys, Values} into
{payload_hash_match_pre, Hash}, where Hash is the pre-computed SHA-256.
The transaction body sees only the pre-computed value.
append_if_no_tag_matches/4 does this automatically. If you write your own
transaction that calls reckon_db_ccc_filter:match_any_above_cutoff/3, call
preprocess_filter/1 first:
ProcessedFilter = reckon_db_ccc_filter:preprocess_filter(TagFilter),
%% Now safe to use ProcessedFilter inside khepri:transaction/2
{payload_match, Key, Value} does not involve hashing and requires no
preprocessing.

What Is Not Indexed
	Non-binary JSON values (numbers, booleans, objects, arrays, null). Cast to
binary at write time if you need them queryable.
	Absent fields. Events missing the declared key produce no index entry and
are invisible to that filter.
	Nested JSON fields. Only top-level keys are indexed.
	Events written before the index was declared. Retroactive re-indexing is not
automatic; re-write events through append_if_no_tag_matches/4 if you need
historical coverage.


Implementation Modules
	Module	Purpose
	reckon_db_index_config	Validates and stores index declarations; declared_dcb_payload/1 extracts payload declarations
	reckon_db_ccc_paths	Khepri path builders for payload indexes (by_payload_path/3, by_payload_hash_path/2, payload_combo_hash/2)
	reckon_db_ccc_filter	Filter evaluation: match_seqs/2, match_any_above_cutoff/2,3, preprocess_filter/1
	reckon_db_dcb	extract_payload_entries/2 (outside tx), write_one_record/3 (writes index entries inside tx)


See also
	DCB guide — the full filter algebra and the conditional-append API
	DCB Raft design — the Horus constraint and the pre-stamp pattern
	reckon-gater CCC guide — conceptual framing, worked examples, literature



  

    Schema Evolution and Upcasting

Schema evolution enables changing event structures over time without breaking existing consumers. This guide covers schema registration, version management, and automatic upcasting.
Overview
The reckon_db_schema module provides:
	Function	Purpose
	register/3	Register a schema for an event type
	unregister/2	Remove a schema
	get/2	Get schema for an event type
	list/1	List all registered schemas
	get_version/2	Get current schema version
	upcast/2	Upcast a list of events
	upcast_event/2	Upcast a single event
	validate/2	Validate event against schema

Architecture
[image: Schema Upcasting Flow]
Schema Registration
Basic Registration
ok = reckon_db_schema:register(my_store, <<"OrderPlaced">>, #{
    version => 1,
    description => <<"Initial order event schema">>
}).
Registration with Upcasting
ok = reckon_db_schema:register(my_store, <<"OrderPlaced">>, #{
    version => 3,
    upcast_from => #{
        1 => fun(Data) ->
            %% V1 -> V2: Add shipping_address field
            maps:put(shipping_address, maps:get(address, Data, #{}), Data)
        end,
        2 => fun(Data) ->
            %% V2 -> V3: Rename customer_id to buyer_id
            BuyerId = maps:get(customer_id, Data),
            maps:remove(customer_id, maps:put(buyer_id, BuyerId, Data))
        end
    }
}).
Registration with Validation
ok = reckon_db_schema:register(my_store, <<"PaymentReceived">>, #{
    version => 1,
    validator => fun(Data) ->
        case maps:is_key(amount, Data) andalso maps:is_key(currency, Data) of
            true -> ok;
            false -> {error, missing_required_fields}
        end
    end
}).
Schema Storage
Schemas are stored in Khepri at:
[schemas, StoreId, EventType] -> schema_map()
Schema Structure
-type schema() :: #{
    event_type := binary(),       %% Event type name
    version := pos_integer(),     %% Current version (1, 2, 3, ...)
    upcast_from => #{             %% Version -> Transform function
        pos_integer() => fun((map()) -> map())
    },
    validator => fun((map()) -> ok | {error, term()}),
    description => binary(),
    registered_at := integer()    %% Timestamp
}.
Upcasting
How Upcasting Works
When reading events, upcasting transforms old versions to the current schema:
%% Read events (may contain multiple versions)
{ok, Events} = reckon_db_streams:read(my_store, <<"orders-123">>, 0, 100, forward),

%% Upcast all events to current schema versions
UpcastedEvents = reckon_db_schema:upcast(my_store, Events).
Upcasting Flow
Event (v1) ──▶ upcast_from[1] ──▶ Event (v2) ──▶ upcast_from[2] ──▶ Event (v3)
Events are upcasted through each version step sequentially.
Version Detection
Event versions are stored in metadata:
#event{
    metadata = #{
        schema_version => 2  %% Default: 1 if not present
    }
}
After upcasting, the schema_version is updated:
%% Before: schema_version => 1
%% After upcast to v3: schema_version => 3
Cluster Behavior
Consistency
Schema registration is replicated through Khepri/Ra:
	Schema registered on any node
	Replicated through Raft consensus
	Available on all cluster nodes

Version Conflicts
If different nodes have different schema versions:
	Upcasting uses the local node's schema
	Ensure schema updates are coordinated
	Use rolling updates for schema changes

Evolution Strategies
1. Additive Changes (Safe)
Add new optional fields:
%% V1 -> V2: Add optional field with default
1 => fun(Data) ->
    maps:put(priority, <<"normal">>, Data)
end
2. Renaming Fields
Rename while preserving data:
%% V1 -> V2: Rename customerId to customer_id
1 => fun(Data) ->
    CustomerId = maps:get(customerId, Data),
    maps:remove(customerId, maps:put(customer_id, CustomerId, Data))
end
3. Splitting Fields
Split one field into multiple:
%% V1 -> V2: Split name into first_name and last_name
1 => fun(Data) ->
    Name = maps:get(name, Data, <<"">>),
    [First | Rest] = binary:split(Name, <<" ">>),
    Last = iolist_to_binary(lists:join(<<" ">>, Rest)),
    Data2 = maps:remove(name, Data),
    maps:merge(Data2, #{first_name => First, last_name => Last})
end
4. Merging Fields
Combine multiple fields:
%% V1 -> V2: Merge address fields into address map
1 => fun(Data) ->
    Address = #{
        street => maps:get(street, Data, <<"">>),
        city => maps:get(city, Data, <<"">>),
        zip => maps:get(zip, Data, <<"">>)
    },
    Data2 = maps:without([street, city, zip], Data),
    maps:put(address, Address, Data2)
end
5. Type Changes
Convert field types:
%% V1 -> V2: Convert amount from cents (integer) to dollars (float)
1 => fun(Data) ->
    Cents = maps:get(amount, Data, 0),
    Dollars = Cents / 100.0,
    maps:put(amount, Dollars, Data)
end
Validation
On Write
Validate events before appending:
Event = #event{event_type = <<"OrderPlaced">>, data = #{...}},
case reckon_db_schema:validate(my_store, Event) of
    ok ->
        reckon_db_streams:append(my_store, StreamId, ExpectedVersion, [Event]);
    {error, Reason} ->
        {error, {validation_failed, Reason}}
end
Custom Validators
validator => fun(Data) ->
    Amount = maps:get(amount, Data, 0),
    Currency = maps:get(currency, Data, undefined),

    case {Amount > 0, Currency =/= undefined} of
        {true, true} -> ok;
        {false, _} -> {error, {invalid_amount, Amount}};
        {_, false} -> {error, missing_currency}
    end
end
Querying Schemas
List All Schemas
{ok, Schemas} = reckon_db_schema:list(my_store),
%% [#{event_type => <<"OrderPlaced">>, version => 3, registered_at => ...}, ...]
Get Specific Schema
{ok, Schema} = reckon_db_schema:get(my_store, <<"OrderPlaced">>),
%% #{event_type => <<"OrderPlaced">>, version => 3, upcast_from => #{...}, ...}
Get Current Version
{ok, Version} = reckon_db_schema:get_version(my_store, <<"OrderPlaced">>),
%% 3
Telemetry
Schema operations emit telemetry:
%% Registration/unregistration
%% Event: [reckon_db, schema, registered | unregistered]
%% Measurements: #{version => integer()}
%% Metadata: #{store_id => atom(), event_type => binary()}

%% Upcasting
%% Event: [reckon_db, schema, upcasted]
%% Measurements: #{duration => integer()}
%% Metadata: #{store_id => atom(), event_type => binary(),
%%             from_version => integer(), to_version => integer()}
Best Practices
1. Never Remove Required Fields
%% BAD: Field removed without migration
%% V1: #{order_id, customer_id, items}
%% V2: #{order_id, items}  -- customer_id removed!

%% GOOD: Deprecate, then remove in later version
%% V1 -> V2: Mark deprecated
%% V2 -> V3: Actually remove (after all consumers updated)
2. Make New Fields Optional
%% GOOD: New field has default value
1 => fun(Data) ->
    maps:put_new(priority, <<"normal">>, Data)
end
3. Test Upcasting Thoroughly
%% Test each version transition
test_v1_to_v2() ->
    V1Data = #{order_id => <<"123">>, customerId => <<"cust-1">>},
    V2Data = upcast_v1_to_v2(V1Data),
    ?assertEqual(<<"cust-1">>, maps:get(customer_id, V2Data)),
    ?assertNot(maps:is_key(customerId, V2Data)).
4. Version Incrementally
%% GOOD: One version per change
%% V1 -> V2: Add field
%% V2 -> V3: Rename field
%% V3 -> V4: Change type

%% BAD: Multiple changes per version
%% V1 -> V2: Add field AND rename field AND change type
5. Document Schema Changes
ok = reckon_db_schema:register(my_store, <<"OrderPlaced">>, #{
    version => 3,
    description => <<"V3: Renamed customer_id to buyer_id for consistency">>,
    upcast_from => #{...}
}).
Error Handling
	Error	Cause	Resolution
	{error, {invalid_version, V}}	Version not positive integer	Use version >= 1
	{error, not_found}	Schema not registered	Register schema first
	Upcast crash	Upcast function threw	Event returned unchanged, logged

See Also
	Event Sourcing - Event design principles
	Subscriptions - Event consumption
	Storage Internals - Khepri path structure



  

    Configuration Guide

This guide covers all configuration options for reckon-db, with examples for both Erlang (sys.config) and Elixir (config.exs).
Quick Start
Erlang (sys.config)
[
  {reckon_db, [
    {stores, [
      {my_store, [
        {data_dir, "/var/lib/reckon_db/my_store"},
        {mode, single},
        {timeout, 5000},
        {writer_pool_size, 10},
        {reader_pool_size, 10}
      ]}
    ]},
    {telemetry_handlers, [logger]}
  ]}
].
Elixir (config.exs)
config :reckon_db,
  stores: [
    my_store: [
      data_dir: "/var/lib/reckon_db/my_store",
      mode: :single,
      timeout: 5_000,
      writer_pool_size: 10,
      reader_pool_size: 10
    ]
  ],
  telemetry_handlers: [:logger]
Configuration Reference
Store Configuration
Stores are the primary configuration. Each store is an independent event store instance backed by Khepri/Ra.
	Option	Type	Default	Description
	stores	proplist	[]	List of store configurations

Each store in the list has:
	Option	Type	Default	Description
	data_dir	string	/var/lib/reckon_db/{store_id}	Data directory for Khepri/Ra
	mode	atom	single	Operation mode: single or cluster
	timeout	integer	5000	Default timeout in milliseconds
	writer_pool_size	integer	10	Number of writer workers
	reader_pool_size	integer	10	Number of reader workers
	gateway_pool_size	integer	1	Number of gateway workers

Erlang Example
{stores, [
  {orders_store, [
    {data_dir, "/bulk0/reckon_db/orders"},
    {mode, cluster},
    {timeout, 10000},
    {writer_pool_size, 20},
    {reader_pool_size, 50}
  ]},
  {users_store, [
    {data_dir, "/bulk0/reckon_db/users"},
    {mode, single},
    {writer_pool_size, 5},
    {reader_pool_size, 10}
  ]}
]}
Elixir Example
config :reckon_db,
  stores: [
    orders_store: [
      data_dir: "/bulk0/reckon_db/orders",
      mode: :cluster,
      timeout: 10_000,
      writer_pool_size: 20,
      reader_pool_size: 50
    ],
    users_store: [
      data_dir: "/bulk0/reckon_db/users",
      mode: :single,
      writer_pool_size: 5,
      reader_pool_size: 10
    ]
  ]
Pool Sizes (Global Defaults)
These set defaults for all stores that don't specify their own values.
	Option	Type	Default	Description
	writer_pool_size	integer	10	Default writer pool size
	reader_pool_size	integer	10	Default reader pool size
	gateway_pool_size	integer	1	Default gateway pool size

Erlang Example
{writer_pool_size, 20},
{reader_pool_size, 50},
{gateway_pool_size, 2}
Elixir Example
config :reckon_db,
  writer_pool_size: 20,
  reader_pool_size: 50,
  gateway_pool_size: 2
Worker Timeouts
Idle timeout for reader and writer workers.
	Option	Type	Default	Description
	reader_idle_timeout_ms	integer	60000	Reader idle timeout (ms)
	writer_idle_timeout_ms	integer	60000	Writer idle timeout (ms)

Erlang Example
{reader_idle_timeout_ms, 120000},  %% 2 minutes
{writer_idle_timeout_ms, 120000}
Elixir Example
config :reckon_db,
  reader_idle_timeout_ms: 120_000,
  writer_idle_timeout_ms: 120_000
Health Probing
Health probing monitors store nodes and triggers failover in cluster mode.
	Option	Type	Default	Description
	health_probe_interval	integer	5000	Probe interval in milliseconds
	health_probe_timeout	integer	2000	Probe timeout in milliseconds
	health_failure_threshold	integer	3	Failures before marking unhealthy
	health_probe_type	atom	ping	Probe type: ping or deep

Probe Types:
	ping - Simple node reachability check (fast, low overhead)
	deep - Checks Khepri/Ra cluster health (thorough, higher overhead)

Erlang Example
{health_probe_interval, 10000},
{health_probe_timeout, 5000},
{health_failure_threshold, 5},
{health_probe_type, deep}
Elixir Example
config :reckon_db,
  health_probe_interval: 10_000,
  health_probe_timeout: 5_000,
  health_failure_threshold: 5,
  health_probe_type: :deep
Consistency Checking
Periodic consistency verification for cluster mode.
	Option	Type	Default	Description
	consistency_check_interval	integer	60000	Check interval in milliseconds

Erlang Example
{consistency_check_interval, 30000}  %% 30 seconds
Elixir Example
config :reckon_db,
  consistency_check_interval: 30_000
Persistence
Controls periodic snapshot persistence to disk.
	Option	Type	Default	Description
	persistence_interval	integer	60000	Persistence interval in milliseconds

Erlang Example
{persistence_interval, 30000}  %% 30 seconds
Elixir Example
config :reckon_db,
  persistence_interval: 30_000
Telemetry
Configure telemetry handlers for metrics and logging.
	Option	Type	Default	Description
	telemetry_handlers	list	[logger]	List of telemetry handlers

Available Handlers:
	logger - Logs events via OTP logger

Erlang Example
{telemetry_handlers, [logger]}
Elixir Example
config :reckon_db,
  telemetry_handlers: [:logger]
Complete Configuration Examples
Single Node Development
%% Erlang sys.config
[
  {reckon_db, [
    {stores, [
      {dev_store, [
        {data_dir, "/tmp/reckon_db/dev"},
        {mode, single}
      ]}
    ]},
    %% Small pools for development
    {writer_pool_size, 2},
    {reader_pool_size, 5},
    %% Fast feedback on issues
    {health_probe_interval, 2000},
    {health_failure_threshold, 1},
    %% Frequent persistence for testing
    {persistence_interval, 5000}
  ]}
].
# Elixir config/dev.exs
config :reckon_db,
  stores: [
    dev_store: [
      data_dir: "/tmp/reckon_db/dev",
      mode: :single
    ]
  ],
  writer_pool_size: 2,
  reader_pool_size: 5,
  health_probe_interval: 2_000,
  health_failure_threshold: 1,
  persistence_interval: 5_000
Production Cluster
%% Erlang sys.config
[
  {reckon_db, [
    {stores, [
      {main_store, [
        {data_dir, "/bulk0/reckon_db/main"},
        {mode, cluster},
        {timeout, 10000},
        {writer_pool_size, 50},
        {reader_pool_size, 100},
        {gateway_pool_size, 5}
      ]}
    ]},
    %% Production health monitoring
    {health_probe_interval, 5000},
    {health_probe_timeout, 3000},
    {health_failure_threshold, 3},
    {health_probe_type, deep},
    %% Consistency and persistence
    {consistency_check_interval, 60000},
    {persistence_interval, 30000},
    %% Longer idle timeouts
    {reader_idle_timeout_ms, 300000},
    {writer_idle_timeout_ms, 300000}
  ]}
].
# Elixir config/runtime.exs
config :reckon_db,
  stores: [
    main_store: [
      data_dir: "/bulk0/reckon_db/main",
      mode: :cluster,
      timeout: 10_000,
      writer_pool_size: 50,
      reader_pool_size: 100,
      gateway_pool_size: 5
    ]
  ],
  # Production health monitoring
  health_probe_interval: 5_000,
  health_probe_timeout: 3_000,
  health_failure_threshold: 3,
  health_probe_type: :deep,
  # Consistency and persistence
  consistency_check_interval: 60_000,
  persistence_interval: 30_000,
  # Longer idle timeouts
  reader_idle_timeout_ms: 300_000,
  writer_idle_timeout_ms: 300_000
Multi-Store Setup
# Elixir config.exs - Multiple stores for different domains
config :reckon_db,
  stores: [
    # High-write orders store
    orders_store: [
      data_dir: "/bulk0/reckon_db/orders",
      mode: :cluster,
      writer_pool_size: 100,
      reader_pool_size: 50
    ],
    # Read-heavy analytics store
    analytics_store: [
      data_dir: "/bulk1/reckon_db/analytics",
      mode: :single,
      writer_pool_size: 5,
      reader_pool_size: 200
    ],
    # Low-volume user store
    users_store: [
      data_dir: "/bulk0/reckon_db/users",
      mode: :single,
      writer_pool_size: 10,
      reader_pool_size: 20
    ]
  ]
Cluster Mode Configuration
When running in cluster mode, additional Erlang VM configuration is needed.
vm.args
## Node name (required for clustering)
-name store1@192.168.1.10

## Cookie for cluster authentication
-setcookie my_cluster_cookie

## Enable distribution
-proto_dist inet_tcp

## Increase distribution buffer
+zdbbl 32768
Connecting Nodes
Cluster formation happens via Khepri/Ra. Use the API to join nodes:
%% On the joining node
reckon_db:join_cluster(my_store, 'store1@192.168.1.10').
# Elixir
:reckon_db.join_cluster(:my_store, :"store1@192.168.1.10")
Data Directory Guidelines
Linux/Production
Store data on separate disk partitions for performance:
{data_dir, "/bulk0/reckon_db/my_store"}
Development
Use temp directory for ephemeral data:
{data_dir, "/tmp/reckon_db/dev_store"}
Docker/Container
Mount a volume for persistence:
volumes:
  - esdb_data:/var/lib/reckon_db
{data_dir, "/var/lib/reckon_db/my_store"}
Performance Tuning
High-Write Workloads
config :reckon_db,
  stores: [
    high_write: [
      writer_pool_size: 100,      # Many concurrent writers
      reader_pool_size: 20,       # Fewer readers needed
      mode: :cluster              # Distribute writes
    ]
  ],
  persistence_interval: 60_000    # Less frequent persistence
High-Read Workloads
config :reckon_db,
  stores: [
    high_read: [
      writer_pool_size: 10,       # Fewer writers needed
      reader_pool_size: 200,      # Many concurrent readers
      mode: :cluster              # Read from any replica
    ]
  ],
  reader_idle_timeout_ms: 600_000 # Keep readers alive longer
Low-Latency Requirements
config :reckon_db,
  stores: [
    low_latency: [
      timeout: 2_000,             # Fast timeouts
      gateway_pool_size: 10       # More gateway workers
    ]
  ],
  health_probe_interval: 1_000,   # Fast failure detection
  health_failure_threshold: 1     # Immediate failover
Telemetry Events
reckon-db emits telemetry events for monitoring:
	Event	Measurements	Metadata
	[reckon_db, append, start]	-	store_id, stream
	[reckon_db, append, stop]	duration	store_id, stream, count
	[reckon_db, append, exception]	duration	store_id, stream, reason
	[reckon_db, read, start]	-	store_id, stream
	[reckon_db, read, stop]	duration	store_id, stream, count
	[reckon_db, read, exception]	duration	store_id, stream, reason
	[reckon_db, health, probe]	latency	store_id, node, status
	[reckon_db, health, change]	-	store_id, node, old, new

Attaching Handlers
# Elixir
:telemetry.attach_many(
  "reckon-db-metrics",
  [
    [:reckon_db, :append, :stop],
    [:reckon_db, :read, :stop],
    [:reckon_db, :health, :change]
  ],
  &MyApp.Metrics.handle_event/4,
  nil
)
%% Erlang
telemetry:attach_many(
  <<"reckon-db-metrics">>,
  [
    [reckon_db, append, stop],
    [reckon_db, read, stop],
    [reckon_db, health, change]
  ],
  fun my_metrics:handle_event/4,
  undefined
).
See Also
	Storage Internals - How data is stored
	Cluster Consistency - Consistency guarantees
	Memory Pressure - Memory management
	Snapshots - Snapshot configuration



  

    Memory Pressure Monitoring

Memory pressure monitoring enables adaptive behavior when system memory becomes constrained. This guide covers the monitoring architecture, pressure levels, and integration patterns.
Overview
The reckon_db_memory module provides:
	Function	Purpose
	start_link/0,1	Start the memory monitor
	level/0	Get current pressure level
	configure/1	Update thresholds
	on_pressure_change/1	Register callback
	remove_callback/1	Remove callback
	get_stats/0	Get memory statistics
	check_now/0	Force immediate check

Architecture
[image: Memory Pressure Levels]
Pressure Levels
	Level	Default Threshold	Description
	normal	< 70%	Full caching, all features enabled
	elevated	70-85%	Reduce cache sizes, flush more often
	critical	> 85%	Pause non-essential operations, aggressive cleanup

Starting the Monitor
Default Configuration
{ok, _Pid} = reckon_db_memory:start_link().
Custom Configuration
{ok, _Pid} = reckon_db_memory:start_link(#{
    elevated_threshold => 0.60,    %% Trigger elevated at 60%
    critical_threshold => 0.80,    %% Trigger critical at 80%
    check_interval => 5000         %% Check every 5 seconds
}).
Checking Pressure Level
Current Level
Level = reckon_db_memory:level(),
%% normal | elevated | critical
With Statistics
Stats = reckon_db_memory:get_stats(),
%% #{
%%     level => normal,
%%     memory_used => 2147483648,      %% bytes
%%     memory_total => 4294967296,     %% bytes
%%     last_check => 1735689600000,    %% timestamp
%%     callback_count => 3
%% }
Registering Callbacks
On Pressure Change
CallbackRef = reckon_db_memory:on_pressure_change(fun(Level) ->
    case Level of
        normal ->
            logger:info("Memory pressure normalized"),
            restore_full_functionality();
        elevated ->
            logger:warning("Memory pressure elevated"),
            reduce_cache_sizes();
        critical ->
            logger:error("Memory pressure critical!"),
            pause_non_essential_operations()
    end
end).
Removing Callback
ok = reckon_db_memory:remove_callback(CallbackRef).
Memory Detection
How Memory is Measured
The monitor uses memsup (SASL memory supervisor):
get_memory_info() ->
    MemData = memsup:get_system_memory_data(),
    case MemData of
        [] ->
            %% Fallback to erlang:memory()
            ErlangMem = erlang:memory(),
            Used = proplists:get_value(total, ErlangMem, 0),
            {Used, Used * 2};
        _ ->
            Total = proplists:get_value(total_memory, MemData, 0),
            Free = proplists:get_value(free_memory, MemData, 0),
            Cached = proplists:get_value(cached_memory, MemData, 0),
            Buffered = proplists:get_value(buffered_memory, MemData, 0),
            Available = Free + Cached + Buffered,
            Used = Total - Available,
            {Used, Total}
    end.
Available Memory Calculation
Available memory includes:
	Free memory
	Cached memory (can be reclaimed)
	Buffered memory (can be reclaimed)

This provides a more accurate picture than just free memory.
Integration Patterns
1. Subscription Backpressure
%% In reckon_db_emitter or subscription handler
init(State) ->
    CallbackRef = reckon_db_memory:on_pressure_change(fun(Level) ->
        gen_server:cast(self(), {memory_pressure, Level})
    end),
    {ok, State#{memory_callback => CallbackRef}}.

handle_cast({memory_pressure, critical}, State) ->
    %% Pause subscription delivery
    {noreply, State#{paused => true}};
handle_cast({memory_pressure, _}, State) ->
    %% Resume
    {noreply, State#{paused => false}}.
2. Cache Management
handle_info(check_cache, State) ->
    case reckon_db_memory:level() of
        critical ->
            ets:delete_all_objects(my_cache),
            logger:warning("Cache cleared due to memory pressure");
        elevated ->
            evict_oldest_entries(my_cache, 0.5);  %% Evict 50%
        normal ->
            ok
    end,
    {noreply, State}.
3. Write Throttling
append_with_throttle(Store, Stream, Version, Events) ->
    case reckon_db_memory:level() of
        critical ->
            timer:sleep(100),  %% Slow down writes
            append_with_throttle(Store, Stream, Version, Events);
        elevated ->
            timer:sleep(10),   %% Minor throttle
            reckon_db_streams:append(Store, Stream, Version, Events);
        normal ->
            reckon_db_streams:append(Store, Stream, Version, Events)
    end.
Configuration
Dynamic Reconfiguration
ok = reckon_db_memory:configure(#{
    elevated_threshold => 0.75,
    critical_threshold => 0.90,
    check_interval => 15000
}).
Getting Current Config
Config = reckon_db_memory:get_config(),
%% #{
%%     elevated_threshold => 0.70,
%%     critical_threshold => 0.85,
%%     check_interval => 10000
%% }
Forcing Checks
%% Force immediate memory check
CurrentLevel = reckon_db_memory:check_now().
Useful for:
	Testing pressure response
	After known memory-heavy operations
	Before starting large batch jobs

Telemetry
Pressure changes emit telemetry:
%% Event: [reckon_db, memory, pressure_changed]
%% Measurements:
%%   #{usage_ratio => float()}  %% 0.0 - 1.0
%% Metadata:
%%   #{old_level => atom(), new_level => atom()}
Example Handler
telemetry:attach(
    <<"memory-pressure-handler">>,
    [reckon_db, memory, pressure_changed],
    fun(_Event, #{usage_ratio := Ratio}, #{old_level := Old, new_level := New}, _Config) ->
        logger:notice("Memory pressure: ~p -> ~p (~.1f%)",
                      [Old, New, Ratio * 100])
    end,
    #{}
).
Cluster Considerations
Local Monitoring
Memory pressure is monitored locally on each node:
┌─────────────────┐    ┌─────────────────┐    ┌─────────────────┐
│     Node 1      │    │     Node 2      │    │     Node 3      │
│ ┌─────────────┐ │    │ ┌─────────────┐ │    │ ┌─────────────┐ │
│ │ Memory      │ │    │ │ Memory      │ │    │ │ Memory      │ │
│ │ Monitor     │ │    │ │ Monitor     │ │    │ │ Monitor     │ │
│ │ (normal)    │ │    │ │ (elevated)  │ │    │ │ (normal)    │ │
│ └─────────────┘ │    │ └─────────────┘ │    │ └─────────────┘ │
└─────────────────┘    └─────────────────┘    └─────────────────┘
Each node manages its own memory pressure independently.
Cross-Node Awareness
For cluster-wide memory awareness, consider:
%% Broadcast pressure to other nodes
on_pressure_change(fun(Level) ->
    rpc:multicall(nodes(), my_module, handle_remote_pressure, [node(), Level])
end).
Best Practices
1. Register Early
%% In application start
start(_Type, _Args) ->
    {ok, _} = reckon_db_memory:start_link(),
    register_pressure_handlers(),
    ...
2. Graceful Degradation
%% Implement graceful degradation, not hard failures
handle_pressure(critical) ->
    %% Don't crash, just slow down
    reduce_batch_sizes(),
    increase_flush_intervals(),
    pause_optional_projections();
handle_pressure(elevated) ->
    %% Warning mode
    reduce_cache_ttls();
handle_pressure(normal) ->
    restore_defaults().
3. Monitor Recovery
%% Track recovery from pressure
handle_pressure_change(OldLevel, NewLevel) ->
    case {OldLevel, NewLevel} of
        {critical, elevated} ->
            logger:info("Memory recovering - still elevated");
        {critical, normal} ->
            logger:info("Memory fully recovered");
        {elevated, critical} ->
            logger:error("Memory degrading to critical");
        _ ->
            ok
    end.
4. Test Under Pressure
%% In tests, simulate pressure
test_critical_behavior() ->
    %% Force critical level
    meck:new(reckon_db_memory, [passthrough]),
    meck:expect(reckon_db_memory, level, fun() -> critical end),

    %% Test behavior
    ?assertEqual(expected_behavior, my_module:do_something()),

    meck:unload(reckon_db_memory).
SASL Configuration
For memsup to work, configure SASL:
%% In sys.config
{sasl, [
    {sasl_error_logger, {file, "log/sasl.log"}},
    {errlog_type, error}
]},
{os_mon, [
    {start_memsup, true},
    {memsup_system_only, false},
    {memory_check_interval, 60}  %% OS check interval (seconds)
]}
See Also
	Subscriptions - Event subscription with backpressure
	Storage Internals - Khepri memory usage
	Scavenging - Free memory by removing old events



  

    Storage Internals

This guide covers the internal storage architecture of reckon-db, including Khepri path structures, data organization, and cluster replication behavior.
Overview
reckon-db uses Khepri as its storage layer. Khepri is a tree-like key-value store built on Ra (Raft consensus), providing:
	Strong consistency across cluster nodes
	Automatic replication
	Tree-structured data organization
	Efficient prefix queries

Architecture
[image: Khepri Storage Paths]
Khepri Path Structure
All data is organized under hierarchical paths:
[root]
├── [streams]
│   └── [StreamId]
│       └── [PaddedVersion] -> #event{}
├── [snapshots]
│   └── [StreamId]
│       └── [PaddedVersion] -> #snapshot{}
├── [subscriptions]
│   └── [SubscriptionName] -> #subscription{}
├── [schemas]
│   └── [StoreId]
│       └── [EventType] -> schema_map()
├── [links]
│   └── [StoreId]
│       └── [LinkName] -> #link{}
└── [metadata]
    └── [Key] -> Value
Streams Storage
Path Format
?STREAMS_PATH ++ [StreamId, PaddedVersion]
%% Example: [streams, <<"orders-123">>, <<"000000000042">>]
Version Padding
Versions are zero-padded to 12 characters for lexicographic ordering:
-define(VERSION_PADDING, 12).

pad_version(Version, Length) ->
    VersionStr = integer_to_list(Version),
    Padding = Length - length(VersionStr),
    PaddedStr = lists:duplicate(Padding, $0) ++ VersionStr,
    list_to_binary(PaddedStr).

%% Examples:
%% 0 -> <<"000000000000">>
%% 42 -> <<"000000000042">>
%% 999999999999 -> <<"999999999999">>
This supports up to 999,999,999,999 events per stream (~317 years at 100 events/sec).
Event Record
-record(event, {
    event_id :: binary(),           %% UUID
    stream_id :: binary(),          %% Stream identifier
    version :: non_neg_integer(),   %% 0-indexed position
    event_type :: binary(),         %% Event type name
    data :: map(),                  %% Event payload
    metadata :: map(),              %% Event metadata
    epoch_us :: integer()           %% Timestamp (microseconds since epoch)
}).
Reading Events
Events are read using Khepri path queries:
%% Read specific version
khepri:get(StoreId, [streams, StreamId, PaddedVersion]).

%% Read range of versions
Pattern = [streams, StreamId, ?KHEPRI_WILDCARD_STAR],
khepri:get_many(StoreId, Pattern).
Snapshots Storage
Path Format
?SNAPSHOTS_PATH ++ [StreamId, PaddedVersion]
%% Example: [snapshots, <<"orders-123">>, <<"000000000100">>]
Snapshot Record
-record(snapshot, {
    stream_id :: binary(),
    version :: non_neg_integer(),   %% Event version this snapshot represents
    state :: term(),                %% Serialized aggregate state
    metadata :: map(),
    created_at :: integer()         %% Timestamp
}).
Latest Snapshot Query
%% Get all snapshots for a stream, sorted by version descending
Pattern = [snapshots, StreamId, ?KHEPRI_WILDCARD_STAR],
{ok, Snapshots} = khepri:get_many(StoreId, Pattern),
%% Sort by version descending to get latest first
Subscriptions Storage
Path Format
?SUBSCRIPTIONS_PATH ++ [SubscriptionName]
%% Example: [subscriptions, <<"my-projection">>]
Subscription Record
-record(subscription, {
    name :: binary(),
    type :: stream | event_type | event_pattern | event_payload,
    selector :: binary() | map(),
    handler :: pid() | function(),
    options :: map(),
    created_at :: integer()
}).
Schema Registry Storage
Path Format
?SCHEMAS_PATH ++ [StoreId, EventType]
%% Example: [schemas, my_store, <<"OrderPlaced">>]
Schema Structure
#{
    event_type => <<"OrderPlaced">>,
    version => 3,
    upcast_from => #{
        1 => fun(Data) -> ... end,
        2 => fun(Data) -> ... end
    },
    validator => fun(Data) -> ok | {error, Reason} end,
    description => <<"Current order event schema">>,
    registered_at => 1735689600000
}
Links Storage
Path Format
?LINKS_PATH ++ [StoreId, LinkName]
%% Example: [links, my_store, <<"high-value-orders">>]
Link Record
-record(link, {
    name :: binary(),
    source :: source_spec(),
    filter :: fun((event()) -> boolean()) | undefined,
    transform :: fun((event()) -> event()) | undefined,
    backfill :: boolean(),
    created_at :: integer(),
    status :: running | stopped | error,
    processed :: non_neg_integer(),
    last_event :: binary() | undefined
}).
Cluster Replication
Ra Consensus
All writes go through Raft consensus:
   Write Request
        │
        ▼
   ┌─────────┐
   │  Leader │ ◄─── All writes go here
   └────┬────┘
        │
   ┌────┴────┬────────┐
   │         │        │
   ▼         ▼        ▼
┌──────┐ ┌──────┐ ┌──────┐
│Follow│ │Follow│ │Follow│
│  1   │ │  2   │ │  3   │
└──────┘ └──────┘ └──────┘
Consistency Guarantees
	Operation	Guarantee
	Write (append)	Strongly consistent (quorum)
	Read	Strongly consistent (from leader)
	Cross-stream	No transaction (best effort)

Failover Behavior
	Leader fails
	Ra elects new leader (typically < 1 second)
	Writes resume on new leader
	In-flight writes may need retry

Storage Operations
Writing Events
%% Append event
PaddedVersion = pad_version(Version, ?VERSION_PADDING),
Path = [streams, StreamId, PaddedVersion],
khepri:put(StoreId, Path, Event).
Reading Events
%% Read specific version
{ok, Event} = khepri:get(StoreId, [streams, StreamId, PaddedVersion]).

%% Read all events in stream
Pattern = [streams, StreamId, ?KHEPRI_WILDCARD_STAR],
{ok, EventsMap} = khepri:get_many(StoreId, Pattern).
Deleting Events (Scavenging)
%% Delete individual event
khepri:delete(StoreId, [streams, StreamId, PaddedVersion]).
Listing Streams
%% Get all stream IDs
Pattern = [streams, ?KHEPRI_WILDCARD_STAR],
{ok, StreamNodes} = khepri:get_many(StoreId, Pattern),
StreamIds = maps:keys(StreamNodes).
Memory Considerations
Khepri In-Memory
Khepri keeps data in memory for fast access:
	All paths and values are in memory
	Raft log is also in memory (up to snapshot interval)
	Consider total event size when planning capacity

Memory Estimation
%% Rough estimate per event
EventMemory = byte_size(term_to_binary(Event)),
TotalEvents = 1000000,
ApproxMemory = EventMemory * TotalEvents * 1.5,  %% 1.5x for overhead
Reducing Memory
	Scavenging: Remove old events
	Snapshots: Enable state recovery without all events
	Archival: Move to cold storage before scavenging

Disk Persistence
Ra Snapshots
Ra periodically snapshots the Raft log to disk:
%% Default location
DataDir = application:get_env(ra, data_dir, "ra_data"),
%% Store-specific subdirectory
StoreDir = filename:join(DataDir, atom_to_list(StoreId)).
Snapshot Interval
Configure via Ra settings:
%% In sys.config
{ra, [
    {segment_max_entries, 65536},    %% Entries per segment
    {wal_max_size_bytes, 134217728}  %% 128MB WAL size
]}
Querying Patterns
Prefix Queries
%% All events for a stream
[streams, <<"orders-123">>, ?KHEPRI_WILDCARD_STAR]

%% All snapshots for a stream
[snapshots, <<"orders-123">>, ?KHEPRI_WILDCARD_STAR]
Existence Checks
%% Check if stream exists
case khepri:exists(StoreId, [streams, StreamId]) of
    true -> stream_exists;
    false -> no_stream
end.
Conditional Updates
%% Optimistic concurrency via expected version
case khepri:get(StoreId, [streams, StreamId, PaddedExpectedVersion]) of
    {ok, _} ->
        %% Version exists, write next
        khepri:put(StoreId, [streams, StreamId, PaddedNextVersion], NewEvent);
    {error, {khepri, node_not_found, _}} ->
        {error, wrong_expected_version}
end.
Performance Tips
1. Batch Writes
%% Write multiple events in single Ra command
Events = [Event1, Event2, Event3],
khepri:transaction(StoreId, fun() ->
    lists:foreach(fun(E) ->
        khepri:put([streams, StreamId, pad_version(E#event.version)], E)
    end, Events)
end).
2. Use Snapshots
%% Avoid replaying thousands of events
{ok, Snapshot} = load_latest_snapshot(StoreId, StreamId),
{ok, NewEvents} = read_events_since(StoreId, StreamId, Snapshot#snapshot.version),
State = apply_events(Snapshot#snapshot.state, NewEvents).
3. Monitor Memory
%% Check Khepri memory usage
KhepriInfo = khepri:info(StoreId),
MemoryUsed = proplists:get_value(memory, KhepriInfo).
Troubleshooting
Common Issues
	Issue	Cause	Resolution
	Slow writes	No quorum	Check cluster health
	High memory	Too many events	Enable scavenging
	Stale reads	Reading during partition	Wait for partition heal

Diagnostic Commands
%% Cluster status
ra:members(StoreId).

%% Leader info
khepri:get_leader(StoreId).

%% Store statistics
khepri:info(StoreId).
See Also
	Temporal Queries - Time-based event retrieval
	Scavenging - Event lifecycle management
	Memory Pressure - Memory monitoring



  

    Cluster Consistency & Split-Brain Prevention

This guide covers reckon-db's cluster consistency mechanisms, split-brain detection, active health probing, and quorum management. These systems work together to ensure data integrity in distributed deployments.
Overview
Distributed event stores face fundamental challenges from the CAP theorem. reckon-db prioritizes Consistency and Partition tolerance, using Raft consensus via Khepri/Ra. However, network partitions can still cause split-brain scenarios that require detection and mitigation.
Architecture
[image: Consistency Checker Architecture]
The Split-Brain Problem
What is Split-Brain?
Split-brain occurs when network partitions cause nodes to form independent clusters, each believing it is the authoritative source. This can lead to:
	Divergent event streams - Different events written to the same stream on different partitions
	Lost events - Events written to minority partition may be discarded on merge
	Inconsistent state - Projections built from divergent streams

[image: Split-Brain Detection]
How reckon-db Prevents Split-Brain
	Raft Consensus - Khepri/Ra requires quorum for writes
	Deterministic Coordinator - Lowest node name becomes cluster coordinator
	Active Detection - Consistency checker identifies partition scenarios
	Health Probing - Fast detection of node failures

Consistency Checker
The reckon_db_consistency_checker module provides continuous cluster health verification.
Starting the Checker
%% Started automatically with store in cluster mode
%% Or manually configure check interval (default: 5000ms)
application:set_env(reckon_db, consistency_check_interval, 3000).
Consistency Status Levels
	Status	Description	Action Required
	healthy	All checks passing, full consensus	None
	degraded	Warnings present, but operational	Investigate
	split_brain	Nodes disagree on membership/leader	Critical - resolve partition
	no_quorum	Insufficient nodes for operations	Critical - restore nodes

Forcing Immediate Check
%% Force check and get result
Result = reckon_db_consistency_checker:check_now(my_store),
%% #{status => healthy,
%%   checks => #{membership => ..., leader => ..., raft => ..., quorum => ...},
%%   timestamp => 1703000000000,
%%   duration_us => 1234}
Registering Status Callbacks
%% Get notified when status changes
CallbackRef = reckon_db_consistency_checker:on_status_change(my_store, fun(Status) ->
    case Status of
        healthy ->
            logger:info("Cluster health restored");
        degraded ->
            logger:warning("Cluster degraded - investigate"),
            alert_ops_team(degraded);
        split_brain ->
            logger:error("SPLIT-BRAIN DETECTED!"),
            emergency_alert(split_brain),
            pause_writes();
        no_quorum ->
            logger:error("Quorum lost - operations unavailable"),
            emergency_alert(no_quorum)
    end
end).

%% Remove callback when done
reckon_db_consistency_checker:remove_callback(my_store, CallbackRef).
Verification Checks
1. Membership Consensus
Verifies all nodes agree on cluster membership.
{ok, Result} = reckon_db_consistency_checker:verify_membership_consensus(my_store).
%% #{status => consensus,
%%   nodes_checked => 3,
%%   nodes_responded => 3,
%%   failed_nodes => [],
%%   consistent_view => [{my_store, 'node1@host'}, ...]}

%% Or if split-brain detected:
%% #{status => split_brain,
%%   conflicting_views => 2,
%%   views => #{'node1@host' => [...], 'node2@host' => [...]}}
2. Leader Consensus
Verifies all nodes agree on the current Raft leader.
{ok, Result} = reckon_db_consistency_checker:verify_leader_consensus(my_store).
%% #{status => consensus,
%%   leader => 'node1@host',
%%   nodes_checked => 3,
%%   nodes_responded => 3}

%% Or if disagreement:
%% #{status => no_consensus,
%%   leaders_reported => ['node1@host', 'node2@host']}
3. Raft Log Consistency
Verifies follower nodes have consistent Raft log state.
{ok, Result} = reckon_db_consistency_checker:verify_raft_consistency(my_store).
%% #{status => consensus,
%%   leader => 'node1@host',
%%   terms => [5],
%%   terms_consistent => true,
%%   commit_index_range => {100, 102},
%%   max_commit_lag => 2}
4. Quorum Status
Checks if sufficient nodes are available for operations.
{ok, Result} = reckon_db_consistency_checker:get_quorum_status(my_store).
%% #{has_quorum => true,
%%   total_nodes => 3,
%%   available_nodes => 3,
%%   required_quorum => 2,
%%   quorum_margin => 1,
%%   can_lose => 1}
Health Probing
The reckon_db_health_prober module implements active health checks for faster failure detection.
[image: Health Probing Flow]
Why Active Probing?
Passive monitoring via net_kernel:monitor_nodes/1 can take 60+ seconds to detect failures (depending on net_ticktime). Active probing provides:
	Faster detection - Configurable intervals (default: 2 seconds)
	Failure threshold - Avoid false positives from transient issues
	Recovery detection - Know when failed nodes come back

Probe Types
	Type	Speed	Depth	Use Case
	ping	Fastest	Shallow	Network connectivity only
	rpc	Medium	Medium	Process responsiveness
	khepri	Slowest	Deepest	Store health verification

Configuring the Prober
%% In sys.config
{reckon_db, [
    {health_probe_interval, 2000},     %% 2 seconds between probes
    {health_probe_timeout, 1000},      %% 1 second timeout per probe
    {health_failure_threshold, 3},     %% 3 failures before declaring failed
    {health_probe_type, rpc}           %% rpc probe type
]}

%% Or dynamically
reckon_db_health_prober:configure(my_store, #{
    probe_interval => 1000,
    failure_threshold => 2
}).
Node Status
%% Check specific node
{ok, Status} = reckon_db_health_prober:get_node_status(my_store, 'node2@host').
%% healthy | suspect | failed | unknown

%% Check all nodes
AllStatus = reckon_db_health_prober:get_all_status(my_store).
%% #{'node2@host' => healthy, 'node3@host' => suspect}
Failure and Recovery Callbacks
%% Get notified when nodes fail
FailedRef = reckon_db_health_prober:on_node_failed(my_store, fun(Node) ->
    logger:error("Node ~p failed health checks", [Node]),
    remove_from_load_balancer(Node)
end).

%% Get notified when nodes recover
RecoveredRef = reckon_db_health_prober:on_node_recovered(my_store, fun(Node) ->
    logger:info("Node ~p recovered", [Node]),
    add_to_load_balancer(Node)
end).
Quorum Management
Understanding Quorum
Raft consensus requires a majority (quorum) of nodes to agree on operations:
	Cluster Size	Quorum Required	Nodes Can Fail
	1	1	0
	2	2	0
	3	2	1
	4	3	1
	5	3	2
	7	4	3

Recommendation: Use odd-numbered clusters (3, 5, 7) for optimal fault tolerance.
Quorum Loss Behavior
When quorum is lost:
	Writes blocked - Cannot append events
	Reads may work - If local data available (stale)
	Subscriptions pause - No new events delivered

%% Check before critical operations
case reckon_db_consistency_checker:get_quorum_status(my_store) of
    {ok, #{has_quorum := true, can_lose := N}} ->
        logger:info("Quorum healthy, can lose ~p more nodes", [N]),
        proceed_with_operation();
    {ok, #{has_quorum := false}} ->
        logger:error("No quorum - operation blocked"),
        {error, no_quorum}
end.
Integration Patterns
1. Startup Verification
%% In application startup
start_link() ->
    {ok, Pid} = reckon_db:start_store(my_store, #{mode => cluster}),

    %% Wait for cluster health before accepting traffic
    case wait_for_healthy(my_store, 30000) of
        ok ->
            logger:info("Store healthy, accepting traffic"),
            {ok, Pid};
        {error, Reason} ->
            logger:error("Store unhealthy: ~p", [Reason]),
            {error, cluster_unhealthy}
    end.

wait_for_healthy(StoreId, Timeout) ->
    Deadline = erlang:monotonic_time(millisecond) + Timeout,
    wait_for_healthy_loop(StoreId, Deadline).

wait_for_healthy_loop(StoreId, Deadline) ->
    case reckon_db_consistency_checker:get_status(StoreId) of
        {ok, healthy} ->
            ok;
        {ok, Status} ->
            Now = erlang:monotonic_time(millisecond),
            case Now < Deadline of
                true ->
                    timer:sleep(1000),
                    wait_for_healthy_loop(StoreId, Deadline);
                false ->
                    {error, {timeout, Status}}
            end;
        {error, not_running} ->
            timer:sleep(500),
            wait_for_healthy_loop(StoreId, Deadline)
    end.
2. Load Balancer Integration
%% Remove unhealthy nodes from load balancer
init([]) ->
    reckon_db_health_prober:on_node_failed(my_store, fun(Node) ->
        haproxy_api:disable_server(Node)
    end),
    reckon_db_health_prober:on_node_recovered(my_store, fun(Node) ->
        haproxy_api:enable_server(Node)
    end),
    {ok, #state{}}.
3. Circuit Breaker Pattern
-record(state, {
    circuit :: closed | open | half_open,
    failures :: non_neg_integer(),
    last_attempt :: integer()
}).

handle_call({append, Stream, Events}, From, #state{circuit = open} = State) ->
    %% Check if should try again
    case should_retry(State) of
        true ->
            try_append(Stream, Events, From, State#state{circuit = half_open});
        false ->
            {reply, {error, circuit_open}, State}
    end;

handle_call({append, Stream, Events}, From, State) ->
    try_append(Stream, Events, From, State).

try_append(Stream, Events, _From, State) ->
    case reckon_db_consistency_checker:get_status(my_store) of
        {ok, healthy} ->
            Result = reckon_db_streams:append(my_store, Stream, any, Events),
            {reply, Result, State#state{circuit = closed, failures = 0}};
        {ok, Status} when Status =:= split_brain; Status =:= no_quorum ->
            NewState = State#state{
                circuit = open,
                failures = State#state.failures + 1,
                last_attempt = erlang:monotonic_time(millisecond)
            },
            {reply, {error, {cluster_unhealthy, Status}}, NewState};
        _ ->
            {reply, {error, status_unknown}, State}
    end.
Telemetry Events
Consistency Checker Events
%% Check completed
[reckon_db, consistency, check, complete]
%% Measurements: #{duration_us => integer()}
%% Metadata: #{store_id => atom(), status => atom(), checks => map()}

%% Status changed
[reckon_db, consistency, status, changed]
%% Measurements: #{system_time => integer()}
%% Metadata: #{store_id => atom(), old_status => atom(), new_status => atom()}

%% Split-brain detected
[reckon_db, consistency, split_brain, detected]
%% Measurements: #{system_time => integer()}
%% Metadata: #{store_id => atom(), result => map()}
Health Prober Events
%% Probe cycle completed
[reckon_db, health, probe, complete]
%% Measurements: #{duration_us => integer(), success_count => integer(), failure_count => integer()}
%% Metadata: #{store_id => atom()}

%% Node declared failed
[reckon_db, health, node, failed]
%% Measurements: #{system_time => integer(), consecutive_failures => integer()}
%% Metadata: #{store_id => atom(), node => node()}

%% Node recovered
[reckon_db, health, node, recovered]
%% Measurements: #{system_time => integer()}
%% Metadata: #{store_id => atom(), node => node()}
Example Telemetry Handler
setup_telemetry() ->
    telemetry:attach_many(
        <<"cluster-health-handler">>,
        [
            [reckon_db, consistency, split_brain, detected],
            [reckon_db, health, node, failed]
        ],
        fun handle_cluster_event/4,
        #{}
    ).

handle_cluster_event([reckon_db, consistency, split_brain, detected],
                     _Measurements, #{store_id := StoreId}, _Config) ->
    pagerduty:trigger(#{
        severity => critical,
        summary => io_lib:format("Split-brain detected in ~p", [StoreId])
    });

handle_cluster_event([reckon_db, health, node, failed],
                     #{consecutive_failures := Failures},
                     #{store_id := StoreId, node := Node}, _Config) ->
    prometheus_counter:inc(node_failures_total, [StoreId, Node]),
    slack:post(ops_channel,
               io_lib:format("Node ~p failed after ~p probes", [Node, Failures])).
Troubleshooting
Common Issues
	Symptom	Likely Cause	Resolution
	Frequent degraded status	Network latency	Increase probe timeout
	no_quorum after restart	Nodes not discovered	Check UDP multicast
	split_brain detected	Network partition	Identify partition, restore connectivity
	Slow recovery detection	High failure threshold	Reduce threshold (with caution)

Diagnostic Commands
%% Full cluster status
{ok, Result} = reckon_db_consistency_checker:check_now(my_store).
io:format("Status: ~p~n", [maps:get(status, Result)]).
io:format("Checks: ~p~n", [maps:get(checks, Result)]).

%% Node health details
AllStatus = reckon_db_health_prober:get_all_status(my_store).
maps:foreach(fun(Node, Status) ->
    io:format("  ~p: ~p~n", [Node, Status])
end, AllStatus).

%% Quorum margin
{ok, Quorum} = reckon_db_consistency_checker:get_quorum_status(my_store).
io:format("Can lose ~p more nodes~n", [maps:get(can_lose, Quorum)]).
Recovery Procedures
Split-Brain Recovery
	Identify partitioned nodes - Check which nodes are in each partition
	Stop minority partition - Gracefully stop nodes in smaller partition
	Restore connectivity - Fix network issues
	Restart stopped nodes - They will rejoin and sync from majority
	Verify consistency - Check events weren't lost

%% After recovery, force verification
Result = reckon_db_consistency_checker:check_now(my_store),
case maps:get(status, Result) of
    healthy -> logger:info("Recovery successful");
    Other -> logger:error("Still unhealthy: ~p", [Other])
end.
Configuration Reference
Consistency Checker
	Setting	Default	Description
	consistency_check_interval	5000	Milliseconds between checks
	(minimum enforced)	1000	Minimum allowed interval

Health Prober
	Setting	Default	Description
	health_probe_interval	2000	Milliseconds between probe cycles
	health_probe_timeout	1000	Timeout for each probe (ms)
	health_failure_threshold	3	Consecutive failures before failed
	health_probe_type	rpc	Probe type: ping, rpc, or khepri

Academic References
	Ongaro, D. and Ousterhout, J. (2014). In Search of an Understandable Consensus Algorithm (Raft). USENIX ATC 2014.
	Brewer, E. (2012). CAP Twelve Years Later: How the "Rules" Have Changed. IEEE Computer, 45(2), 23-29.
	Kleppmann, M. (2017). Designing Data-Intensive Applications. O'Reilly Media. Chapter 9: Consistency and Consensus.

See Also
	Storage Internals - Khepri/Ra replication details
	Memory Pressure - Resource management
	Subscriptions - Event delivery in clusters



  

    Store Inspector

The Store Inspector provides aggregate introspection for debugging and monitoring ReckonDB stores. It answers questions like:
	How many streams and events does this store have?
	What event types are being used?
	Are subscriptions keeping up or falling behind?
	Which streams have snapshots?

Usage
All functions take a StoreId atom and return {ok, Data} or {error, Reason}.
Store Statistics
{ok, Stats} = reckon_db_store_inspector:store_stats(my_store).
%% #{store_id => my_store,
%%   stream_count => 42,
%%   total_events => 1337,
%%   snapshot_count => 5,
%%   subscription_count => 3,
%%   has_events => true}
List All Snapshots
Returns snapshot summaries across all streams, sorted newest first. Data payloads are not included (only metadata).
{ok, Snapshots} = reckon_db_store_inspector:list_all_snapshots(my_store).
%% [#{stream_id => <<"user-123">>, version => 50, timestamp => 1710000000000, metadata => #{}},
%%  #{stream_id => <<"order-456">>, version => 20, timestamp => 1709000000000, metadata => #{}}]
List Subscriptions
Returns all active subscriptions with their checkpoint positions.
{ok, Subs} = reckon_db_store_inspector:list_subscriptions(my_store).
%% [#{subscription_name => <<"prj_users">>,
%%    type => event_type,
%%    selector => <<"user_registered_v1">>,
%%    checkpoint => 42,
%%    pool_size => 1,
%%    created_at => 1710000000000,
%%    subscriber_pid => <<"<0.500.0>">>}]
Subscription Lag
How far behind is a specific subscription?
{ok, Lag} = reckon_db_store_inspector:subscription_lag(my_store, <<"prj_users">>).
%% #{subscription_name => <<"prj_users">>,
%%   checkpoint => 42,
%%   latest_position => 100,
%%   lag_events => 57}
Event Type Summary
Census of which event types appear and how many of each. Can be expensive for large stores.
{ok, Types} = reckon_db_store_inspector:event_type_summary(my_store).
%% [#{event_type => <<"user_registered_v1">>, count => 500},
%%  #{event_type => <<"user_promoted_v1">>, count => 50},
%%  #{event_type => <<"user_archived_v1">>, count => 10}]
Stream Info
Detailed information about a single stream, including snapshot coverage.
{ok, Info} = reckon_db_store_inspector:stream_info(my_store, <<"user-123">>).
%% #{stream_id => <<"user-123">>,
%%   version => 50,
%%   event_count => 51,
%%   first_event_at => 1700000000000,
%%   last_event_at => 1710000000000,
%%   snapshots => #{count => 1, latest_version => 50}}
Architecture
[image: Store Inspector]
The inspector reads directly from the Khepri tree via existing facade modules (reckon_db_streams, reckon_db_snapshots_store, reckon_db_subscriptions_store). It never modifies data.
Gateway worker clauses route inspector requests through the standard reckon_gater_api dispatch chain, making these operations available to any client (including the Hecate Observer UI).
Performance Notes
	store_stats/1 — O(streams) — fast for typical stores (<1000 streams)
	list_all_snapshots/1 — O(streams) — iterates all streams checking for snapshots
	list_subscriptions/1 — O(subscriptions) — typically very fast (<50 subscriptions)
	subscription_lag/2 — O(streams) — needs total event count
	event_type_summary/1 — O(total events) — expensive for large stores, walks all events
	stream_info/2 — O(1) — reads single stream metadata + first/last events



  

    Generative AI use policy

ReckonDB project policy for contributors. Author: Raf Lefever, BEAM Campus / Macula. Belgium.
Scope and purpose
This policy governs the use of generative AI (GenAI) tools by contributors to the ReckonDB project, including the project maintainer, paid contractors funded under any grant, and external contributors submitting pull requests. It complies with NLnet's Policy on the use of Generative Artificial Intelligence for NLnet-funded projects (nlnet.nl/foundation/policies/generativeAI) and is the public artefact that NLnet's policy recommends each project publish.
The policy applies to all work delivered into the ReckonDB repository: source code, tests, documentation, design specifications, research notes, blog posts, conference materials, and proposals submitted on behalf of the project.
Permitted uses of GenAI assistance
GenAI tools may be used for the following categories of work, with provenance disclosed when substantive (see "Disclosure" below):
	Documentation drafting and editing. README, API reference, migration guides, tutorial content, blog posts, and other prose documentation may be drafted with AI assistance, then reviewed and edited by a human contributor before merge.
	Code review prompts and exploratory programming. Asking an AI for review feedback on a draft pull request, or for an exploratory implementation sketch that the contributor then rewrites by hand, is permitted.
	Mechanical assistance. Character counting, file rendering (e.g. PDF generation), formatting, syntax-checking, and similar non-substantive transforms.
	Test scaffolding and boilerplate. AI-generated test scaffolding may be used as a starting point, provided the contributor verifies that each test exercises the behaviour it claims to exercise.
	Comparison and prior-art surveys. Drafting comparisons against external systems, with citations verified by a human contributor before publication.

Categories explicitly excluded from GenAI assistance
The following categories of work are not to be produced by GenAI tools, regardless of subsequent human editing:
	Cryptographic primitives. Implementations of encryption, key derivation, signing, and key-wrap primitives are written by hand against published specifications (RFCs, peer-reviewed papers). AI may not propose or transcribe primitive implementations.
	Threat-model design. The threat model in the protocol specification, the trust-base scoping, and the formal characterisation of guaranteed-versus-not-guaranteed properties are produced by a human contributor with cryptographic-engineering competence.
	Security-critical code paths. Capability validation, epoch-rotation logic, key-destruction logic, and consensus-bound operations in the data layer are written by hand and reviewed by a human contributor before merge.
	External-review preparation packets. The packet submitted to external cryptographic reviewers is composed by the contributor, not by an AI assistant, so that the reviewer's questions reach the human author directly.
	Formal protocol specifications under review. Protocol-specification text submitted to standards bodies or to external review is authored by a human contributor.

Disclosure
For substantive GenAI assistance, contributors record provenance in the form NLnet's policy specifies: model used, dates and times of prompts, the prompts themselves, and the unedited model output. The provenance log is preserved by the contributor and is available to the project maintainer and to NLnet on request.
For mechanical or trivial AI use (formatting, syntax checks, boilerplate transforms), provenance logging is not required. Contributors use judgement; when in doubt, log.
Pull requests with substantive AI-assisted content state this in the pull-request description. Commit messages do not require AI-disclosure footers; the pull-request description is the canonical record.
Review and update
This policy is reviewed annually, at the close of each NLnet milestone, and whenever NLnet's Generative AI policy is updated. The policy is versioned in the repository alongside the source code; substantive changes are announced in the project changelog.
Contact
Questions about this policy may be directed to the project maintainer via the ReckonDB repository issue tracker, or by email at the address listed in the project README.
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Optimized event aggregation operations for reckon-db.
This module provides high-performance event aggregation implementations:
	aggregate_events: Bulk fold with tagged value semantics
	sum_field: Vectorized sum accumulation for numeric fields
	count_where: Count events matching a condition
	merge_tagged_batch: Batch map merge with tagged values

The mode is automatically detected at startup based on whether the NIF library is available. Community edition users (hex.pm) will always use the Erlang fallbacks, which provide identical functionality.
[bookmark: Tagged_Value_Semantics]Tagged Value Semantics
Tagged values control how fields are aggregated:
	{sum, N}: Add N to the current value (numeric accumulation)
	{overwrite, V}: Replace current value with V
	Plain value: Replace current value (default behavior)

[bookmark: Usage]Usage
  %% Aggregate events with tagged value semantics
  Events = [#{amount => {sum, 100}}, #{amount => {sum, 50}}],
  Result = reckon_db_aggregate_nif:aggregate_events(Events, #{}, true),
  #{amount := 150} = Result.
 
  %% Sum a specific field across all events
  Total = reckon_db_aggregate_nif:sum_field(Events, amount).
 
  %% Check which mode is active
  nif = reckon_db_aggregate_nif:implementation().  %% Enterprise
  erlang = reckon_db_aggregate_nif:implementation(). %% Community
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        aggregate_events(Events, InitialState, Finalize)

      


        Aggregate a list of events with tagged value semantics.



    


    
      
        aggregation_stats(Events)

      


        Get statistics about event aggregation.



    


    
      
        count_where(Events, Field, Value)

      


        Count events matching a simple field condition.



    


    
      
        finalize(TaggedMap)

      


        Finalize a tagged map by unwrapping all tagged values.



    


    
      
        implementation()

      


        Get the current implementation mode.



    


    
      
        is_nif_loaded()

      


        Check if the NIF is loaded (Enterprise mode).



    


    
      
        merge_tagged_batch(Pairs, State)

      


        Merge a batch of key-value pairs into a state map.



    


    
      
        sum_field(Events, Field)

      


        Sum a specific field across all events.



    





      


      
        Functions


        


  
    
      
    
    
      aggregate_events(Events, InitialState, Finalize)



        
          
        

    

  


  

      

          -spec aggregate_events(Events :: [map()], InitialState :: map(), Finalize :: boolean()) -> map().


      


Aggregate a list of events with tagged value semantics.
Processes events in order, applying tagged value rules: - {sum, N} adds N to the current value - {overwrite, V} replaces the current value with V - Plain values replace the current value
If Finalize is true, the result will have tagged values unwrapped.

  



  
    
      
    
    
      aggregation_stats(Events)



        
          
        

    

  


  

      

          -spec aggregation_stats(Events :: [map()]) -> map().


      


Get statistics about event aggregation.
Returns counts and basic metrics about the event list.

  



  
    
      
    
    
      count_where(Events, Field, Value)



        
          
        

    

  


  

      

          -spec count_where(Events :: [map()], Field :: atom() | binary(), Value :: term()) -> non_neg_integer().


      


Count events matching a simple field condition.
Returns the number of events where the specified field equals the expected value.

  



  
    
      
    
    
      finalize(TaggedMap)



        
          
        

    

  


  

      

          -spec finalize(TaggedMap :: map()) -> map().


      


Finalize a tagged map by unwrapping all tagged values.
Converts {sum, N} to N and {overwrite, V} to V.

  



  
    
      
    
    
      implementation()



        
          
        

    

  


  

      

          -spec implementation() -> nif | erlang.


      


Get the current implementation mode.

  



  
    
      
    
    
      is_nif_loaded()



        
          
        

    

  


  

      

          -spec is_nif_loaded() -> boolean().


      


Check if the NIF is loaded (Enterprise mode).

  



  
    
      
    
    
      merge_tagged_batch(Pairs, State)



        
          
        

    

  


  

      

          -spec merge_tagged_batch(Pairs :: [{term(), term()}], State :: map()) -> map().


      


Merge a batch of key-value pairs into a state map.
Applies tagged value semantics to each pair.

  



  
    
      
    
    
      sum_field(Events, Field)



        
          
        

    

  


  

      

          -spec sum_field(Events :: [map()], Field :: atom() | binary()) -> number().


      


Sum a specific field across all events.
Efficiently accumulates numeric values from a named field. Handles tagged values ({sum, N}) and plain numeric values.

  


        

      


  

    
reckon_db_aggregator 
    



      
Event aggregator for reckon-db
Aggregates events from an event stream using tagged rules. Supports special value tags for custom aggregation behavior:
Tagged value types: {sum, N} - Add N to current value (starts at 0) {overwrite, V} - Replace current value with V plain value - Replace current value (default behavior)
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        event/0

      


    


    
      
        snapshot/0

      


    


    
      
        tagged_map/0

      


    


    
      
        tagged_value/0

      


    





  
    Functions
  


    
      
        aggregate(Events, Snapshot, Opts)

      


        Aggregate events from a stream with optional snapshot



    


    
      
        finalize(TaggedMap)

      


        Finalize a tagged map by unwrapping all tagged values



    


    
      
        foldl(Events)

      


        Fold a list of events from left to right (chronological order)



    


    
      
        foldl(Events, InitialState)

      


        Fold events with an initial state



    


    
      
        foldr(Events)

      


        Fold a list of events from right to left



    


    
      
        foldr(Events, InitialState)

      


        Fold events from right with an initial state



    





      


      
        Types


        


  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.


      



  



  
    
      
    
    
      snapshot/0



        
          
        

    

  


  

      

          -type snapshot() ::
          #snapshot{stream_id :: binary(),
                    version :: non_neg_integer(),
                    data :: map() | binary(),
                    metadata :: map(),
                    timestamp :: integer(),
                    anchor_hash :: binary() | undefined,
                    mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined}.


      



  



  
    
      
    
    
      tagged_map/0



        
          
        

    

  


  

      

          -type tagged_map() :: #{atom() | binary() => tagged_value()}.


      



  



  
    
      
    
    
      tagged_value/0



        
          
        

    

  


  

      

          -type tagged_value() :: {sum, number()} | {overwrite, term()} | term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      aggregate(Events, Snapshot, Opts)



        
          
        

    

  


  

      

          -spec aggregate([event() | map()], snapshot() | undefined, map()) -> map().


      


Aggregate events from a stream with optional snapshot
This is a convenience function that: 1. Starts from a snapshot's data (if provided) or empty map 2. Applies events in order 3. Returns the finalized aggregate state

  



  
    
      
    
    
      finalize(TaggedMap)



        
          
        

    

  


  

      

          -spec finalize(tagged_map()) -> map().


      


Finalize a tagged map by unwrapping all tagged values
Converts {sum, N} to N and {overwrite, V} to V.

  



  
    
      
    
    
      foldl(Events)



        
          
        

    

  


  

      

          -spec foldl([event() | map()]) -> tagged_map().


      


Fold a list of events from left to right (chronological order)
Events should be sorted by version in ascending order. Returns a tagged map that can be finalized with finalize/1.

  



  
    
      
    
    
      foldl(Events, InitialState)



        
          
        

    

  


  

      

          -spec foldl([event() | map()], tagged_map()) -> tagged_map().


      


Fold events with an initial state

  



  
    
      
    
    
      foldr(Events)



        
          
        

    

  


  

      

          -spec foldr([event() | map()]) -> tagged_map().


      


Fold a list of events from right to left
Events should be sorted by version in ascending order. This will process them in reverse (newest first).

  



  
    
      
    
    
      foldr(Events, InitialState)



        
          
        

    

  


  

      

          -spec foldr([event() | map()], tagged_map()) -> tagged_map().


      


Fold events from right with an initial state

  


        

      


  

    
reckon_db_app 
    



      
Application behaviour for reckon-db

      


      
        Summary


  
    Functions
  


    
      
        start()

      


        Start the reckon_db application



    


    
      
        stop()

      


        Stop the reckon_db application



    





      


      
        Functions


        


  
    
      
    
    
      start()



        
          
        

    

  


  

      

          -spec start() -> {ok, pid()} | {error, term()}.


      


Start the reckon_db application

  



  
    
      
    
    
      stop()



        
          
        

    

  


  

      

          -spec stop() -> ok | {error, term()}.


      


Stop the reckon_db application

  


        

      


  

    
reckon_db_archive_backend behaviour
    



      
Archive backend behaviour for reckon-db
Defines the interface for archive storage backends. Implementations can store archived events in various formats: - Local files - S3/object storage - Network storage
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        list/3

      


    


    
      
        read/2

      


    





  
    Functions
  


    
      
        make_key(StoreId, StreamId, FromVersion, ToVersion)

      


        Generate a standard archive key.



    


    
      
        parse_key(Key)

      


        Parse an archive key to extract metadata.
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      event/0



        
          
        

    

  


  

      

          -type event() :: term().


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      archive/3



        
          
        

    

  


  

      

          -callback archive(State :: term(), ArchiveKey :: binary(), Events :: [event()]) ->
                     {ok, NewState :: term()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      delete/2



        
          
        

    

  


  

      

          -callback delete(State :: term(), ArchiveKey :: binary()) ->
                    {ok, NewState :: term()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      exists/2



        
          
        

    

  


  

      

          -callback exists(State :: term(), ArchiveKey :: binary()) -> {boolean(), NewState :: term()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -callback init(Opts :: map()) -> {ok, State :: term()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      list/3



        
          
        

    

  


  

      

          -callback list(State :: term(), StoreId :: atom(), StreamId :: binary()) ->
                  {ok, [binary()], NewState :: term()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      read/2



        
          
        

    

  


  

      

          -callback read(State :: term(), ArchiveKey :: binary()) ->
                  {ok, [event()], NewState :: term()} | {error, Reason :: term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      make_key(StoreId, StreamId, FromVersion, ToVersion)



        
          
        

    

  


  

      

          -spec make_key(atom(), binary(), integer(), integer()) -> binary().


      


Generate a standard archive key.

  



  
    
      
    
    
      parse_key(Key)



        
          
        

    

  


  

      

          -spec parse_key(binary()) -> {ok, map()} | {error, invalid_key}.


      


Parse an archive key to extract metadata.

  


        

      


  

    
reckon_db_archive_file 
    



      
File-based archive backend for reckon-db
Stores archived events as Erlang term files on the local filesystem. Archives are organized in directories by store and stream.
Directory structure:
  {base_dir}/
    {store_id}/
      {stream_id}/
        0-99.archive
        100-199.archive
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    Types
  


    
      
        event/0

      


    





  
    Functions
  


    
      
        archive(State, ArchiveKey, Events)

      


        Archive events to a file.



    


    
      
        delete(State, ArchiveKey)

      


        Delete an archive file.



    


    
      
        exists(State, ArchiveKey)

      


        Check if an archive exists.



    


    
      
        init(Opts)

      


        Initialize the file archive backend.



    


    
      
        list(State, StoreId, StreamId)

      


        List all archive keys for a stream.



    


    
      
        read(State, ArchiveKey)

      


        Read events from an archive file.
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      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      archive(State, ArchiveKey, Events)



        
          
        

    

  


  

      

          -spec archive(#state{base_dir :: string()}, binary(), [event()]) ->
                 {ok, #state{base_dir :: string()}} | {error, term()}.


      


Archive events to a file.

  



  
    
      
    
    
      delete(State, ArchiveKey)



        
          
        

    

  


  

      

          -spec delete(#state{base_dir :: string()}, binary()) ->
                {ok, #state{base_dir :: string()}} | {error, term()}.


      


Delete an archive file.

  



  
    
      
    
    
      exists(State, ArchiveKey)



        
          
        

    

  


  

      

          -spec exists(#state{base_dir :: string()}, binary()) -> {boolean(), #state{base_dir :: string()}}.


      


Check if an archive exists.

  



  
    
      
    
    
      init(Opts)



        
          
        

    

  


  

      

          -spec init(map()) -> {ok, #state{base_dir :: string()}} | {error, term()}.


      


Initialize the file archive backend.
Options: - base_dir: Directory where archives are stored (required)

  



  
    
      
    
    
      list(State, StoreId, StreamId)



        
          
        

    

  


  

      

          -spec list(#state{base_dir :: string()}, atom(), binary()) ->
              {ok, [binary()], #state{base_dir :: string()}} | {error, term()}.


      


List all archive keys for a stream.

  



  
    
      
    
    
      read(State, ArchiveKey)



        
          
        

    

  


  

      

          -spec read(#state{base_dir :: string()}, binary()) ->
              {ok, [event()], #state{base_dir :: string()}} | {error, term()}.


      


Read events from an archive file.

  


        

      


  

    
reckon_db_archive_nif 
    



      
Optimized archive compression for reckon-db.
This module provides high-performance compression implementations:
	LZ4: Fastest compression/decompression (real-time use)
	Zstd: Best compression ratio (cold storage)
	Zlib: Standard compatibility (Erlang term_to_binary)

The mode is automatically detected at startup based on whether the NIF library is available. Community edition users (hex.pm) will always use the Erlang fallbacks, which provide identical functionality.
[bookmark: Algorithm_Selection]Algorithm Selection
| Algorithm | Speed | Ratio | Use Case | |-----------|-------|-------|----------| | LZ4 | Fastest | ~2.5:1 | Hot archives, real-time | | Zstd | Fast | ~4:1 | Cold archives, storage | | Zlib | Moderate | ~3:1 | Compatibility |
[bookmark: Usage]Usage
  %% Compress with LZ4 (fastest)
  {ok, Compressed} = reckon_db_archive_nif:compress(Data, lz4).
 
  %% Compress with Zstd level 3 (good balance)
  {ok, Compressed} = reckon_db_archive_nif:compress(Data, zstd, 3).
 
  %% Decompress
  {ok, Original} = reckon_db_archive_nif:decompress(Compressed, lz4).
 
  %% Check which mode is active
  nif = reckon_db_archive_nif:implementation().  %% Enterprise
  erlang = reckon_db_archive_nif:implementation(). %% Community
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        compress(Data, Algorithm)

      


        Compress data with specified algorithm using default level.



    


    
      
        compress(Data, Algorithm, Level)

      


        Compress data with specified algorithm and compression level.



    


    
      
        compress_lz4(Data)

      


        Compress data using LZ4 (fastest).



    


    
      
        compress_zlib(Data)

      


        Compress data using Zlib with default level.



    


    
      
        compress_zlib(Data, Level)

      


        Compress data using Zlib with specified level (0-9).



    


    
      
        compress_zstd(Data)

      


        Compress data using Zstd with default level.



    


    
      
        compress_zstd(Data, Level)

      


        Compress data using Zstd with specified level (1-22).



    


    
      
        compression_stats(Data, Algorithm)

      


        Get compression statistics for data with algorithm.



    


    
      
        compression_stats(Data, Algorithm, Level)

      


        Get compression statistics with specified level.



    


    
      
        decompress(Data, Algorithm)

      


        Decompress data with specified algorithm.



    


    
      
        decompress_lz4(Data)

      


        Decompress LZ4-compressed data.



    


    
      
        decompress_zlib(Data)

      


        Decompress Zlib-compressed data.



    


    
      
        decompress_zstd(Data)

      


        Decompress Zstd-compressed data.



    


    
      
        implementation()

      


        Get the current implementation mode.



    


    
      
        is_nif_loaded()

      


        Check if the NIF is loaded (Enterprise mode).
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      compress(Data, Algorithm)



        
          
        

    

  


  

      

          -spec compress(Data :: binary(), Algorithm :: lz4 | zstd | zlib) -> {ok, binary()} | {error, term()}.


      


Compress data with specified algorithm using default level.

  



  
    
      
    
    
      compress(Data, Algorithm, Level)



        
          
        

    

  


  

      

          -spec compress(Data :: binary(), Algorithm :: lz4 | zstd | zlib, Level :: integer()) ->
                  {ok, binary()} | {error, term()}.


      


Compress data with specified algorithm and compression level.

  



  
    
      
    
    
      compress_lz4(Data)



        
          
        

    

  


  

      

          -spec compress_lz4(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Compress data using LZ4 (fastest).

  



  
    
      
    
    
      compress_zlib(Data)



        
          
        

    

  


  

      

          -spec compress_zlib(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Compress data using Zlib with default level.

  



  
    
      
    
    
      compress_zlib(Data, Level)



        
          
        

    

  


  

      

          -spec compress_zlib(Data :: binary(), Level :: integer()) -> {ok, binary()} | {error, term()}.


      


Compress data using Zlib with specified level (0-9).

  



  
    
      
    
    
      compress_zstd(Data)



        
          
        

    

  


  

      

          -spec compress_zstd(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Compress data using Zstd with default level.

  



  
    
      
    
    
      compress_zstd(Data, Level)



        
          
        

    

  


  

      

          -spec compress_zstd(Data :: binary(), Level :: integer()) -> {ok, binary()} | {error, term()}.


      


Compress data using Zstd with specified level (1-22).

  



  
    
      
    
    
      compression_stats(Data, Algorithm)



        
          
        

    

  


  

      

          -spec compression_stats(Data :: binary(), Algorithm :: lz4 | zstd | zlib) ->
                           {ok,
                            #{original_size := integer(),
                              compressed_size := integer(),
                              ratio := float()}} |
                           {error, term()}.


      


Get compression statistics for data with algorithm.

  



  
    
      
    
    
      compression_stats(Data, Algorithm, Level)



        
          
        

    

  


  

      

          -spec compression_stats(Data :: binary(), Algorithm :: lz4 | zstd | zlib, Level :: integer()) ->
                           {ok,
                            #{original_size := integer(),
                              compressed_size := integer(),
                              ratio := float()}} |
                           {error, term()}.


      


Get compression statistics with specified level.

  



  
    
      
    
    
      decompress(Data, Algorithm)



        
          
        

    

  


  

      

          -spec decompress(Data :: binary(), Algorithm :: lz4 | zstd | zlib) -> {ok, binary()} | {error, term()}.


      


Decompress data with specified algorithm.

  



  
    
      
    
    
      decompress_lz4(Data)



        
          
        

    

  


  

      

          -spec decompress_lz4(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Decompress LZ4-compressed data.

  



  
    
      
    
    
      decompress_zlib(Data)



        
          
        

    

  


  

      

          -spec decompress_zlib(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Decompress Zlib-compressed data.

  



  
    
      
    
    
      decompress_zstd(Data)



        
          
        

    

  


  

      

          -spec decompress_zstd(Data :: binary()) -> {ok, binary()} | {error, term()}.


      


Decompress Zstd-compressed data.

  



  
    
      
    
    
      implementation()



        
          
        

    

  


  

      

          -spec implementation() -> nif | erlang.


      


Get the current implementation mode.

  



  
    
      
    
    
      is_nif_loaded()



        
          
        

    

  


  

      

          -spec is_nif_loaded() -> boolean().


      


Check if the NIF is loaded (Enterprise mode).

  


        

      


  

    
reckon_db_backpressure 
    



      
Backpressure management for reckon-db subscriptions
Provides queue-based backpressure handling to prevent memory explosion when subscribers are slower than event producers.
Features: - Configurable queue size limits - Multiple overflow strategies (drop_oldest, drop_newest, block, error) - Pull mode for explicit demand - Warning thresholds with telemetry
Usage:
  {ok, Queue} = reckon_db_backpressure:new(#{
      max_queue => 1000,
      strategy => drop_oldest,
      warning_threshold => 800
  }),
  {ok, Queue2} = reckon_db_backpressure:enqueue(Queue, Event),
  {ok, Events, Queue3} = reckon_db_backpressure:dequeue(Queue2, 10).
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        add_demand(Bp_queue, Count)

      


        Add to demand (for pull mode).



    


    
      
        dequeue(Queue, Count)

      


        Dequeue up to N events.



    


    
      
        dequeue_all(Queue)

      


        Dequeue all events.



    


    
      
        enqueue(Queue, Event)

      


        Enqueue an event, applying backpressure strategy if full.



    


    
      
        enqueue_many(Queue, Rest)

      


        Enqueue multiple events.



    


    
      
        get_demand(Bp_queue)

      


        Get current demand.



    


    
      
        info(Bp_queue)

      


        Get queue statistics.



    


    
      
        is_empty(Bp_queue)

      


        Check if queue is empty.



    


    
      
        is_full(Bp_queue)

      


        Check if queue is at capacity.



    


    
      
        new(Opts)

      


        Create a new backpressure queue.



    


    
      
        set_demand(Queue, Demand)

      


        Set demand (for pull mode).



    


    
      
        size(Bp_queue)

      


        Get current queue size.
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      bp_opts/0



        
          
        

    

  


  

      

          -type bp_opts() ::
          #{max_queue => pos_integer(),
            strategy => strategy(),
            mode => mode(),
            warning_threshold => pos_integer(),
            store_id => atom(),
            subscription_key => binary()}.


      



  



  
    
      
    
    
      bp_queue/0



        
          
        

    

  


  

      

          -type bp_queue() ::
          #bp_queue{queue :: queue:queue(event()),
                    max_size :: pos_integer(),
                    strategy :: strategy(),
                    mode :: mode(),
                    warning_threshold :: pos_integer(),
                    demand :: non_neg_integer(),
                    dropped :: non_neg_integer(),
                    store_id :: atom(),
                    subscription_key :: binary()}.


      



  



  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -type mode() :: push | pull.


      



  



  
    
      
    
    
      strategy/0



        
          
        

    

  


  

      

          -type strategy() :: drop_oldest | drop_newest | block | error.
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      add_demand(Bp_queue, Count)



        
          
        

    

  


  

      

          -spec add_demand(bp_queue(), pos_integer()) -> bp_queue().


      


Add to demand (for pull mode).

  



  
    
      
    
    
      dequeue(Queue, Count)



        
          
        

    

  


  

      

          -spec dequeue(bp_queue(), pos_integer()) -> {ok, [event()], bp_queue()}.


      


Dequeue up to N events.

  



  
    
      
    
    
      dequeue_all(Queue)



        
          
        

    

  


  

      

          -spec dequeue_all(bp_queue()) -> {ok, [event()], bp_queue()}.


      


Dequeue all events.

  



  
    
      
    
    
      enqueue(Queue, Event)



        
          
        

    

  


  

      

          -spec enqueue(bp_queue(), event()) -> {ok, bp_queue()} | {error, queue_full | blocked}.


      


Enqueue an event, applying backpressure strategy if full.

  



  
    
      
    
    
      enqueue_many(Queue, Rest)



        
          
        

    

  


  

      

          -spec enqueue_many(bp_queue(), [event()]) -> {ok, bp_queue()} | {error, term()}.


      


Enqueue multiple events.

  



  
    
      
    
    
      get_demand(Bp_queue)



        
          
        

    

  


  

      

          -spec get_demand(bp_queue()) -> non_neg_integer() | infinity.


      


Get current demand.

  



  
    
      
    
    
      info(Bp_queue)



        
          
        

    

  


  

      

          -spec info(bp_queue()) -> map().


      


Get queue statistics.

  



  
    
      
    
    
      is_empty(Bp_queue)



        
          
        

    

  


  

      

          -spec is_empty(bp_queue()) -> boolean().


      


Check if queue is empty.

  



  
    
      
    
    
      is_full(Bp_queue)



        
          
        

    

  


  

      

          -spec is_full(bp_queue()) -> boolean().


      


Check if queue is at capacity.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(bp_opts()) -> {ok, bp_queue()}.


      


Create a new backpressure queue.

  



  
    
      
    
    
      set_demand(Queue, Demand)



        
          
        

    

  


  

      

          -spec set_demand(bp_queue(), non_neg_integer()) -> bp_queue().


      


Set demand (for pull mode).

  



  
    
      
    
    
      size(Bp_queue)



        
          
        

    

  


  

      

          -spec size(bp_queue()) -> non_neg_integer().


      


Get current queue size.

  


        

      


  

    
reckon_db_capability_verifier 
    



      
Server-side capability token verification for reckon-db.
Verifies UCAN-inspired capability tokens for authorization decisions. Tokens are created client-side (reckon-gater) and verified server-side here.
Verification steps:
	Decode token (JWT or binary format, auto-detected)
	Verify Ed25519 signature using issuer's public key from DID
	Check token is not expired (exp less than now)
	Check token is active (nbf less than or equal to now, if present)
	Check token is not revoked (via gossip list)
	Match resource URI against request
	Match action against permitted actions

See also: reckon_gater_capability, reckon_gater_identity.

      


      
        Summary


  
    Types
  


    
      
        capability/0

      


    


    
      
        capability_error/0

      


    


    
      
        capability_grant/0

      


    


    
      
        verification_result/0

      


    


    
      
        verify_opts/0

      


    





  
    Functions
  


    
      
        authorize(Token, Resource, Action)

      


        Authorize a request with a capability token



    


    
      
        authorize(Token, Resource, Action, Opts)

      


        Authorize a request with options



    


    
      
        check_permission(Capability, Resource, Action)

      


        Check if a verified capability grants permission for resource/action



    


    
      
        extract_token_cid(Capability)

      


        Extract a content-addressed identifier for a token



    


    
      
        is_revoked(TokenCID)

      


        Check if a token CID is revoked



    


    
      
        verify(Token)

      


        Verify a capability token



    


    
      
        verify(Token, Opts)

      


        Verify a capability token with options



    





      


      
        Types


        


  
    
      
    
    
      capability/0



        
          
        

    

  


  

      

          -type capability() ::
          #capability{alg :: binary(),
                      typ :: binary(),
                      iss :: binary(),
                      aud :: binary(),
                      nbf :: integer() | undefined,
                      exp :: integer(),
                      iat :: integer(),
                      nnc :: binary(),
                      att :: [capability_grant()],
                      fct :: map(),
                      prf :: [binary()],
                      sig :: binary() | undefined}.


      



  



  
    
      
    
    
      capability_error/0



        
          
        

    

  


  

      

          -type capability_error() ::
          {invalid_signature, binary()} |
          {expired, integer()} |
          {not_yet_valid, integer()} |
          {revoked, binary()} |
          {invalid_delegation, binary()} |
          {insufficient_permissions, binary()} |
          {invalid_resource, binary()} |
          {invalid_action, binary()} |
          {parse_error, term()}.


      



  



  
    
      
    
    
      capability_grant/0



        
          
        

    

  


  

      

          -type capability_grant() :: #{with := binary(), can := binary()}.


      



  



  
    
      
    
    
      verification_result/0



        
          
        

    

  


  

      

          -type verification_result() ::
          #verification_result{capability :: capability(),
                               issuer_chain :: [binary()],
                               resource :: binary(),
                               action :: binary(),
                               verified_at :: integer()}.


      



  



  
    
      
    
    
      verify_opts/0



        
          
        

    

  


  

      

          -type verify_opts() :: #{skip_signature => boolean(), skip_revocation => boolean(), now => integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      authorize(Token, Resource, Action)



        
          
        

    

  


  

      

          -spec authorize(binary(), binary(), binary()) ->
                   {ok, verification_result()} | {error, capability_error()}.


      


Authorize a request with a capability token
Verifies the token AND checks it grants permission for the specified resource and action.

  



  
    
      
    
    
      authorize(Token, Resource, Action, Opts)



        
          
        

    

  


  

      

          -spec authorize(binary(), binary(), binary(), verify_opts()) ->
                   {ok, verification_result()} | {error, capability_error()}.


      


Authorize a request with options

  



  
    
      
    
    
      check_permission(Capability, Resource, Action)



        
          
        

    

  


  

      

          -spec check_permission(capability(), binary(), binary()) -> ok | {error, capability_error()}.


      


Check if a verified capability grants permission for resource/action
The capability should already be verified (signature, expiration). This function only checks the grants against the requested resource/action.

  



  
    
      
    
    
      extract_token_cid(Capability)



        
          
        

    

  


  

      

          -spec extract_token_cid(capability()) -> binary().


      


Extract a content-addressed identifier for a token
Uses SHA-256 hash of the token's core fields (excluding signature). This CID can be used for revocation.

  



  
    
      
    
    
      is_revoked(TokenCID)



        
          
        

    

  


  

      

          -spec is_revoked(binary()) -> boolean().


      


Check if a token CID is revoked
Currently returns false (not revoked) as revocation gossip is not yet implemented. This will be integrated with a gossip-based revocation list in Phase 4.

  



  
    
      
    
    
      verify(Token)



        
          
        

    

  


  

      

          -spec verify(binary()) -> {ok, capability()} | {error, capability_error()}.


      


Verify a capability token
Decodes the token and verifies: - Signature is valid (Ed25519) - Token is not expired - Token is not revoked
Does NOT check permissions against a specific resource/action. Use authorize/3 for full authorization.

  



  
    
      
    
    
      verify(Token, Opts)



        
          
        

    

  


  

      

          -spec verify(binary(), verify_opts()) -> {ok, capability()} | {error, capability_error()}.


      


Verify a capability token with options

  


        

      


  

    
reckon_db_ccc_filter 
    



      
CCC (Command Context Consistency) filter evaluation inside Khepri transactions.
Evaluates a tag_filter() against the full set of CCC indexes — tags, event types, single-field payload, and composite payload hash — and returns either the set of matching seqs or an answer to "does any matching event have seq above Cutoff?".
This module supersedes reckon_db_dcb_filter (removed in 5.4.0). CCC is a superset of DCB: all tag/event_type filters still work; payload_match and payload_hash_match add CCC payload predicate support.
Two layers: - match_seqs/2: pure set algebra over seqs. Side effects are confined to the seqs-provider function, which the caller supplies. Test with a hardcoded mock provider. - match_any_above_cutoff/2: wraps match_seqs with the cutoff comparison and the production seqs-provider that reads from Khepri via khepri_tx:get_many/1. Must be called from inside a khepri:transaction/2 body.
The tag_filter() type is canonical in reckon_gater_types.hrl (reckon-gater 3.5.0+). Use it via the include; do NOT redefine here.

      


      
        Summary


  
    Types
  


    
      
        match_result/0

      


    


    
      
        seqs_provider/0

      


    





  
    Functions
  


    
      
        match_any_above_cutoff(Filter, Cutoff)

      


        "Does any matching event have seq > Cutoff?" using the production Khepri-backed seqs provider. Call from inside khepri:transaction/2.



    


    
      
        match_any_above_cutoff(Filter, Cutoff, Provider)

      


        Pure-testable variant: the caller supplies the seqs provider.



    


    
      
        match_seqs(_, Provider)

      


        Set of seqs whose events match the filter, per-event semantics.



    


    
      
        preprocess_filter(Other)

      


        Rewrite a tag_filter to replace {payload_hash_match, Keys, Values} with {payload_hash_match_pre, Hash}, where Hash is the pre-computed SHA-256 of the sorted [{Key,Value}] pair list.



    


    
      
        seqs_for_event_type(EventType)

      


        Look up seqs by event type. Reads the event-type index inside a transaction. Returns the list of seqs for EventType. Empty list if none.



    


    
      
        seqs_for_payload(Key, Value)

      


        Look up seqs by single payload field value. Reads the payload index [by_payload, Key, Value, *] inside a transaction.



    


    
      
        seqs_for_payload_hash_pre(Hash)

      


        Look up seqs by pre-computed composite payload hash. Reads the payload hash index [by_payload_hash, Hash, *] inside a transaction.



    


    
      
        seqs_for_tag(Tag)

      


        Look up seqs by tag. Reads the tag index inside a transaction. Returns the list of seqs indexed under Tag. Empty list if no entries.



    





      


      
        Types


        


  
    
      
    
    
      match_result/0



        
          
        

    

  


  

      

          -type match_result() :: false | {true, MaxSeq :: non_neg_integer()}.


      



  



  
    
      
    
    
      seqs_provider/0



        
          
        

    

  


  

      

          -type seqs_provider() ::
          fun((binary() |
               {event_type, binary()} |
               {payload, Key :: binary(), Value :: binary()} |
               {payload_hash_pre, Hash :: binary()}) ->
                  [non_neg_integer()]).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      match_any_above_cutoff(Filter, Cutoff)



        
          
        

    

  


  

      

          -spec match_any_above_cutoff(reckon_gater_types:tag_filter(), reckon_gater_types:seq_cutoff()) ->
                                match_result().


      


"Does any matching event have seq > Cutoff?" using the production Khepri-backed seqs provider. Call from inside khepri:transaction/2.
Cutoff = -1 means "I saw nothing yet" — ANY matching event triggers a conflict. Cutoff = N (>= 0) means "I saw events through seq N" — only seqs > N trigger a conflict.

  



  
    
      
    
    
      match_any_above_cutoff(Filter, Cutoff, Provider)



        
          
        

    

  


  

      

          -spec match_any_above_cutoff(reckon_gater_types:tag_filter(),
                             reckon_gater_types:seq_cutoff(),
                             seqs_provider()) ->
                                match_result().


      


Pure-testable variant: the caller supplies the seqs provider.

  



  
    
      
    
    
      match_seqs(_, Provider)



        
          
        

    

  


  

      

          -spec match_seqs(reckon_gater_types:tag_filter(), seqs_provider()) -> sets:set(non_neg_integer()).


      


Set of seqs whose events match the filter, per-event semantics.
Algebra: any_of(Tags) = union(seqs_for_tag(T) | T in Tags) all_of(Tags) = intersection(seqs_for_tag(T) | T in Tags) event_type(Type) = seqs_for_event_type(Type) payload_match(K, V) = seqs_for_payload(K, V) payload_hash_match_pre(H)= seqs_for_payload_hash_pre(H) or_(Filters) = union(match_seqs(F) | F in Filters) and_(Filters) = intersection(match_seqs(F) | F in Filters)
Empty tag/filter lists yield the empty set (no event matches "nothing").

  



  
    
      
    
    
      preprocess_filter(Other)



        
          
        

    

  


  

      

          -spec preprocess_filter(reckon_gater_types:tag_filter()) -> reckon_gater_types:tag_filter().


      


Rewrite a tag_filter to replace {payload_hash_match, Keys, Values} with {payload_hash_match_pre, Hash}, where Hash is the pre-computed SHA-256 of the sorted [{Key,Value}] pair list.
MUST be called OUTSIDE a Khepri transaction. The hash computation calls crypto:hash/2 (a NIF); Horus cannot extract NIF calls into the portable transaction form that Ra replicates to all cluster members.
Filters without payload_hash_match are returned unchanged.

  



  
    
      
    
    
      seqs_for_event_type(EventType)



        
          
        

    

  


  

      

          -spec seqs_for_event_type(binary()) -> [non_neg_integer()].


      


Look up seqs by event type. Reads the event-type index inside a transaction. Returns the list of seqs for EventType. Empty list if none.

  



  
    
      
    
    
      seqs_for_payload(Key, Value)



        
          
        

    

  


  

      

          -spec seqs_for_payload(binary(), binary()) -> [non_neg_integer()].


      


Look up seqs by single payload field value. Reads the payload index [by_payload, Key, Value, *] inside a transaction.

  



  
    
      
    
    
      seqs_for_payload_hash_pre(Hash)



        
          
        

    

  


  

      

          -spec seqs_for_payload_hash_pre(binary()) -> [non_neg_integer()].


      


Look up seqs by pre-computed composite payload hash. Reads the payload hash index [by_payload_hash, Hash, *] inside a transaction.
The Hash must be pre-computed OUTSIDE the transaction via reckon_db_ccc_paths:payload_combo_hash/2 — this function is called inside the transaction and must not perform any crypto calls.

  



  
    
      
    
    
      seqs_for_tag(Tag)



        
          
        

    

  


  

      

          -spec seqs_for_tag(binary()) -> [non_neg_integer()].


      


Look up seqs by tag. Reads the tag index inside a transaction. Returns the list of seqs indexed under Tag. Empty list if no entries.

  


        

      


  

    
reckon_db_ccc_paths 
    



      
CCC (Command Context Consistency) Khepri path helpers.
Payload index paths used by the CCC extensions to the DCB conditional- append primitive. Two structures live here:
[by_payload, Key, Value, SeqKey] → #{} (single-field payload index) [by_payload_hash, Hash, SeqKey] → #{} (composite SHA-256 hash index)
These are DCB-scoped (SeqKey-ordered, written atomically with each DCB event in the same Khepri transaction) and entirely separate from the secondary index under [idx, ...] which is OrderKey-keyed and optional.
[bookmark: Horus_constraint]Horus constraint
All functions here EXCEPT payload_combo_hash/2 are PURE and safe to call from inside a khepri:transaction/2 body.
payload_combo_hash/2 calls crypto:hash/2 — a NIF that Horus cannot extract into a portable Raft log entry. It MUST be called outside any transaction (in the stamp phase or via preprocess_filter/1).

      


      
        Summary


  
    Functions
  


    
      
        by_payload_hash_path(Hash, Seq)

      


        Path to a composite payload hash index entry: [by_payload_hash, Hash, SeqKey]



    


    
      
        by_payload_hash_pattern(Hash)

      


        Pattern matching every seq under a composite payload hash. Use with khepri_tx:get_many/1 inside a transaction.



    


    
      
        by_payload_path(Key, Value, Seq)

      


        Path to a single-field payload index entry: [by_payload, Key, Value, SeqKey]



    


    
      
        by_payload_pattern(Key, Value)

      


        Pattern matching every seq under a payload field value (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.



    


    
      
        payload_combo_hash(Keys, Values)

      


        SHA-256 of the sorted [{Key, Value}] pair list.



    





      


      
        Functions


        


  
    
      
    
    
      by_payload_hash_path(Hash, Seq)



        
          
        

    

  


  

      

          -spec by_payload_hash_path(binary(), non_neg_integer()) -> [term()].


      


Path to a composite payload hash index entry: [by_payload_hash, Hash, SeqKey]

  



  
    
      
    
    
      by_payload_hash_pattern(Hash)



        
          
        

    

  


  

      

          -spec by_payload_hash_pattern(binary()) -> [term()].


      


Pattern matching every seq under a composite payload hash. Use with khepri_tx:get_many/1 inside a transaction.

  



  
    
      
    
    
      by_payload_path(Key, Value, Seq)



        
          
        

    

  


  

      

          -spec by_payload_path(binary(), binary(), non_neg_integer()) -> [term()].


      


Path to a single-field payload index entry: [by_payload, Key, Value, SeqKey]

  



  
    
      
    
    
      by_payload_pattern(Key, Value)



        
          
        

    

  


  

      

          -spec by_payload_pattern(binary(), binary()) -> [term()].


      


Pattern matching every seq under a payload field value (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.

  



  
    
      
    
    
      payload_combo_hash(Keys, Values)



        
          
        

    

  


  

      

          -spec payload_combo_hash([binary()], [binary()]) -> binary().


      


SHA-256 of the sorted [{Key, Value}] pair list.
Sort ensures field-order independence: the same set of fields produces the same hash regardless of the order Keys and Values are supplied.
Example: payload_combo_hash([A, B], [V1, V2]) == payload_combo_hash([B, A], [V2, V1])
MUST NOT be called from inside a Khepri transaction — crypto:hash/2 is a NIF that Horus cannot extract. Pre-compute the hash in the stamp phase or via reckon_db_ccc_filter:preprocess_filter/1 before entering the transaction.

  


        

      


  

    
reckon_db_chain_watermark 
    



      
Per-stream chain-start watermark for the tamper-resistance migration story.
Each stream that has ever held integrity-bearing events records the version at which integrity began. Events with version below the watermark are pre-integrity legacy; events at or above must carry prev_event_hash + mac.
[bookmark: Storage]Storage
Watermark lives in Khepri under [metadata, integrity, chain_start, StreamId] (the macro ?INTEGRITY_CHAIN_START_PATH from reckon_db.hrl, plus the stream ID). Value is a single non_neg_integer().
[bookmark: Lazy_enablement]Lazy enablement
The watermark is created on the first integrity-bearing append to a stream. There is no explicit "enable integrity on this stream" operation - the act of appending under a store with integrity enabled implicitly sets the watermark if it does not already exist.
For a fresh stream (never had any events) this means the watermark is set to 0 when the first event is written.
For an existing legacy stream (events 0..N-1 already stored) being appended to for the first time AFTER integrity was enabled on the store, the watermark is set to N - the version that the new event is about to take. The first N legacy events stay legacy.
[bookmark: Read-side_use]Read-side use
The read path consults the watermark to decide whether to verify integrity on an event. This module's responsibility ends at read/write of the watermark itself; verification logic lives in reckon_gater_integrity.

      


      
        Summary


  
    Functions
  


    
      
        delete(StoreId, StreamId)

      


        Delete a stream's watermark.



    


    
      
        lookup(StoreId, StreamId)

      


        Read the chain-start version for a stream.



    


    
      
        set_if_absent(StoreId, StreamId, Version)

      


        Set the chain-start watermark for a stream if not already set.



    





      


      
        Functions


        


  
    
      
    
    
      delete(StoreId, StreamId)



        
          
        

    

  


  

      

          -spec delete(StoreId :: atom(), StreamId :: binary()) -> ok.


      


Delete a stream's watermark.
Used only when deleting the entire stream - the watermark is part of the stream's metadata and should not outlive it. Best-effort: any error is swallowed since this should never block stream deletion itself.

  



  
    
      
    
    
      lookup(StoreId, StreamId)



        
          
        

    

  


  

      

          -spec lookup(StoreId :: atom(), StreamId :: binary()) -> {ok, non_neg_integer() | undefined}.


      


Read the chain-start version for a stream.
Returns the version at which integrity began for the stream, or 'undefined' if no watermark has been recorded (i.e., the stream has never had an integrity-bearing append).

  



  
    
      
    
    
      set_if_absent(StoreId, StreamId, Version)



        
          
        

    

  


  

      

          -spec set_if_absent(StoreId :: atom(), StreamId :: binary(), Version :: non_neg_integer()) ->
                       {ok, RecordedVersion :: non_neg_integer()}.


      


Set the chain-start watermark for a stream if not already set.
Returns the version that ended up recorded - either the value passed in (this call set it), or the value that was already present (a concurrent call set it first).
This function intentionally tolerates write-write races: multiple writers attempting to set the same watermark all converge on the same outcome, because the writer's "next version about to write" is itself serialized by reckon-db's per-stream append ordering. If two concurrent writers somehow both reach this code path with the same NextVersion, the watermark ends up equal to NextVersion regardless of who won.

  


        

      


  

    
reckon_db_cluster 
    



      
Cluster-level health and consistency facade.
Stable surface for cluster-wide checks that reckon_db_gateway_worker (and therefore the gateway's HealthService RPCs) consumes. Delegates to the underlying primitives in [[reckon_db_consistency_checker]] and ra/khepri.
This module deliberately does NOT depend on the reckon_db_consistency_checker gen_server being supervised — the per-call entry points (verify_membership_consensus/1, etc.) are pure functions that gather state from ra/khepri on demand. That makes the facade safe to call in both single and cluster modes, and avoids a dependency on the periodic-checker actually running.
Historical note: prior to reckon_db 2.2.1, reckon_db_gateway_worker referenced this module's four functions, but the module itself was never extracted from the legacy esdb_cluster rename in 2.0.0. The dangling references caused HealthService.Check and the three VerifyXxx RPCs to hang in the retry loop until the gRPC client timed out. 2.2.1 ships this facade and gets those handlers working.

      


      
        Summary


  
    Functions
  


    
      
        check_log_consistency(StoreId)

      


        Verify Raft log consistency across followers.



    


    
      
        health_check(StoreId)

      


        Quick health check — does the store have quorum and a leader?



    


    
      
        verify_consistency(StoreId)

      


        Full cluster consistency check.



    


    
      
        verify_membership(StoreId)

      


        Verify membership consensus.



    





      


      
        Functions


        


  
    
      
    
    
      check_log_consistency(StoreId)



        
          
        

    

  


  

      

          -spec check_log_consistency(atom()) -> {ok, map()} | {error, term()}.


      


Verify Raft log consistency across followers.
Collects per-follower term/index stats and checks for replication divergence. Used by the gateway's HealthService.CheckRaftLogConsistency RPC.

  



  
    
      
    
    
      health_check(StoreId)



        
          
        

    

  


  

      

          -spec health_check(atom()) -> {ok, map()} | {error, term()}.


      


Quick health check — does the store have quorum and a leader?
Cheap. No RPCs to other nodes. Suitable for liveness probes and the gateway's HealthService.Check RPC.
Returns {ok, #{status => healthy | degraded | no_quorum, ...}} on success, {error, Reason} when the store isn't reachable at all (e.g. coordinator not started, store not known to ra).

  



  
    
      
    
    
      verify_consistency(StoreId)



        
          
        

    

  


  

      

          -spec verify_consistency(atom()) -> {ok, map()} | {error, term()}.


      


Full cluster consistency check.
Combines membership consensus + leader consensus into a single verdict. Quorum is checked first as a cheap precondition. Used by the gateway's HealthService.VerifyClusterConsistency RPC.
Returns {ok, #{status => healthy | degraded | split_brain | no_quorum, membership => ..., leader => ...}} or {error, Reason}.

  



  
    
      
    
    
      verify_membership(StoreId)



        
          
        

    

  


  

      

          -spec verify_membership(atom()) -> {ok, map()} | {error, term()}.


      


Verify membership consensus.
Collects each node's view of cluster membership via RPC and confirms they agree. Used by the gateway's HealthService.VerifyMembershipConsensus RPC.

  


        

      


  

    
reckon_db_cluster_sup 
    



      
Cluster supervisor for reckon-db
Manages cluster-related components (cluster mode only): - Discovery (UDP multicast / K8s DNS) - Store coordinator (cluster join coordination)
Note: Node monitor is started by system_sup for all modes.

      


      
        Summary


  
    Types
  


    
      
        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        start_link(Store_config)

      


        Start the cluster supervisor



    





      


      
        Types


        


  
    
      
    
    
      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the cluster supervisor

  


        

      


  

    
reckon_db_config 
    



      
Configuration management for reckon-db
Handles reading and validating store configurations from the application environment.

      


      
        Summary


  
    Types
  


    
      
        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        get_all_store_configs()

      


        Get all configured store configurations
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec get_all_store_configs() -> [store_config()].


      


Get all configured store configurations
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          -spec get_env(atom(), term()) -> term().


      


Get an application environment value
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Get an application environment value with a specific app
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          -spec get_store_config(atom()) -> {ok, store_config()} | {error, not_found}.


      


Get configuration for a specific store

  


        

      


  

    
reckon_db_consistency_checker 
    



      
Cluster consistency checker for reckon-db
Provides active split-brain detection and cluster health verification. Implements multi-layer consistency checking:
1. Membership Consensus - All nodes agree on cluster membership 2. Raft Log Consistency - Log terms and indices match across followers 3. Leader Consensus - All nodes agree on who the leader is 4. Quorum Verification - Sufficient nodes available for operations
Split-Brain Detection:
Split-brain occurs when network partitions cause nodes to form independent clusters. This module detects such scenarios by:
- Collecting membership views from all nodes via RPC - Comparing views to find inconsistencies - Detecting when nodes report different leaders - Identifying when quorum is at risk
Academic References:
- Ongaro, D. and Ousterhout, J. (2014). In Search of an Understandable Consensus Algorithm (Raft). USENIX ATC 2014. - Brewer, E. (2012). CAP Twelve Years Later: How the "Rules" Have Changed. IEEE Computer, 45(2), 23-29.
See also: reckon_db_health_prober.
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          -type check_detail() :: #{status := ok | warning | error, message := binary(), data := term()}.
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          -type check_result() ::
          #{status := consistency_status(),
            checks := #{atom() => check_detail()},
            timestamp := integer(),
            duration_us := non_neg_integer()}.
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          -type consistency_status() :: healthy | degraded | split_brain | no_quorum.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          #store_config{store_id :: atom(),
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                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
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                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec check_now(atom()) -> check_result().


      


Force an immediate consistency check
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          -spec get_quorum_status(atom()) -> {ok, map()} | {error, term()}.


      


Get current quorum status
Returns quorum availability and margin information.
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          -spec get_status(atom()) -> {ok, consistency_status()} | {error, not_running}.


      


Get current consistency status
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          -spec on_status_change(atom(), fun((consistency_status()) -> any())) -> reference().


      


Register a callback for status changes
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          -spec remove_callback(atom(), reference()) -> ok.


      


Remove a previously registered callback
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the consistency checker
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          -spec verify_leader_consensus(atom()) -> {ok, map()} | {error, term()}.


      


Verify all nodes agree on the current leader
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          -spec verify_membership_consensus(atom()) -> {ok, map()} | {error, term()}.


      


Verify membership consensus across all cluster nodes
Collects membership views from each node and compares them. Returns consensus if all nodes agree, split_brain if they disagree.
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          -spec verify_raft_consistency(atom()) -> {ok, map()} | {error, term()}.


      


Verify Raft log consistency across cluster
Checks that follower nodes have consistent log terms and indices. Significant divergence may indicate replication issues.

  


        

      


  

    
reckon_db_core_sup 
    



      
Core supervisor for reckon-db
Manages tightly-coupled core components using one_for_all strategy: - PersistenceSystem (Khepri store, streams, snapshots, subscriptions) - NotificationSystem (leader, emitters) - StoreMgr (store lifecycle coordination)
If any child fails, all children are restarted to ensure consistency.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
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                        integrity :: integrity_config(),
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the core supervisor

  


        

      


  

    
reckon_db_crypto_nif 
    



      
Optimized cryptographic operations for reckon-db.
This module provides high-performance implementations of cryptographic operations used throughout reckon-db. It supports two modes:
	Enterprise mode: Uses Rust NIFs for maximum performance
	Community mode: Uses pure Erlang fallbacks (fully functional)

The mode is automatically detected at startup based on whether the NIF library is available. Community edition users (hex.pm) will always use the Erlang fallbacks, which provide identical functionality.
[bookmark: Usage]Usage
All functions work identically regardless of which implementation is active:
  %% Verify Ed25519 signature
  true = reckon_db_crypto_nif:verify_ed25519(Message, Signature, PublicKey).
 
  %% Generate token CID (SHA256 + base64)
  CID = reckon_db_crypto_nif:hash_sha256_base64(Data).
 
  %% Check which mode is active
  true = reckon_db_crypto_nif:is_nif_loaded().  %% Enterprise
  false = reckon_db_crypto_nif:is_nif_loaded(). %% Community
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        Check if the NIF is loaded (Enterprise mode).
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        Constant-time comparison of two binaries.
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          -spec base64_decode_urlsafe(Data :: binary()) -> {ok, binary()} | {error, invalid_base64}.


      


Decode URL-safe base64 string.
Returns {ok, Binary} on success, {error, invalid_base64} on failure.
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          -spec base64_encode_urlsafe(Data :: binary()) -> binary().


      


Encode binary as URL-safe base64 (no padding).
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          -spec hash_sha256(Data :: binary()) -> binary().


      


Compute SHA-256 hash.
Returns a 32-byte binary containing the SHA-256 hash of the input.
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          -spec hash_sha256_base64(Data :: binary()) -> binary().


      


Compute SHA-256 hash and encode as URL-safe base64.
This is optimized for token CID generation - combines hash + encode in a single call to avoid intermediate allocations.
Returns a URL-safe base64 string (no padding).
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          -spec implementation() -> nif | erlang.


      


Get the current implementation mode.
Returns nif for Enterprise mode or erlang for Community mode.
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          -spec is_nif_loaded() -> boolean().


      


Check if the NIF is loaded (Enterprise mode).
Returns true if running in Enterprise mode with NIF optimizations, false if running in Community mode with pure Erlang.
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          -spec secure_compare(A :: binary(), B :: binary()) -> boolean().


      


Constant-time comparison of two binaries.
This is important for security - prevents timing attacks when comparing signatures, hashes, or tokens. Always takes the same amount of time regardless of where the difference is (if any).
Returns true if equal, false otherwise.
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          -spec verify_ed25519(Message :: binary(), Signature :: binary(), PublicKey :: binary()) -> boolean().


      


Verify an Ed25519 signature.
This function verifies that a signature was created by the private key corresponding to the given public key.
Arguments:
	Message - The original message that was signed (binary)
	Signature - The 64-byte Ed25519 signature (binary)
	PublicKey - The 32-byte Ed25519 public key (binary)

Returns true if valid, false otherwise.

  


        

      


  

    
reckon_db_dcb 
    



      
DCB conditional-append primitive.
Implements append_if_no_tag_matches/4 as a khepri:transaction/2 body. The transaction:
1. Verifies the tag-filter context ({context_changed, _} on conflict). 2. For integrity-enabled stores: verifies the seq counter and chain-tip still match what the caller observed when pre-stamping MACs. On mismatch aborts with {dcb_state_changed, _} and the outer loop retries with a fresh snapshot. 3. Writes events under ?DCB_STREAM_PATH ++ [SeqKey] plus one tag-index entry per tag at ?BY_TAG_PATH ++ [Tag, SeqKey]. 4. Updates the seq counter (and chain-tip if integrity is enabled).
The whole sequence happens inside one Ra log entry; atomic across the cluster. Either everything commits, or an abort comes back and nothing changed.
[bookmark: Integrity_(reckon-db_3.2.0+)]Integrity (reckon-db 3.2.0+)
On integrity-enabled stores, DCB events carry prev_event_hash + mac like any other integrity-bearing event. Because Khepri's Horus extractor rejects code containing crypto:* calls (even on unreachable branches; extraction sees the whole function), MAC chains are pre-computed OUTSIDE the transaction. Inside the transaction we verify the chain-tip + counter are still what we saw, then write the pre-stamped records.
Two retry vectors: - {context_changed, _}: tag-filter conflict. Callers (e.g., evoq_decision_runtime) retry with fresh context. - {dcb_state_changed, _}: counter or chain-tip moved between our pre-stamp read and the transaction. The retry loop in this module handles it transparently, bounded by ?INTEGRITY_RETRY_BUDGET.
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        Return all event types present in the DCB log, sorted by count descending.
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        Return all tags present in the DCB log, sorted by event count descending.
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        Return DCB events where data[Key] = Value, up to Limit events in ascending seq order.
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        Return DCB events matching the composite payload field combination, up to Limit events in ascending seq order.
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        Read DCB events in ascending seq order.
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -spec all_event_types(atom()) -> {ok, [{binary(), non_neg_integer()}]} | {error, term()}.


      


Return all event types present in the DCB log, sorted by count descending.
Each type is returned as {EventType, EventCount}. Uses the by_event_type index.
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          -spec all_tags(atom()) -> {ok, [{binary(), non_neg_integer()}]} | {error, term()}.


      


Return all tags present in the DCB log, sorted by event count descending.
Each tag is returned as {Tag, EventCount}. Uses the by_tag index so it does not scan DCB events directly.
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          -spec append_if_no_tag_matches(StoreId :: atom() | binary(),
                               TagFilter :: reckon_gater_types:tag_filter(),
                               SeqCutoff :: reckon_gater_types:seq_cutoff(),
                               Events :: [map()]) ->
                                  {ok, LastSeq :: non_neg_integer()} |
                                  {error, {context_changed, non_neg_integer()}} |
                                  {error, no_events} |
                                  {error, dcb_concurrent_writer_exhausted} |
                                  {error, term()}.
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          -spec read_by_payload(atom(), binary(), binary(), pos_integer()) ->
                         {ok,
                          [#event{event_id :: binary(),
                                  event_type :: binary(),
                                  stream_id :: binary(),
                                  version :: non_neg_integer(),
                                  data :: map() | binary(),
                                  metadata :: map(),
                                  tags :: [binary()] | undefined,
                                  timestamp :: integer(),
                                  epoch_us :: integer(),
                                  data_content_type :: binary(),
                                  metadata_content_type :: binary(),
                                  prev_event_hash :: binary() | undefined,
                                  mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                                  signature :: binary() | undefined}]} |
                         {error, term()}.


      


Return DCB events where data[Key] = Value, up to Limit events in ascending seq order.
Requires {payload, Key} declared in the store's index config.
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          -spec read_by_payload_hash(atom(), [binary()], [binary()], pos_integer()) ->
                              {ok,
                               [#event{event_id :: binary(),
                                       event_type :: binary(),
                                       stream_id :: binary(),
                                       version :: non_neg_integer(),
                                       data :: map() | binary(),
                                       metadata :: map(),
                                       tags :: [binary()] | undefined,
                                       timestamp :: integer(),
                                       epoch_us :: integer(),
                                       data_content_type :: binary(),
                                       metadata_content_type :: binary(),
                                       prev_event_hash :: binary() | undefined,
                                       mac ::
                                           {KeyId :: non_neg_integer(), MacBytes :: binary()} |
                                           undefined,
                                       signature :: binary() | undefined}]} |
                              {error, term()}.


      


Return DCB events matching the composite payload field combination, up to Limit events in ascending seq order.
Requires {payload_hash, Keys} declared in the store's index config. Field order in Keys/Values is ignored (hash is order-independent).
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          -spec read_log(atom(), non_neg_integer(), pos_integer()) ->
                  {ok,
                   [#event{event_id :: binary(),
                           event_type :: binary(),
                           stream_id :: binary(),
                           version :: non_neg_integer(),
                           data :: map() | binary(),
                           metadata :: map(),
                           tags :: [binary()] | undefined,
                           timestamp :: integer(),
                           epoch_us :: integer(),
                           data_content_type :: binary(),
                           metadata_content_type :: binary(),
                           prev_event_hash :: binary() | undefined,
                           mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                           signature :: binary() | undefined}],
                   non_neg_integer()} |
                  {error, term()}.


      


Read DCB events in ascending seq order.
FromSeq is the first sequence number to include (0 for the beginning). Limit is the maximum number of events to return.
Returns {ok, Events, TotalCount} where TotalCount is the total number of events in the DCB log (used for pagination).

  


        

      


  

    
reckon_db_dcb_paths 
    



      
DCB Khepri path helpers.
DCB events live under [events, ?DCB_STREAM] and are mirrored under [by_tag, Tag, SeqKey] for every tag they carry, and under [by_event_type, EventType, SeqKey] for their event_type field. Both mirrors are the consistency index: a subtree iteration on [by_tag, Tag, *] or [by_event_type, Type, *] returns all seq keys for that tag or type, lexicographically (numerically) sorted.
Seq keys are fixed-width zero-padded decimal binaries (see ?DCB_SEQ_KEY_WIDTH), so lists:max/1 on a list of seq keys returns the highest, and Key > Cutoff is a lex comparison that matches the numeric comparison.
All functions here are PURE; safe to call from inside a khepri:transaction/2 body.
Payload index paths (single-field and composite hash) were extracted to reckon_db_ccc_paths in 5.4.0 to reflect their CCC scope.
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        by_event_type_path(EventType, Seq)

      


        Path to an event-type index entry for a given seq. Example key: [by_event_type, <<"user_registered_v1">>, <<"00000000000000000042">>]



    


    
      
        by_event_type_pattern(EventType)

      


        Pattern matching every seq under an event type (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.



    


    
      
        by_tag_path(Tag, Seq)

      


        Path to a tag-index entry: [by_tag, <<"email:foo@bar">>, <<"00000000000000000042">>]



    


    
      
        by_tag_pattern(Tag)

      


        Pattern matching every seq under a tag (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.



    


    
      
        event_path(Seq)

      


        Path to the event payload at a given seq: [events, <<"_dcb">>, <<"00000000000000000042">>]



    


    
      
        seq_from_key(Bin)

      


        Decode a seq_key binary back to its integer.
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        Convert a non-negative integer to a fixed-width zero-padded decimal binary (?DCB_SEQ_KEY_WIDTH digits).
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          -spec by_event_type_path(binary(), non_neg_integer()) -> [term()].


      


Path to an event-type index entry for a given seq. Example key: [by_event_type, <<"user_registered_v1">>, <<"00000000000000000042">>]
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          -spec by_event_type_pattern(binary()) -> [term()].


      


Pattern matching every seq under an event type (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.

  



  
    
      
    
    
      by_tag_path(Tag, Seq)



        
          
        

    

  


  

      

          -spec by_tag_path(binary(), non_neg_integer()) -> [term()].


      


Path to a tag-index entry: [by_tag, <<"email:foo@bar">>, <<"00000000000000000042">>]

  



  
    
      
    
    
      by_tag_pattern(Tag)



        
          
        

    

  


  

      

          -spec by_tag_pattern(binary()) -> [term()].


      


Pattern matching every seq under a tag (subtree wildcard). Use with khepri_tx:get_many/1 inside a transaction.

  



  
    
      
    
    
      event_path(Seq)



        
          
        

    

  


  

      

          -spec event_path(non_neg_integer()) -> [term()].


      


Path to the event payload at a given seq: [events, <<"_dcb">>, <<"00000000000000000042">>]

  



  
    
      
    
    
      seq_from_key(Bin)



        
          
        

    

  


  

      

          -spec seq_from_key(binary()) -> non_neg_integer().


      


Decode a seq_key binary back to its integer.

  



  
    
      
    
    
      seq_key(Seq)



        
          
        

    

  


  

      

          -spec seq_key(non_neg_integer()) -> binary().


      


Convert a non-negative integer to a fixed-width zero-padded decimal binary (?DCB_SEQ_KEY_WIDTH digits).
Invariants: - byte_size(seq_key(N)) == ?DCB_SEQ_KEY_WIDTH for all valid N - seq_key(A) =< seq_key(B) iff A =< B (lex == numeric) - seq_from_key(seq_key(N)) == N (roundtrip)

  


        

      


  

    
reckon_db_discovery 
    



      
Cluster discovery for reckon-db
Handles node discovery via UDP multicast (LAN) or Kubernetes DNS. Ported from LibCluster's gossip strategy.
Protocol (v2, since 5.1.0): 1. Broadcast {gossip_v2, NodeBin, Timestamp, Hmac} every BROADCAST_INTERVAL, where Hmac = HMAC-SHA256 over the node name and timestamp keyed with the cluster secret. The secret itself never goes on the wire (v1 broadcast it in cleartext). 2. On receive: safe-decode, constant-time HMAC check, freshness window, THEN net_kernel:connect_node/1. The node name travels as a binary and is only atomized after authentication, so unauthenticated LAN datagrams can neither grow the atom table nor trigger term decoding of attacker-shaped structures. 3. On node up: trigger Khepri cluster join via StoreCoordinator
Discovery requires an explicitly configured cluster secret: the RECKON_DB_CLUSTER_SECRET env var, or the cluster_secret application environment key. Without one, cluster-mode discovery stays passive: no broadcasts, inbound gossip ignored. v1 shipped a hardcoded default secret, which made every unconfigured deployment trust any LAN host.
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec get_discovered_nodes(atom()) -> [node()].


      


Get list of discovered nodes

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(Store_config)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      trigger_discovery(StoreId)



        
          
        

    

  


  

      

          -spec trigger_discovery(atom()) -> ok.


      


Trigger immediate discovery broadcast

  


        

      


  

    
reckon_db_emitter 
    



      
Emitter worker for reckon-db
A gen_server that handles event broadcasting for subscriptions. Each subscription has a pool of emitter workers that receive events from Khepri triggers and forward them to subscribers.
Message types handled: - {broadcast, Topic, Event}: Broadcast event to all subscribers on topic - {forward_to_local, Topic, Event}: Forward event locally (optimization) - {events, [Event]}: Direct event delivery to subscriber pid
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        Update the subscriber pid
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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      child_spec(StoreId, SubscriptionKey, Subscriber, EmitterName)



        
          
        

    

  


  

      

          -spec child_spec(atom(), binary(), pid() | undefined, atom()) -> supervisor:child_spec().


      


Create a child spec for the emitter worker

  



  
    
      
    
    
      code_change(OldVsn, State, Extra)
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      start_link(StoreId, SubscriptionKey, Subscriber, EmitterName)



        
          
        

    

  


  

      

          -spec start_link(atom(), binary(), pid() | undefined, atom()) -> {ok, pid()} | {error, term()}.


      


Start an emitter worker

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      update_subscriber(Emitter, NewSubscriber)



        
          
        

    

  


  

      

          -spec update_subscriber(pid() | atom(), pid()) -> ok.


      


Update the subscriber pid

  


        

      


  

    
reckon_db_emitter_group 
    



      
Emitter group management for reckon-db
Uses pg (process groups) for managing emitter workers. Emitters are responsible for broadcasting events to subscribers.
This module provides: - Process group management for emitter workers - Random emitter selection for load distribution - Topic generation for pub/sub - Emitter name generation for registration
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        broadcast(StoreId, SubscriptionId, Event)

      


        Broadcast an event to a random emitter in the group



    


    
      
        emitter_name(StoreId, SubscriptionId)

      


        Generate the base emitter name for a subscription



    


    
      
        emitter_name(StoreId, SubscriptionId, Number)

      


        Generate a numbered emitter name for a subscription



    


    
      
        group_key(StoreId, SubscriptionId)

      


        Generate the group key for a subscription's emitters



    


    
      
        join(StoreId, SubscriptionId, PidOrPids)

      


        Join one or more processes to the emitter group



    


    
      
        leave(StoreId, SubscriptionId, PidOrPids)

      


        Remove one or more processes from the emitter group



    


    
      
        members(StoreId, SubscriptionId)

      


        Get all member processes in the emitter group



    


    
      
        persist_emitters(StoreId, SubscriptionId, PoolSize)

      


        Persist emitter names to persistent_term for fast retrieval



    


    
      
        retrieve_emitters(StoreId, SubscriptionId)

      


        Retrieve previously persisted emitter names



    


    
      
        topic(StoreId, SubscriptionId)

      


        Generate the topic name for a subscription
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -type store_id() :: atom().


      



  



  
    
      
    
    
      subscription_id/0



        
          
        

    

  


  

      

          -type subscription_id() :: binary().
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          -spec broadcast(store_id(), subscription_id(), event()) -> ok | {error, no_emitters}.


      


Broadcast an event to a random emitter in the group
If the selected emitter is on the local node, sends a forward_to_local message for optimized local delivery. Otherwise sends a broadcast message.
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          -spec emitter_name(store_id(), subscription_id()) -> atom().


      


Generate the base emitter name for a subscription
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          -spec emitter_name(store_id(), subscription_id(), pos_integer()) -> atom().


      


Generate a numbered emitter name for a subscription
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          -spec group_key(store_id(), subscription_id()) -> {atom(), subscription_id(), emitters}.


      


Generate the group key for a subscription's emitters

  



  
    
      
    
    
      join(StoreId, SubscriptionId, PidOrPids)



        
          
        

    

  


  

      

          -spec join(store_id(), subscription_id(), pid() | [pid()]) -> ok.


      


Join one or more processes to the emitter group

  



  
    
      
    
    
      leave(StoreId, SubscriptionId, PidOrPids)



        
          
        

    

  


  

      

          -spec leave(store_id(), subscription_id(), pid() | [pid()]) -> ok.


      


Remove one or more processes from the emitter group
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          -spec members(store_id(), subscription_id()) -> [pid()].


      


Get all member processes in the emitter group

  



  
    
      
    
    
      persist_emitters(StoreId, SubscriptionId, PoolSize)



        
          
        

    

  


  

      

          -spec persist_emitters(store_id(), subscription_id(), pos_integer()) -> [atom()].


      


Persist emitter names to persistent_term for fast retrieval

  



  
    
      
    
    
      retrieve_emitters(StoreId, SubscriptionId)



        
          
        

    

  


  

      

          -spec retrieve_emitters(store_id(), subscription_id()) -> [atom()].


      


Retrieve previously persisted emitter names

  



  
    
      
    
    
      topic(StoreId, SubscriptionId)



        
          
        

    

  


  

      

          -spec topic(store_id(), subscription_id()) -> binary().


      


Generate the topic name for a subscription
Special case: the binary <<"$all">> creates a topic for all events

  


        

      


  

    
reckon_db_emitter_pool 
    



      
Emitter pool supervisor for reckon-db
Supervises a pool of emitter workers for a single subscription. Each subscription can have multiple emitter workers for load distribution.
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        Stop an emitter pool by key (deprecated, use stop_emitter/2)
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        Update an emitter pool configuration
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          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
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          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.
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          -spec name(atom(), binary()) -> atom().


      


Generate the name for an emitter pool

  



  
    
      
    
    
      start_emitter(StoreId, Subscription)



        
          
        

    

  


  

      

          -spec start_emitter(atom(), subscription()) -> {ok, pid()} | {error, term()}.


      


Start an emitter pool for a subscription
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          -spec start_link(atom(), subscription()) -> {ok, pid()} | {error, term()}.


      


Start the emitter pool supervisor
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          -spec stop(atom(), binary()) -> ok | {error, term()}.


      


Stop an emitter pool by key (deprecated, use stop_emitter/2)
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          -spec stop_emitter(atom(), subscription()) -> ok | {error, term()}.


      


Stop an emitter pool for a subscription

  



  
    
      
    
    
      update_emitter(StoreId, Subscription)



        
          
        

    

  


  

      

          -spec update_emitter(atom(), subscription()) -> ok | {error, term()}.


      


Update an emitter pool configuration

  


        

      


  

    
reckon_db_emitter_sup 
    



      
Emitter supervisor for reckon-db
Manages emitter pools for subscriptions. Emitter pools are created dynamically when subscriptions are registered.
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          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
                        subscription_name :: binary(),
                        subscriber_pid :: pid() | undefined,
                        created_at :: integer(),
                        pool_size :: pos_integer(),
                        checkpoint :: non_neg_integer() | undefined,
                        options :: map()}.
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          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.
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          -spec start_emitter_pool(atom(), subscription()) -> {ok, pid()} | {error, term()}.


      


Start an emitter pool for a subscription
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the emitter supervisor
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          -spec stop_emitter_pool(atom(), binary()) -> ok | {error, term()}.


      


Stop an emitter pool

  


        

      


  

    
reckon_db_filter_nif 
    



      
Optimized pattern matching and filtering operations for reckon-db.
This module provides high-performance pattern matching implementations:
	Wildcard matching: Fast * and ? pattern matching
	Regex matching: Compiled regex pattern matching
	Prefix/Suffix matching: Optimized start/end checks
	Batch filtering: Filter lists by patterns efficiently

The mode is automatically detected at startup based on whether the NIF library is available. Community edition users (hex.pm) will always use the Erlang fallbacks, which provide identical functionality.
[bookmark: Wildcard_Patterns]Wildcard Patterns
Wildcards supported:
	* matches any sequence of characters (including empty)
	? matches any single character

[bookmark: Usage]Usage
  %% Check if a stream matches a pattern
  true = reckon_db_filter_nif:wildcard_match(<<"orders-123">>, <<"orders-*">>).
 
  %% Filter streams by pattern
  Matching = reckon_db_filter_nif:filter_by_wildcard(Streams, <<"user-*">>).
 
  %% Check which mode is active
  nif = reckon_db_filter_nif:implementation().  %% Enterprise
  erlang = reckon_db_filter_nif:implementation(). %% Community
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        Count items matching a wildcard pattern.
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        Filter a list of binaries by prefix.
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        Filter a list of binaries by regex pattern.
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        Filter a list of binaries by suffix.
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        Filter a list of binaries by wildcard pattern.



    


    
      
        has_prefix(Text, Prefix)

      


        Check if a string has a specific prefix.
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        Check if a string has a specific suffix.
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        Get the current implementation mode.
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        Check if the NIF is loaded (Enterprise mode).
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        Validate that a pattern is a valid regex.
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        Return indices of items matching a wildcard pattern.
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        Check if a string matches a regex pattern.
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        Check if a string matches a wildcard pattern.
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        Convert a wildcard pattern to a regex pattern.



    





      


      
        Functions


        


  
    
      
    
    
      count_matches(Items, Pattern)



        
          
        

    

  


  

      

          -spec count_matches(Items :: [binary()], Pattern :: binary()) -> non_neg_integer().


      


Count items matching a wildcard pattern.
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          -spec filter_by_prefix(Items :: [binary()], Prefix :: binary()) -> [binary()].


      


Filter a list of binaries by prefix.
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          -spec filter_by_regex(Items :: [binary()], RegexPattern :: binary()) -> [binary()].


      


Filter a list of binaries by regex pattern.
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          -spec filter_by_suffix(Items :: [binary()], Suffix :: binary()) -> [binary()].


      


Filter a list of binaries by suffix.
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          -spec filter_by_wildcard(Items :: [binary()], Pattern :: binary()) -> [binary()].


      


Filter a list of binaries by wildcard pattern.

  



  
    
      
    
    
      has_prefix(Text, Prefix)



        
          
        

    

  


  

      

          -spec has_prefix(Text :: binary(), Prefix :: binary()) -> boolean().


      


Check if a string has a specific prefix.
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          -spec has_suffix(Text :: binary(), Suffix :: binary()) -> boolean().


      


Check if a string has a specific suffix.
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          -spec implementation() -> nif | erlang.


      


Get the current implementation mode.

  



  
    
      
    
    
      is_nif_loaded()



        
          
        

    

  


  

      

          -spec is_nif_loaded() -> boolean().


      


Check if the NIF is loaded (Enterprise mode).

  



  
    
      
    
    
      is_valid_regex(Pattern)



        
          
        

    

  


  

      

          -spec is_valid_regex(Pattern :: binary()) -> boolean().


      


Validate that a pattern is a valid regex.

  



  
    
      
    
    
      match_indices(Items, Pattern)



        
          
        

    

  


  

      

          -spec match_indices(Items :: [binary()], Pattern :: binary()) -> [non_neg_integer()].


      


Return indices of items matching a wildcard pattern.

  



  
    
      
    
    
      regex_match(Text, RegexPattern)



        
          
        

    

  


  

      

          -spec regex_match(Text :: binary(), RegexPattern :: binary()) -> boolean().


      


Check if a string matches a regex pattern.

  



  
    
      
    
    
      wildcard_match(Text, Pattern)



        
          
        

    

  


  

      

          -spec wildcard_match(Text :: binary(), Pattern :: binary()) -> boolean().


      


Check if a string matches a wildcard pattern.

  



  
    
      
    
    
      wildcard_to_regex(Pattern)



        
          
        

    

  


  

      

          -spec wildcard_to_regex(Pattern :: binary()) -> binary().


      


Convert a wildcard pattern to a regex pattern.
Wildcards: - * matches any sequence of characters - ? matches any single character

  


        

      


  

    
reckon_db_filters 
    



      
Khepri event filters for reckon-db
Provides filter builders for Khepri event subscriptions. These filters are used to watch for new events matching specific criteria.

      


      
        Summary


  
    Types
  


    
      
        event/0

      


    


    
      
        subscription_type/0

      


    





  
    Functions
  


    
      
        by_event_pattern(EventPattern)

      


        Create a filter matching events with a specific pattern in their metadata



    


    
      
        by_event_payload(PayloadPattern)

      


        Create a filter matching events with a specific pattern in their payload



    


    
      
        by_event_type(EventType)

      


        Create a filter for events of a specific type



    


    
      
        by_stream(Stream)

      


        Build a Khepri tree-event filter for subscriptions of type stream (a.k.a. by_stream).



    


    
      
        by_tags(Tags)

      


        Create a filter matching events with specific tags



    


    
      
        matches(Type, StreamId, Event)

      


        In-memory predicate matching an #event{} record against a subscription's (Type, Selector) pair.



    





      


      
        Types


        


  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.


      



  



  
    
      
    
    
      subscription_type/0



        
          
        

    

  


  

      

          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      by_event_pattern(EventPattern)



        
          
        

    

  


  

      

          -spec by_event_pattern(map()) -> khepri_evf:tree_event_filter().


      


Create a filter matching events with a specific pattern in their metadata
The pattern is a map that must be a subset of the event record.

  



  
    
      
    
    
      by_event_payload(PayloadPattern)



        
          
        

    

  


  

      

          -spec by_event_payload(map()) -> khepri_evf:tree_event_filter().


      


Create a filter matching events with a specific pattern in their payload
The pattern is checked against the data field of the event.

  



  
    
      
    
    
      by_event_type(EventType)



        
          
        

    

  


  

      

          -spec by_event_type(binary()) -> khepri_evf:tree_event_filter().


      


Create a filter for events of a specific type
Uses #event{} record pattern matching since events are stored as records.

  



  
    
      
    
    
      by_stream(Stream)



        
          
        

    

  


  

      

          -spec by_stream(binary()) -> khepri_evf:tree_event_filter() | {error, empty_selector}.


      


Build a Khepri tree-event filter for subscriptions of type stream (a.k.a. by_stream).
[bookmark: Selector_grammar]Selector grammar
	&lt;&lt;"$all"&gt;&gt; — the only recognised wildcard sentinel. Matches every event in every stream in the store.
	Any other non-empty binary — a literal stream id; the filter matches events on that exact stream only.

[bookmark: Stream_id_conventions]Stream id conventions
The filter doesn't enforce stream-id shape (it just treats the selector as a path component), but reckon-db has two formats:
	**User streams** — &lt;prefix&gt;-&lt;hex&gt;, where prefix is [A-Za-z]+ and hex is [A-Fa-f0-9]+ (typically a UUIDv7 with dashes stripped). Example: account-018f6a7b8c9d4abc8901234567890abc.
	**System streams** — $&lt;namespace&gt;:&lt;name&gt;, where the $ prefix marks "reckon-db-managed, not user data" and &lt;name&gt; is intentionally human-readable. Example: $link:high-value-orders from reckon_db_links. Same role as EventStoreDB's $ce- / $et- / $by_* prefixes.

Both formats subscribe identically — the filter doesn't care. The $ namespace is only special at the sentinel level ($all).
Returns {error, empty_selector} for an empty binary; every other input builds a filter. Append-time validation of the user-stream-id shape lives in reckon_db_streams (and is currently advisory; a strict-rejection mode is a follow-up).

  



  
    
      
    
    
      by_tags(Tags)



        
          
        

    

  


  

      

          -spec by_tags([binary()]) -> khepri_evf:tree_event_filter().


      


Create a filter matching events with specific tags
Note: Khepri's pattern matching doesn't natively support list membership, so this creates a broad filter that matches all events with tags. The actual tag filtering must be done by the subscription consumer. For efficient tag-based queries, use reckon_db_streams:read_by_tags/4.

  



  
    
      
    
    
      matches(Type, StreamId, Event)



        
          
        

    

  


  

      

          -spec matches(subscription_type(), binary() | map() | [binary()], event()) -> boolean().


      


In-memory predicate matching an #event{} record against a subscription's (Type, Selector) pair.
The Khepri event filters above are evaluated by Khepri itself on live triggers, but the catch-up replay path bypasses Khepri's trigger engine — it reads the global stream and delivers events directly to the subscriber. Without this predicate, every subscription with start_from = 0 would receive the entire log regardless of its declared selector. Use this to filter the catch-up batch before sending.
Tag membership uses set inclusion: the event must carry ALL of the requested tags (consistent with read_by_tags default match semantics).

  


        

      


  

    
reckon_db_gateway_sup 
    



      
Gateway supervisor for reckon-db
Manages a pool of gateway workers that provide the external interface for the event store. Starts last in the supervision hierarchy to ensure the system is fully operational before accepting external requests.
[bookmark: Gateway_Worker_Pool]Gateway Worker Pool
The supervisor starts gateway_pool_size workers (default 1) for load distribution. Each worker registers with reckon-gater independently, allowing round-robin load balancing across all workers.
[bookmark: Gateway_Integration]Gateway Integration
Gateway workers register themselves with reckon-gater (when available) to enable load-balanced, distributed access to the event store.
When reckon-gater is not available, the gateway workers still run locally but are not registered for external load balancing.
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        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        start_link(Store_config)

      


        Start the gateway supervisor



    





      


      
        Types


        


  
    
      
    
    
      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the gateway supervisor

  


        

      


  

    
reckon_db_gateway_worker 
    



      
Gateway worker for reckon-db
This worker process acts as the gateway endpoint for a store. It registers with reckon-gater and handles incoming requests routed through the gateway API.
Multiple gateway workers can run per store for load balancing. Each worker registers independently with the gater's Ra-based worker registry.
The message format matches the ExESDB.GatewayWorker from the original Elixir implementation.
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        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    


    
      
        subscription/0

      


    


    
      
        subscription_type/0

      


    





  
    Functions
  


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        start_link(Config)

      


        Start a gateway worker for a store Workers are not locally registered to allow multiple per store. They register with reckon-gater for discovery and load balancing.



    


    
      
        terminate(Reason, State)

      


    





      


      
        Types


        


  
    
      
    
    
      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  



  
    
      
    
    
      subscription/0



        
          
        

    

  


  

      

          -type subscription() ::
          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
                        subscription_name :: binary(),
                        subscriber_pid :: pid() | undefined,
                        created_at :: integer(),
                        pool_size :: pos_integer(),
                        checkpoint :: non_neg_integer() | undefined,
                        options :: map()}.


      



  



  
    
      
    
    
      subscription_type/0



        
          
        

    

  


  

      

          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start a gateway worker for a store Workers are not locally registered to allow multiple per store. They register with reckon-gater for discovery and load balancing.

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
reckon_db_hash_nif 
    



      
Optimized hashing operations for reckon-db.
This module provides high-performance hash implementations:
	xxHash64: Extremely fast 64-bit hash
	xxHash3: Even faster, modern 64-bit hash with SIMD
	Partition hash: For consistent stream/subscription routing
	FNV-1a: Fast for small keys

The mode is automatically detected at startup based on whether the NIF library is available. Community edition users (hex.pm) will always use the Erlang fallbacks, which provide identical functionality.
[bookmark: Usage]Usage
  %% Fast hash for routing
  Partition = reckon_db_hash_nif:partition_hash(StreamId, 16).
 
  %% Stream-specific routing
  Partition = reckon_db_hash_nif:stream_partition(StoreId, StreamId, 16).
 
  %% Raw xxHash for checksums
  Hash = reckon_db_hash_nif:xxhash64(Data).
 
  %% Check which mode is active
  nif = reckon_db_hash_nif:implementation().  %% Enterprise
  erlang = reckon_db_hash_nif:implementation(). %% Community
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    Functions
  


    
      
        fast_phash(Data, Range)

      


        Fast replacement for erlang:phash2/2.



    


    
      
        fnv1a(Data)

      


        Compute FNV-1a hash of binary data. Fast for small keys (under 32 bytes).



    


    
      
        implementation()

      


        Get the current implementation mode.



    


    
      
        is_nif_loaded()

      


        Check if the NIF is loaded (Enterprise mode).



    


    
      
        partition_hash(Data, Partitions)

      


        Hash data and map to a partition number. Used for consistent routing of streams/subscriptions to workers.



    


    
      
        partition_hash_batch(Items, Partitions)

      


        Hash multiple binaries and return their partition assignments.



    


    
      
        stream_partition(StoreId, StreamId, Partitions)

      


        Hash {StoreId, StreamId} tuple for stream routing.



    


    
      
        xxhash3(Data)

      


        Compute xxHash3 (64-bit) of binary data. xxHash3 is faster than xxHash64, especially for small inputs.



    


    
      
        xxhash64(Data)

      


        Compute xxHash64 of binary data.



    


    
      
        xxhash64(Data, Seed)

      


        Compute xxHash64 with a seed.



    





      


      
        Functions


        


  
    
      
    
    
      fast_phash(Data, Range)



        
          
        

    

  


  

      

          -spec fast_phash(Data :: binary(), Range :: pos_integer()) -> non_neg_integer().


      


Fast replacement for erlang:phash2/2.

  



  
    
      
    
    
      fnv1a(Data)



        
          
        

    

  


  

      

          -spec fnv1a(Data :: binary()) -> non_neg_integer().


      


Compute FNV-1a hash of binary data. Fast for small keys (under 32 bytes).

  



  
    
      
    
    
      implementation()



        
          
        

    

  


  

      

          -spec implementation() -> nif | erlang.


      


Get the current implementation mode.

  



  
    
      
    
    
      is_nif_loaded()



        
          
        

    

  


  

      

          -spec is_nif_loaded() -> boolean().


      


Check if the NIF is loaded (Enterprise mode).

  



  
    
      
    
    
      partition_hash(Data, Partitions)



        
          
        

    

  


  

      

          -spec partition_hash(Data :: binary(), Partitions :: pos_integer()) -> non_neg_integer().


      


Hash data and map to a partition number. Used for consistent routing of streams/subscriptions to workers.

  



  
    
      
    
    
      partition_hash_batch(Items, Partitions)



        
          
        

    

  


  

      

          -spec partition_hash_batch(Items :: [binary()], Partitions :: pos_integer()) -> [non_neg_integer()].


      


Hash multiple binaries and return their partition assignments.

  



  
    
      
    
    
      stream_partition(StoreId, StreamId, Partitions)



        
          
        

    

  


  

      

          -spec stream_partition(StoreId :: binary(), StreamId :: binary(), Partitions :: pos_integer()) ->
                          non_neg_integer().


      


Hash {StoreId, StreamId} tuple for stream routing.

  



  
    
      
    
    
      xxhash3(Data)



        
          
        

    

  


  

      

          -spec xxhash3(Data :: binary()) -> non_neg_integer().


      


Compute xxHash3 (64-bit) of binary data. xxHash3 is faster than xxHash64, especially for small inputs.

  



  
    
      
    
    
      xxhash64(Data)



        
          
        

    

  


  

      

          -spec xxhash64(Data :: binary()) -> non_neg_integer().


      


Compute xxHash64 of binary data.

  



  
    
      
    
    
      xxhash64(Data, Seed)



        
          
        

    

  


  

      

          -spec xxhash64(Data :: binary(), Seed :: non_neg_integer()) -> non_neg_integer().


      


Compute xxHash64 with a seed.

  


        

      


  

    
reckon_db_health_prober 
    



      
Active health prober for reckon-db cluster nodes
Implements active health probing to detect node failures faster than passive net_kernel:monitor_nodes/1 events. This is critical for timely split-brain detection and quorum management.
Design Philosophy:
Passive monitoring (nodeup/nodedown) can take 60+ seconds to detect failures depending on net_ticktime configuration. Active probing provides sub-second detection with configurable thresholds.
Probe Types:
1. Ping Probe - net_adm:ping/1, fast but shallow 2. RPC Probe - rpc:call with actual work, deeper health check 3. Khepri Probe - khepri_cluster:members/1, verifies store health
Failure Threshold:
A node is only declared failed after consecutive probe failures (default: 3). This prevents transient network issues from triggering false positives.
Recovery Detection:
Once a node is marked failed, probing continues. When probes succeed again, the node is marked recovered and callbacks are notified.
See also: reckon_db_consistency_checker.
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        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        node_status/0

      


    


    
      
        probe_config/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        configure(StoreId, Config)

      


        Update prober configuration



    


    
      
        get_all_status(StoreId)

      


        Get health status of all monitored nodes



    


    
      
        get_node_status(StoreId, Node)

      


        Get health status of a specific node



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        health_check(CallerNode)

      


        Health check function called via RPC Returns basic node health information



    


    
      
        init(Store_config)

      


    


    
      
        on_node_failed(StoreId, Callback)

      


        Register callback for node failure events



    


    
      
        on_node_recovered(StoreId, Callback)

      


        Register callback for node recovery events



    


    
      
        probe_now(StoreId)

      


        Force immediate probe cycle



    


    
      
        remove_callback(StoreId, Ref)

      


        Remove a previously registered callback



    


    
      
        start_link(Store_config)

      


        Start the health prober



    


    
      
        terminate(Reason, State)

      


    





      


      
        Types


        


  
    
      
    
    
      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      node_status/0



        
          
        

    

  


  

      

          -type node_status() :: healthy | suspect | failed | unknown.


      



  



  
    
      
    
    
      probe_config/0



        
          
        

    

  


  

      

          -type probe_config() ::
          #{probe_interval => pos_integer(),
            probe_timeout => pos_integer(),
            failure_threshold => pos_integer(),
            probe_type => ping | rpc | khepri}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      configure(StoreId, Config)



        
          
        

    

  


  

      

          -spec configure(atom(), probe_config()) -> ok.


      


Update prober configuration

  



  
    
      
    
    
      get_all_status(StoreId)



        
          
        

    

  


  

      

          -spec get_all_status(atom()) -> #{node() => node_status()}.


      


Get health status of all monitored nodes

  



  
    
      
    
    
      get_node_status(StoreId, Node)



        
          
        

    

  


  

      

          -spec get_node_status(atom(), node()) -> {ok, node_status()} | {error, unknown_node}.


      


Get health status of a specific node

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      health_check(CallerNode)



        
          
        

    

  


  

      

          -spec health_check(node()) -> {ok, map()}.


      


Health check function called via RPC Returns basic node health information

  



  
    
      
    
    
      init(Store_config)



        
          
        

    

  


  


  



  
    
      
    
    
      on_node_failed(StoreId, Callback)



        
          
        

    

  


  

      

          -spec on_node_failed(atom(), fun((node()) -> any())) -> reference().


      


Register callback for node failure events

  



  
    
      
    
    
      on_node_recovered(StoreId, Callback)



        
          
        

    

  


  

      

          -spec on_node_recovered(atom(), fun((node()) -> any())) -> reference().


      


Register callback for node recovery events

  



  
    
      
    
    
      probe_now(StoreId)



        
          
        

    

  


  

      

          -spec probe_now(atom()) -> ok.


      


Force immediate probe cycle

  



  
    
      
    
    
      remove_callback(StoreId, Ref)



        
          
        

    

  


  

      

          -spec remove_callback(atom(), reference()) -> ok.


      


Remove a previously registered callback

  



  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the health prober

  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
reckon_db_index 
    



      
Generic write-maintained secondary index (opt-in per store).
Turns cross-cutting lookups — "all events with tag X", "all events of type Y", "all events whose metadata key K = V" — from O(total events) scans into O(matches) subtree reads, by maintaining reference entries keyed by the indexed value. This module owns the index layout; nothing else constructs idx paths.
[bookmark: Layout]Layout
  [idx, tag,        Tag,       OrderKey] -> EventRef
  [idx, event_type, EventType, OrderKey] -> EventRef
  [idx, meta, Key,  Value,     OrderKey] -> EventRef
OrderKey = pad(epoch_us) | stream_id | pad(version) — globally ordered (subtree iteration yields event/time order) and unique (no two events share stream+version). EventRef = #{stream_id := binary(), version := non_neg_integer()} points at the primary event under the Model C layout; resolution is a point khepri:get via reckon_db_stream_path:event_path/2.
[bookmark: Maintenance]Maintenance
entries/2 returns the {Path, EventRef} pairs an event produces under a store's declared indexes; the append path writes them transactionally with the event (so the index is never partially populated). This module performs no writes itself — it builds paths and reads.
[bookmark: Reads]Reads
lookup_* read the relevant subtree, resolve refs to events (dropping refs whose event has since been removed, e.g. by scavenge), and sort by epoch_us. Compound tag all intersects ref sets across tags.
See plans/DESIGN_SECONDARY_INDEX.md.
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        entries(Event, Declared)

      


        The index entries an event produces under a store's declared indexes. Each entry is a {Path, EventRef} the caller writes transactionally with the event. Empty when no declared index applies.



    


    
      
        event_ref(Event)

      


        The reference stored at an index leaf — enough to point-get the primary event under the Model C layout.



    


    
      
        lookup_event_types(StoreId, Types)

      


        Events of any of the given types (union).



    


    
      
        lookup_meta(StoreId, Key, Value)

      


        Events whose metadata key = value. The sanctioned primitive apps build causation/correlation/saga read models on; the store does not interpret the key.



    


    
      
        lookup_tags(StoreId, Tags, Match)

      


        Events carrying the given tags. any = union, all = intersection. Empty tag list returns [] (no criteria, no results — matches the pre-index scan semantics).



    


    
      
        order_key(Event)

      


        The unique, time-orderable leaf key for an event's index entries.



    





      


      
        Types


        


  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.


      



  



  
    
      
    
    
      event_ref/0



        
          
        

    

  


  

      

          -type event_ref() :: #{stream_id := binary(), version := non_neg_integer()}.


      



  



  
    
      
    
    
      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      entries(Event, Declared)



        
          
        

    

  


  

      

          -spec entries(event(), [index_decl()]) -> [{khepri_path:native_path(), event_ref()}].


      


The index entries an event produces under a store's declared indexes. Each entry is a {Path, EventRef} the caller writes transactionally with the event. Empty when no declared index applies.

  



  
    
      
    
    
      event_ref(Event)



        
          
        

    

  


  

      

          -spec event_ref(event()) -> event_ref().


      


The reference stored at an index leaf — enough to point-get the primary event under the Model C layout.

  



  
    
      
    
    
      lookup_event_types(StoreId, Types)



        
          
        

    

  


  

      

          -spec lookup_event_types(atom(), [binary()]) -> {ok, [event()]} | {error, term()}.


      


Events of any of the given types (union).

  



  
    
      
    
    
      lookup_meta(StoreId, Key, Value)



        
          
        

    

  


  

      

          -spec lookup_meta(atom(), binary(), binary()) -> {ok, [event()]} | {error, term()}.


      


Events whose metadata key = value. The sanctioned primitive apps build causation/correlation/saga read models on; the store does not interpret the key.

  



  
    
      
    
    
      lookup_tags(StoreId, Tags, Match)



        
          
        

    

  


  

      

          -spec lookup_tags(atom(), [binary()], any | all) -> {ok, [event()]} | {error, term()}.


      


Events carrying the given tags. any = union, all = intersection. Empty tag list returns [] (no criteria, no results — matches the pre-index scan semantics).

  



  
    
      
    
    
      order_key(Event)



        
          
        

    

  


  

      

          -spec order_key(event()) -> nonempty_binary().


      


The unique, time-orderable leaf key for an event's index entries.

  


        

      


  

    
reckon_db_index_config 
    



      
Per-store secondary-index declaration registry.
A store declares which secondary indexes it maintains in #store_config.indexes (none by default). This module installs that declared list into persistent_term at store startup so the append hot path can read it without process-state coupling — exactly the pattern reckon_db_integrity_key uses for the HMAC key.
[bookmark: Storage]Storage
The declared index list is placed in persistent_term under {reckon_db, indexes, StoreId}. Callers read it via declared/1 on every append; the lookup is sub-microsecond.
[bookmark: Index_kinds]Index kinds
	tags — index every tag in #event.tags.
	event_type — index #event.event_type.
	{meta, Key} — index maps:get(Key, metadata) when present.
	{payload, Key} — DCB payload index: top-level JSON field (5.3.0+).
	{payload_hash, Keys} — DCB composite payload hash index (5.3.0+).

See plans/DESIGN_SECONDARY_INDEX.md.
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        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        clear(StoreId)

      


        Remove a store's index declaration from persistent_term (shutdown / test isolation).



    


    
      
        declared(StoreId)

      


        The declared index list for a store ([] if none / not loaded).



    


    
      
        declared_dcb_payload(StoreId)

      


        The subset of declared indexes that are DCB payload indexes.



    


    
      
        is_indexed(StoreId, Kind)

      


        Whether a given index kind is declared for a store. Kind is an index_decl() (tags, event_type, or {meta, Key}). Drives the read-path "use index vs scan-and-warn" decision.



    


    
      
        load(Store_config)

      


        Install a store's declared index list into persistent_term at startup. Idempotent: re-loading overwrites the previous declaration.
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      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear(StoreId)



        
          
        

    

  


  

      

          -spec clear(StoreId :: atom()) -> ok.


      


Remove a store's index declaration from persistent_term (shutdown / test isolation).

  



  
    
      
    
    
      declared(StoreId)



        
          
        

    

  


  

      

          -spec declared(StoreId :: atom()) -> [index_decl()].


      


The declared index list for a store ([] if none / not loaded).

  



  
    
      
    
    
      declared_dcb_payload(StoreId)



        
          
        

    

  


  

      

          -spec declared_dcb_payload(StoreId :: atom()) -> [index_decl()].


      


The subset of declared indexes that are DCB payload indexes.
Used by the DCB append path to extract payload entries for each event. Returns only {payload, Key} and {payload_hash, Keys} declarations.

  



  
    
      
    
    
      is_indexed(StoreId, Kind)



        
          
        

    

  


  

      

          -spec is_indexed(StoreId :: atom(), Kind :: index_decl()) -> boolean().


      


Whether a given index kind is declared for a store. Kind is an index_decl() (tags, event_type, or {meta, Key}). Drives the read-path "use index vs scan-and-warn" decision.

  



  
    
      
    
    
      load(Store_config)



        
          
        

    

  


  

      

          -spec load(store_config()) -> ok.


      


Install a store's declared index list into persistent_term at startup. Idempotent: re-loading overwrites the previous declaration.

  


        

      


  

    
reckon_db_integrity_key 
    



      
Per-store HMAC key loader for the tamper-resistance layer.
Loads the integrity HMAC key for a store at startup, validates it, and stores it under a persistent_term key so the write/read paths can access it without process-state coupling. Refuses to start the store if integrity is configured but the key cannot be loaded.
[bookmark: Key_sources]Key sources
Two sources supported in 2.1.0, in priority order:
	Environment variable: {env_var, <<"VAR_NAME">>} - value is base64-decoded into the key bytes.
	Sealed file: {sealed_file, "/path/to/key"} - file mode must be 0600 (refused otherwise); content read raw (no encoding).

A future 2.2.0 release will add Vault/KMS providers and per-store keyrings for rotation; the {env_var, _} and {sealed_file, _} sources will remain supported.
[bookmark: Validation]Validation
The key must be exactly 32 bytes (256 bits) after decoding. Anything else is a configuration error and the load fails. This matches the standard HMAC-SHA256 key size.
[bookmark: Storage]Storage
The loaded key is placed in persistent_term under the key {reckon_db, integrity_key, StoreId}. The integrity_enabled flag is placed under {reckon_db, integrity_enabled, StoreId} as a boolean. Callers should NOT read the key directly via persistent_term - they should use get/1 to keep the lookup pattern stable.
The key never appears in logs, error tuples, telemetry events, or process state dumps. This is enforced by convention; reviewers should reject any code that violates it.
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        load_error/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        clear(StoreId)

      


        Remove all integrity state for a store from persistent_term.



    


    
      
        get(StoreId)

      


        Retrieve the loaded HMAC key for a store.



    


    
      
        is_enabled(StoreId)

      


        Whether integrity is enabled for a store.



    


    
      
        load(Store_config)

      


        Load the integrity key for a store at startup.
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      index_decl/0



        
          
        

    

  


  

      

          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.


      



  



  
    
      
    
    
      integrity_config/0



        
          
        

    

  


  

      

          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.


      



  



  
    
      
    
    
      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      load_error/0



        
          
        

    

  


  

      

          -type load_error() ::
          {error, {integrity_key_invalid_size, ActualBytes :: non_neg_integer()}} |
          {error, {integrity_key_env_var_not_set, EnvName :: binary()}} |
          {error, {integrity_key_env_var_not_base64, EnvName :: binary()}} |
          {error, {integrity_key_file_not_readable, Path :: file:filename(), Reason :: term()}} |
          {error, {integrity_key_file_insecure_mode, Path :: file:filename(), Mode :: integer()}}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear(StoreId)



        
          
        

    

  


  

      

          -spec clear(StoreId :: atom()) -> ok.


      


Remove all integrity state for a store from persistent_term.
Intended for store shutdown and for test isolation. Production code should not call this in the hot path.

  



  
    
      
    
    
      get(StoreId)



        
          
        

    

  


  

      

          -spec get(StoreId :: atom()) -> binary() | undefined.


      


Retrieve the loaded HMAC key for a store.
Returns the key binary if integrity is enabled and the key is loaded; returns 'undefined' if integrity is disabled for the store or the key has not been loaded (which should never happen if startup ordering is correct).
Callers in the write/read path call this on every operation; the persistent_term lookup is sub-microsecond.

  



  
    
      
    
    
      is_enabled(StoreId)



        
          
        

    

  


  

      

          -spec is_enabled(StoreId :: atom()) -> boolean().


      


Whether integrity is enabled for a store.
Reads a separate persistent_term flag so callers can quickly short-circuit on the disabled-store case without inspecting the (sensitive) key binary.

  



  
    
      
    
    
      load(Store_config)



        
          
        

    

  


  

      

          -spec load(store_config()) -> ok | load_error().


      


Load the integrity key for a store at startup.
Reads the store config, and if integrity is enabled, fetches the key from the configured source, validates it, and installs it in persistent_term. Idempotent: re-loading a store overwrites the previously-loaded key.
Returns 'ok' on success (including the case where integrity is disabled - nothing to do), or a structured error.

  


        

      


  

    
reckon_db_leader 
    



      
Leader worker for reckon-db
Handles leader responsibilities when this node is the Raft leader.
Responsibilities: - Save default subscriptions (like $all stream) - Start emitter pools for active subscriptions - Coordinate leader-specific tasks

      


      
        Summary


  
    Types
  


    
      
        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    


    
      
        subscription/0

      


    


    
      
        subscription_type/0

      


    





  
    Functions
  


    
      
        activate(StoreId)

      


        Activate leader responsibilities Called when this node becomes the cluster leader.
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        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(Store_config)

      


    


    
      
        is_active(StoreId)

      


        Check if leader is currently active
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        terminate(Reason, State)
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -type subscription() ::
          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
                        subscription_name :: binary(),
                        subscriber_pid :: pid() | undefined,
                        created_at :: integer(),
                        pool_size :: pos_integer(),
                        checkpoint :: non_neg_integer() | undefined,
                        options :: map()}.
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          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.
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          -spec activate(atom()) -> ok | {error, term()}.


      


Activate leader responsibilities Called when this node becomes the cluster leader.
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      init(Store_config)



        
          
        

    

  


  


  



  
    
      
    
    
      is_active(StoreId)



        
          
        

    

  


  

      

          -spec is_active(atom()) -> boolean().


      


Check if leader is currently active

  



  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.
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reckon_db_leader_sup 
    



      
Leader supervisor for reckon-db
Manages leader-related components using rest_for_one strategy: - Leader tracker (subscription tracking) — started first - Leader worker (leader responsibilities) — depends on tracker
rest_for_one ensures that if the tracker crashes, the leader worker also restarts, re-establishing the dependency on tracking infrastructure.
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        start_link(Store_config)

      


        Start the leader supervisor
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the leader supervisor

  


        

      


  

    
reckon_db_leader_tracker 
    



      
Leader tracker for reckon-db
Tracks subscriptions and coordinates with pg groups.
Responsibilities: - Observe subscription changes via tracker_group - Start emitter pools when subscriptions are created (on leader) - Stop emitter pools when subscriptions are deleted (on leader) - Update emitter pools when subscriptions are modified (on leader)
Since Khepri triggers execute on the leader node, this module coordinates emitter lifecycle with subscription changes.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -type subscription() ::
          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
                        subscription_name :: binary(),
                        subscriber_pid :: pid() | undefined,
                        created_at :: integer(),
                        pool_size :: pos_integer(),
                        checkpoint :: non_neg_integer() | undefined,
                        options :: map()}.
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          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.
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reckon_db_links 
    



      
Server-side stream linking and projections for reckon-db.
A *link* is a derived stream computed from one or more source streams by applying an optional filter predicate and an optional transform function. The result is persisted under a stable name and exposed as just-another-subscribable-stream — consumers read it like any user stream.
This is the same primitive Greg Young's EventStoreDB exposes as *projections*: $ce-account (category events for account-* streams), $et-UserCreated (all events of one type), or arbitrary user-defined JavaScript projections that emit into custom destination streams. reckon-db's links cover the same conceptual ground with native Erlang funs instead of a scripting layer.
[bookmark: Why_links_exist]Why links exist
Reckon-db already has rich typed subscription filters (by_event_type, by_event_pattern, by_event_payload, by_tags) that filter the event stream on the fly. So why a separate "link" mechanism?
	**Transform.** Typed subscriptions can only filter. Links can rewrite events (add fields, re-key, redact, denormalise) before delivery. The transform is server-side, deterministic, and replayable.
	**Materialisation.** Typed subscriptions are recomputed for every consumer. A link computes once, persists the derived events on disk, and serves them like any other stream — N consumers cost N stream-reads, not N×(source-scans + filter + transform).
	**Stable named subscription targets.** Dynamically-created source streams (order-018f6a..., order-018f6b..., ...) can't be subscribed to as a group via the bare-id selector; you'd need a wildcard pattern in the consumer. A link ($link:orders filtered to source pattern order-*) gives you one durable, named, listable target.
	**Replayability.** A new consumer attaching to a link replays the persisted derived events from the start, in order, deterministically — same shape every time, regardless of how the source streams have grown. Typed subscriptions replay by re-scanning the entire global log and re-applying the predicate, which is correct but expensive at scale.
	**Composability.** Links can source from other links — $link:high-value-orders built on top of $link:orders. Useful for incremental refinement of a view.
	**Operational visibility.** Named derived streams show up in store listings (lazyreckon's streams pane, for example) — operators can see "what derived views does this store maintain" at a glance. Typed subscriptions are ephemeral client state and invisible to tooling.

[bookmark: Stream-id_namespace]Stream-id namespace
Link streams live in the $ system namespace:
$link:&lt;human-readable-name&gt;
e.g. $link:high-value-orders. The $ prefix is the reckon-db convention for "system / projected stream, not user data" — same role as EventStoreDB's $ce- / $et- / $by_category / $stats- prefixes. User streams follow the &lt;prefix&gt;-&lt;hex&gt; format (e.g. account-018f6a7b8c9d4abc...). Both forms are accepted as subscription selectors via reckon_db_filters:by_stream/1.
Link subscriptions themselves get a related namespace:
$link-sub:&lt;link-name&gt;
so subscriptions managed by the link engine are distinguishable from user subscriptions in operational tooling.
[bookmark: Use_cases_(worked_examples)]Use cases (worked examples)
1. Materialised category view. Collate every event from all order-&lt;hex&gt; streams into one subscribable stream:
  reckon_db_links:create(my_store, #{
      name   => <<"orders">>,
      source => #{type => stream_pattern, pattern => <<"order-*">>}
  }).
  reckon_db_subscriptions:subscribe(
      my_store, stream, <<"$link:orders">>, <<"orders-projector">>).
2. Filtered derived stream. Just the high-value subset:
  reckon_db_links:create(my_store, #{
      name   => <<"high-value-orders">>,
      source => #{type => stream_pattern, pattern => <<"order-*">>},
      filter => fun(E) ->
          maps:get(total, E#event.data, 0) > 1000
      end
  }).
3. Transform / re-shape. Strip PII from outbound webhook events:
  reckon_db_links:create(my_store, #{
      name      => <<"webhook-feed">>,
      source    => #{type => stream_pattern, pattern => <<"order-*">>},
      transform => fun(E) ->
          D2 = maps:without([customer_email, customer_phone],
                            E#event.data),
          E#event{data = D2}
      end
  }).
4. Composition. Layer a filter on top of an existing link:
  reckon_db_links:create(my_store, #{
      name   => <<"high-value-webhook">>,
      source => #{type => stream, name => <<"$link:webhook-feed">>},
      filter => fun(E) ->
          maps:get(total, E#event.data, 0) > 1000
      end
  }).
[bookmark: When_NOT_to_use_a_link]When NOT to use a link
	Single-consumer one-off filter — a by_event_type or by_tags subscription is cheaper and avoids persistent derived data.
	Read model that lives in a database (postgres, sqlite, etc) — subscribe directly with the appropriate typed filter and project to the database. The link layer adds no value when the materialised target is elsewhere.
	Aggregation across many sources where the math is non-trivial — links emit one derived event per source event; they don't fold. For aggregation, use a process manager.

[bookmark: Status]Status
This module ships with the initial reckon-db release. The feature is wired but **not yet exercised in production**; treat as preview while we accumulate real usage.
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Memory pressure monitoring for reckon-db
Monitors system memory usage and triggers adaptive behavior when memory pressure increases. Components can register callbacks to be notified of pressure changes.
Pressure levels: - normal`: Full caching, all features enabled - `elevated`: Reduce cache sizes, flush more often - `critical`: Pause non-essential operations, aggressive cleanup Usage: ``` %% Start monitoring reckon_db_memory:start_link(). %% Check current level normal = reckon_db_memory:level(). %% Register callback reckon_db_memory:on_pressure_change(fun(Level) -> logger:info("Memory pressure: ~p", [Level]) end).''
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Process naming utilities for reckon-db
Provides consistent naming conventions for all processes and registered names throughout the system.
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Process group name for a store feature
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          -spec reader_pool_name(atom()) -> atom().


      


Reader pool name for a store
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          -spec snapshots_store_name(atom()) -> atom().


      


Snapshots store worker name
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          -spec store_mgr_name(atom()) -> atom().


      


Store manager worker name
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          -spec store_name(atom()) -> atom().


      


Khepri store name (this is the atom used for khepri operations)
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          -spec store_worker_name(atom()) -> atom().


      


Store worker name (the gen_server that starts Khepri) NOTE: This is different from store_name/1 (Khepri operations) and store_mgr_name/1 (store lifecycle coordination).
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          -spec streams_sup_name(atom()) -> atom().


      


Streams supervisor name for a store
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          -spec subscriptions_store_name(atom()) -> atom().


      


Subscriptions store worker name
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          -spec system_sup_name(atom()) -> atom().


      


System supervisor name for a store
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          -spec tracker_group_key(atom(), atom()) -> integer().


      


Tracker group key (for subscription tracking via pg)
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          -spec writer_pool_name(atom()) -> atom().


      


Writer pool name for a store

  


        

      


  

    
reckon_db_node_monitor 
    



      
Node monitor for reckon-db
Monitors cluster node health and handles node up/down events.
Responsibilities: - Monitor node connectivity via net_kernel:monitor_nodes/1 - Trigger cluster join attempts on nodeup events - Track cluster membership changes - Emit telemetry on node events - Periodic leader checks
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec get_members(atom()) -> {ok, [term()]} | {error, term()}.


      


Get current cluster members
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      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.
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reckon_db_notification_sup 
    



      
Notification supervisor for reckon-db
Manages notification-related components using rest_for_one strategy: - LeaderSystem (leader responsibilities, tracking) - EmitterSystem (event distribution workers) - SubscriptionHealthMonitor (periodic health checks)
rest_for_one ensures that if LeaderSystem crashes, EmitterSystem and HealthMonitor are also restarted, preventing stale emitter pools from outliving their leader tracking infrastructure.
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the notification supervisor

  


        

      


  

    
reckon_db_persistence_sup 
    



      
Persistence supervisor for reckon-db
Manages persistence-related components: - Khepri store worker - Streams supervisor (writers/readers) - Persistence worker (batched flush, currently disabled)
Note: Snapshots and Subscriptions stores are facade modules that work directly with Khepri without needing gen_servers.
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          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the persistence supervisor

  


        

      


  

    
reckon_db_persistence_worker 
    



      
Persistence worker for reckon-db
A GenServer that handles periodic disk persistence operations. This worker batches and schedules flush operations to ensure data is persisted to disk without blocking event append operations.
Features: - Configurable persistence interval (default: 5 seconds) - Batching of flush operations to reduce disk I/O - Graceful shutdown with final persistence - Per-store persistence workers
NOTE: The actual flush operation is currently DISABLED as Khepri/Ra handles persistence internally via Raft consensus. This module exists for future optimization and to match the architecture of ex-esdb.

      


      
        Summary


  
    Types
  


    
      
        index_decl/0

      


    


    
      
        integrity_config/0

      


    


    
      
        integrity_key_source/0

      


    


    
      
        store_config/0

      


    





  
    Functions
  


    
      
        force_persistence(StoreId)

      


        Force immediate persistence of all pending stores.



    


    
      
        request_persistence(StoreId)

      


        Request that a store's data be persisted to disk.
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          -spec force_persistence(atom()) -> ok | {error, term()}.


      


Force immediate persistence of all pending stores.
This is a synchronous call that blocks until persistence is complete.
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          -spec request_persistence(atom()) -> ok | {error, not_found}.


      


Request that a store's data be persisted to disk.
This is a non-blocking call that queues the store for persistence. Returns ok immediately; actual persistence happens asynchronously.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start a persistence worker for a specific store.

  


        

      


  

    
reckon_db_revocation 
    



      
Token revocation management for reckon-db.
Manages revocation of capability tokens. Tokens can be revoked before their expiration when:
	A key is compromised
	An identity is removed from the system
	Permissions need to be immediately revoked

This module supports multiple revocation strategies:
	Local ETS (current): Fast local lookups, no distribution
	Gossip (planned): Eventually consistent, partition tolerant
	Epoch-based (planned): Revoke all tokens before a timestamp
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        Clear all revocations (for testing)
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        Get all active revocations (for debugging/monitoring)
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        Check if an issuer DID is revoked



    


    
      
        is_revoked(TokenCID)

      


        Check if a token CID is revoked
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        Revoke a token by its CID



    


    
      
        revoke(TokenCID, Reason)

      


        Revoke a token with a reason
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        Revoke all tokens from an issuer
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        Start the revocation server
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          -spec clear() -> ok.


      


Clear all revocations (for testing)
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          -spec get_revocations() -> #{tokens := [binary()], issuers := [binary()]}.


      


Get all active revocations (for debugging/monitoring)

  



  
    
      
    
    
      is_issuer_revoked(IssuerDID)



        
          
        

    

  


  

      

          -spec is_issuer_revoked(binary()) -> boolean().


      


Check if an issuer DID is revoked
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          -spec is_revoked(binary()) -> boolean().


      


Check if a token CID is revoked
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Revoke a token by its CID
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          -spec revoke(binary(), binary() | undefined) -> ok.


      


Revoke a token with a reason

  



  
    
      
    
    
      revoke_issuer(IssuerDID)



        
          
        

    

  


  

      

          -spec revoke_issuer(binary()) -> ok.


      


Revoke all tokens from an issuer
This is useful when an identity is compromised or removed. All tokens with this issuer DID will be considered revoked.
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          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the revocation server

  


        

      


  

    
reckon_db_scavenge 
    



      
Scavenging and archival for reckon-db
Provides functionality to: - Remove old events beyond a retention period - Optionally archive events before deletion - Maintain stream integrity by requiring snapshots
Use cases: - Reduce storage costs by removing old events - Comply with data retention policies - Archive events to cold storage
Safety guarantees: - By default, requires a snapshot before scavenging - Supports dry-run mode for previewing changes - Telemetry events for monitoring
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        Archive events to a backend, then scavenge.
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        Preview what would be scavenged without making changes.
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        Scavenge a single stream.
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        Scavenge all streams matching a pattern.
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -type scavenge_opts() ::
          #{before => integer(),
            before_version => integer(),
            keep_versions => pos_integer(),
            require_snapshot => boolean(),
            dry_run => boolean()}.
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          -type scavenge_result() ::
          #{stream_id := binary(),
            deleted_count := non_neg_integer(),
            deleted_versions := {non_neg_integer(), non_neg_integer()},
            archived := boolean(),
            archive_key => binary()}.
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          -spec archive_and_scavenge(atom(), binary(), {module(), term()}, scavenge_opts()) ->
                              {ok, scavenge_result()} | {error, term()}.


      


Archive events to a backend, then scavenge.
First archives events to the specified backend, then deletes them. This ensures events are preserved before removal.

  



  
    
      
    
    
      dry_run(StoreId, StreamId, Opts)



        
          
        

    

  


  

      

          -spec dry_run(atom(), binary(), scavenge_opts()) -> {ok, scavenge_result()} | {error, term()}.


      


Preview what would be scavenged without making changes.
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          -spec scavenge(atom(), binary(), scavenge_opts()) -> {ok, scavenge_result()} | {error, term()}.


      


Scavenge a single stream.
Deletes old events based on the provided options. By default, requires a snapshot to exist (safety measure).
Options: - before`: Delete events with epoch_us before this timestamp - `before_version`: Delete events before this version (alternative to `before`) - `keep_versions`: Always keep at least N latest versions (default: 0) - `require_snapshot`: Require snapshot exists (default: true) - `dry_run`: Preview only, dont delete (default: false)
Example:
  %% Delete events older than 1 year, keep last 10 versions
  OneYearAgo = erlang:system_time(microsecond) - (365 * 24 * 60 * 60 * 1000000),
  {ok, Result} = reckon_db_scavenge:scavenge(my_store, <<"orders-123">>, #{
      before => OneYearAgo,
      keep_versions => 10
  }).
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          -spec scavenge_matching(atom(), binary(), scavenge_opts()) ->
                           {ok, [scavenge_result()]} | {error, term()}.


      


Scavenge all streams matching a pattern.
Pattern uses shell-like wildcards (e.g., "orders-*"). Applies the same options to all matching streams.

  


        

      


  

    
reckon_db_schema 
    



      
Schema registry and upcasting for reckon-db
Provides schema versioning and automatic event transformation: - Register schemas for event types with version numbers - Define upcast functions to transform old versions to new - Auto-upcast events when reading from streams
Event schema evolution strategies: - Weak schema: No validation, just track versions - Strong schema: Validate against JSON Schema or custom validator - Tolerant reader: Accept old versions, upcast on demand
Usage:
  %% Register schema
  reckon_db_schema:register(my_store, <<"OrderPlaced">>, #{
      version => 2,
      upcast_from => #{
          1 => fun(V1Data) -> V1Data#{new_field => default} end
      }
  }).
 
  %% Read with upcasting
  {ok, Events} = reckon_db_streams:read(my_store, stream, 0, 100, forward),
  UpcastedEvents = reckon_db_schema:upcast(my_store, Events).
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        Get a schema by event type.
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        List all registered schemas.
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        Register a schema for an event type.
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        Unregister a schema.
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        Upcast a list of events to their current schema versions.
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        Upcast a single event to current schema version.
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        Validate an event against its registered schema.
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          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -type schema() ::
          #{event_type := binary(),
            version := version(),
            upcast_from => #{version() => upcast_fun()},
            validator => validator_fun(),
            description => binary()}.
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          -type schema_info() :: #{event_type := binary(), version := version(), registered_at := integer()}.
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          -type upcast_fun() :: fun((map()) -> map()).
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          -type validator_fun() :: fun((map()) -> ok | {error, term()}).
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          -type version() :: pos_integer().
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          -spec get(atom(), binary()) -> {ok, schema()} | {error, not_found}.


      


Get a schema by event type.
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          -spec get_version(atom(), binary()) -> {ok, version()} | {error, not_found}.


      


Get current version for an event type.
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          -spec list(atom()) -> {ok, [schema_info()]} | {error, term()}.


      


List all registered schemas.

  



  
    
      
    
    
      register(StoreId, EventType, Schema)



        
          
        

    

  


  

      

          -spec register(atom(), binary(), schema()) -> ok | {error, term()}.


      


Register a schema for an event type.
Options: - version: Schema version (required, positive integer) - upcast_from: Map of OldVersion to UpcastFun for transformations - validator: Fun to validate event data (returns ok or error tuple) - description: Human-readable description
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          -spec unregister(atom(), binary()) -> ok | {error, term()}.


      


Unregister a schema.
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          -spec upcast(atom(), [event()]) -> [event()].


      


Upcast a list of events to their current schema versions.
Events without registered schemas are returned unchanged. Events already at current version are returned unchanged.
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          -spec upcast_event(atom(), event()) -> event().


      


Upcast a single event to current schema version.
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Validate an event against its registered schema.
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Behaviour for pluggable snapshot backends.
Aggregate snapshots are a COLD PATH — written periodically by evoq's maybe_snapshot/1 trigger, read only during aggregate rehydration. Not the bottleneck that drove the log-backend split, but equally worth isolating so a backend can specialise (e.g., a RocksDB log backend could either reuse its column families for snapshots, or delegate to the Khepri control plane).
The default implementation (reckon_db_khepri_snapshot_backend) stores snapshots in Khepri — completely fine for cold-path use. Alternative implementations exist primarily to avoid the Khepri dependency when a backend wants to be self-contained.
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Snapshots API facade for reckon-db
Provides the public API for snapshot operations: - save: Save aggregate state as a snapshot - load: Load the latest snapshot for a stream - load_at: Load a specific snapshot version - list: List all snapshots for a stream - delete: Delete snapshots for a stream - exists: Check if a snapshot exists
Snapshots are used to optimize event replay by storing aggregate state at specific versions.
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Load the latest snapshot for a stream.
Returns {ok, Snapshot} if found and integrity-valid. Returns {error, not_found} if no snapshot exists. Returns {error, {integrity_violation, _}} if the store has integrity enabled and the loaded snapshot fails verification. Callers (typically aggregate rebuild) should treat an integrity violation as a directive to fall back to full event replay from the stream's chain_start_version watermark.
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Load a specific snapshot version.
Same verification semantics as load/2.
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          -spec save(atom(), binary(), non_neg_integer(), snapshot_data()) -> ok | {error, term()}.


      


Save a snapshot with default empty metadata
Parameters: StoreId - The store identifier StreamId - The stream this snapshot belongs to Version - The event version this snapshot represents Data - The aggregate state to snapshot
Returns ok on success or {error, Reason} on failure.
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Save a snapshot with metadata
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Snapshots store for reckon-db
Manages snapshot persistence and retrieval directly via Khepri. Snapshots are stored at path [snapshots, StreamId, PaddedVersion].
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Store a snapshot
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Khepri store lifecycle management for reckon-db
Manages the Khepri store instance, including: - Starting and stopping the store - Cluster formation (in cluster mode) - Health checks
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Store coordinator for reckon-db
Coordinates cluster join operations and prevents split-brain scenarios.
Responsibilities: - Detecting existing clusters via RPC - Coordinator election (lowest node name) - Coordinated cluster joining - Split-brain prevention
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Store-level introspection for debugging and monitoring.
Provides aggregate queries across streams, snapshots, and subscriptions within a single store. Designed for the Observer UI and operational tooling.
All functions read directly from the Khepri tree -- no data modification.
See the Store Inspector guide for detailed usage examples.
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Store manager for reckon-db
Coordinates store lifecycle and provides store-level operations.
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Distributed store registry for reckon-db
Provides cluster-wide store registration and discovery using Erlang's built-in pg (process groups) module for distributed membership.
[bookmark: Architecture]Architecture
Each node runs a store registry GenServer that:
- Maintains a local list of known stores (from all nodes)
- Announces local stores to registries on other nodes
- Receives announcements from other nodes
- Uses pg groups for registry discovery
[bookmark: Cluster-Wide_Discovery]Cluster-Wide Discovery
When a store starts on any node:
1. Local store calls announce_store/2 with its config
2. Registry adds store to local state
3. Registry broadcasts to all other registries via pg
4. Other registries add the store to their state
When a node goes down, pg automatically notifies remaining nodes and registries remove stores from the dead node.
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        announce_store(StoreId, Config)

      


        Announce a store to the cluster



    


    
      
        get_store_info(StoreId)

      


        Get detailed information about a specific store



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)
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        init(_)

      


    


    
      
        list_stores()

      


        List all known stores in the cluster



    


    
      
        list_stores_on_node(Node)

      


        List stores on a specific node



    


    
      
        start_link()

      


        Start the store registry



    


    
      
        subscribe(Pid)

      


        Subscribe a process to live store-registry events. The subscriber receives messages of the form {store_event, announced | retired, EntryMap} as stores come and go anywhere in the cluster. Used by the gRPC WatchStores RPC and any in-BEAM watcher that needs live cluster topology.



    


    
      
        terminate(Reason, State)
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        Unannounce a store from the cluster
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -type store_entry() ::
          #store_entry{store_id :: atom(),
                       node :: node(),
                       config :: store_config(),
                       registered_at :: integer()}.
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          -spec announce_store(atom(), store_config()) -> ok.


      


Announce a store to the cluster
Called by reckon_db_store when a store starts. This registers the store locally and broadcasts to all other registries in the cluster.
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          -spec get_store_info(atom()) -> {ok, map()} | {error, not_found}.


      


Get detailed information about a specific store
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          -spec list_stores() -> {ok, [map()]} | {error, term()}.


      


List all known stores in the cluster
Returns stores from all nodes, including their node and config information.
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          -spec list_stores_on_node(node()) -> {ok, [map()]} | {error, term()}.


      


List stores on a specific node
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          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the store registry
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          -spec subscribe(pid()) -> ok.


      


Subscribe a process to live store-registry events. The subscriber receives messages of the form {store_event, announced | retired, EntryMap} as stores come and go anywhere in the cluster. Used by the gRPC WatchStores RPC and any in-BEAM watcher that needs live cluster topology.
Subscribers are automatically removed if they crash (we monitor them). Safe to call multiple times — no-op if already subscribed.

  



  
    
      
    
    
      terminate(Reason, State)
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          -spec unannounce_store(atom()) -> ok.


      


Unannounce a store from the cluster
Called when a store is stopping. Removes the store from local registry and broadcasts removal to all other registries.
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          -spec unsubscribe(pid()) -> ok.


      



  


        

      


  

    
reckon_db_stream_path 
    



      
The single source of truth for the Khepri stream layout.
reckon-db stores events under a **structural aggregate-type subtree** (DESIGN_STREAM_NAMESPACE.md, Model C):
  USER:    [streams, <<"ride">>, <<"abc…hex">>, PaddedVersion] -> #event{}
  SYSTEM:  [streams, <<"$link">>, <<"name">>,    PaddedVersion] -> #event{}
  DCB:     [streams, <<"_dcb">>,  SeqKey]                        -> #event{}
The aggregate **type** (the user-id prefix, or the $-namespace for system streams) is a real Khepri path level rather than a leading substring of an opaque id. This makes type-scoped operations (list_streams, replay, links) navigate a subtree instead of scanning the whole store.
This module is the ONLY place that knows the 4-level shape. Every other module builds stream paths through these functions, so the layout lives in exactly one file. The opaque round-trip — a stream id written under event_path/2 must reconstruct byte-identical via stream_id_from_path/1 — is the load-bearing correctness property and is exercised directly by reckon_db_stream_path_tests.
The DCB pseudo-stream (_dcb) keeps its existing 2-level [streams, _dcb, SeqKey] shape (a flat seq-keyed log, not an aggregate); its paths are built by reckon_db_dcb_paths, but the readers here (stream_id_from_path/1) tolerate it because global reads span both depths.
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        all_events_pattern()

      


        Pattern matching every regular (user/system) event leaf across the store: [streams, *, *, leaf-with-data]. This is the 4-level regular shape ONLY — the 2-level DCB log is at a different depth and must be queried separately (see reckon_db_streams global readers).



    


    
      
        event_path(StreamId, PaddedVersion)

      


        Khepri path of a single event: [streams, Type, Id, PaddedVersion].



    


    
      
        stream_id_from_path(_)

      


        Reconstruct the opaque stream id from a Khepri path. The inverse of event_path/2 / stream_path/1. Tolerates the 2-level DCB node (returns the reserved _dcb id) so global readers spanning both depths can label every result.



    


    
      
        stream_path(StreamId)

      


        Khepri path of the aggregate node (all versions live beneath it): [streams, Type, Id]. Used by exists/delete and version counting.



    


    
      
        type_of(StreamId)

      


        The aggregate-type node for a stream id (<<"ride">>, <<"$link">>). Raises for ids that don't decompose.



    


    
      
        type_streams_pattern(Type)

      


        Pattern matching every aggregate-id node of one type: [streams, Type, *]. Used by links to navigate a type subtree (order-*) instead of scanning the whole store.



    


    
      
        versions_pattern(StreamId)

      


        Pattern matching every version node of one stream: [streams, Type, Id, *]. Used by get_version (count).
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          -spec all_events_pattern() -> khepri_path:native_pattern().


      


Pattern matching every regular (user/system) event leaf across the store: [streams, *, *, leaf-with-data]. This is the 4-level regular shape ONLY — the 2-level DCB log is at a different depth and must be queried separately (see reckon_db_streams global readers).
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          -spec event_path(binary(), binary()) -> khepri_path:native_path().


      


Khepri path of a single event: [streams, Type, Id, PaddedVersion].
Raises {invalid_stream_id, StreamId} for ids that don't decompose (including the DCB pseudo-stream, whose paths are built elsewhere).
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          -spec stream_id_from_path(khepri_path:native_path()) -> binary().


      


Reconstruct the opaque stream id from a Khepri path. The inverse of event_path/2 / stream_path/1. Tolerates the 2-level DCB node (returns the reserved _dcb id) so global readers spanning both depths can label every result.
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          -spec stream_path(binary()) -> khepri_path:native_path().


      


Khepri path of the aggregate node (all versions live beneath it): [streams, Type, Id]. Used by exists/delete and version counting.
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          -spec type_of(binary()) -> binary().


      


The aggregate-type node for a stream id (<<"ride">>, <<"$link">>). Raises for ids that don't decompose.
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          -spec type_streams_pattern(binary()) -> khepri_path:native_pattern().


      


Pattern matching every aggregate-id node of one type: [streams, Type, *]. Used by links to navigate a type subtree (order-*) instead of scanning the whole store.
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          -spec versions_pattern(binary()) -> khepri_path:native_pattern().


      


Pattern matching every version node of one stream: [streams, Type, Id, *]. Used by get_version (count).
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Streams API facade for reckon-db
Provides the public API for stream operations: - append: Write events to a stream with optimistic concurrency - read: Read events from a stream - get_version: Get current stream version - exists: Check if stream exists - list_streams: List all streams in the store
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        append(StoreId, StreamId, ExpectedVersion, Events)

      


        Append events to a stream with expected version check



    


    
      
        append(StoreId, StreamId, ExpectedVersion, Events, Opts)

      


    


    
      
        append_if_no_tag_matches(StoreId, TagFilter, SeqCutoff, Events)

      


        Conditionally append events under the DCB pseudo-stream (Dynamic Consistency Boundary, Phase 3, 2.4.0+).



    


    
      
        delete(StoreId, StreamId)

      


        Delete a stream and all its events
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        Check if a stream exists



    


    
      
        get_version(StoreId, StreamId)

      


        Get current version of a stream



    


    
      
        has_events(StoreId)

      


        Check if a store contains at least one event. Cannot rely on stream existence alone — streams can survive after all their events are deleted (truncation, GDPR erasure). Checks for actual event data by reading 1 event globally.
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        List all streams in the store



    


    
      
        read(StoreId, StreamId, StartVersion, Count, Direction)

      


        Read events from a stream



    


    
      
        read(StoreId, StreamId, StartVersion, Count, Direction, Opts)

      


        Read events from a stream with explicit options.



    


    
      
        read_all(StoreId, StreamId, BatchSize, Direction)

      


        Read all events from a stream



    


    
      
        read_all_global(StoreId, Offset, BatchSize)

      


        Read all events across all streams in global epoch_us order.



    


    
      
        read_by_event_types(StoreId, EventTypes, BatchSize)

      


        Read all events of specific types from all streams using Khepri native filtering.



    


    
      
        read_by_metadata(StoreId, Key, Value)

      


        Read all events whose metadata key = value.



    


    
      
        read_by_tags(StoreId, Tags, Match, BatchSize)

      


        Read all events matching tags from all streams.
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          -type direction() :: forward | backward.
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_ctx() :: disabled | {enabled, Key :: binary(), ChainStart :: non_neg_integer()}.
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          -type new_event() ::
          #{event_type := binary(),
            data := map() | binary(),
            metadata => map(),
            tags => [binary()],
            event_id => binary()}.
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          -type read_opts() :: #{verify => verify_mode()}.
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          -type verify_mode() :: skip_legacy | strict | skip_all.
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          -spec append(atom(), binary(), integer(), [new_event()]) -> {ok, non_neg_integer()} | {error, term()}.


      


Append events to a stream with expected version check
Expected version semantics: -1 (NO_STREAM) - Stream must not exist (first write) -2 (ANY_VERSION) - No version check, always append N >= 0 - Stream version must equal N
Returns {ok, NewVersion} on success or {error, Reason} on failure.

  



  
    
      
    
    
      append(StoreId, StreamId, ExpectedVersion, Events, Opts)



        
          
        

    

  


  

      

          -spec append(atom(), binary(), integer(), [new_event()], map()) ->
                {ok, non_neg_integer()} | {error, term()}.


      



  



  
    
      
    
    
      append_if_no_tag_matches(StoreId, TagFilter, SeqCutoff, Events)



        
          
        

    

  


  

      

          -spec append_if_no_tag_matches(StoreId :: atom(),
                               TagFilter :: reckon_gater_types:tag_filter(),
                               SeqCutoff :: reckon_gater_types:seq_cutoff(),
                               Events :: [reckon_db_log_backend:new_event()]) ->
                                  {ok, LastSeq :: non_neg_integer()} |
                                  {error, {context_changed, non_neg_integer()}} |
                                  {error, no_events} |
                                  {error, integrity_not_supported_in_dcb_v1} |
                                  {error, term()}.


      


Conditionally append events under the DCB pseudo-stream (Dynamic Consistency Boundary, Phase 3, 2.4.0+).
Unlike append/4,5, the precondition is NOT a stream-version check; it is a tag-filter context query. Returns {error, {context_changed, MaxSeq}} when any event matching TagFilter has seq above SeqCutoff.
v1 refuses on stores with integrity enabled (DCB v1 lacks HMAC chain). Returns {error, integrity_not_supported_in_dcb_v1} in that case.
See: plans/PLAN_DCB_IMPLEMENTATION.md
NOTE: This facade calls reckon_db_dcb directly. P3.4 will route via reckon_db_gateway_worker for transport-layer consistency with append/4,5.
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          -spec delete(atom(), binary()) -> ok | {error, term()}.


      


Delete a stream and all its events
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          -spec exists(atom(), binary()) -> boolean().


      


Check if a stream exists
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          -spec get_version(atom(), binary()) -> integer().


      


Get current version of a stream
Returns: -1 - if stream doesn't exist or is empty N >= 0 - representing the version of the latest event
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          -spec has_events(atom()) -> boolean().


      


Check if a store contains at least one event. Cannot rely on stream existence alone — streams can survive after all their events are deleted (truncation, GDPR erasure). Checks for actual event data by reading 1 event globally.
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          -spec list_streams(atom()) -> {ok, [binary()]} | {error, term()}.


      


List all streams in the store

  



  
    
      
    
    
      read(StoreId, StreamId, StartVersion, Count, Direction)



        
          
        

    

  


  

      

          -spec read(atom(), binary(), non_neg_integer(), pos_integer(), direction()) ->
              {ok, [event()]} | {error, term()}.


      


Read events from a stream
Parameters: StoreId - The store identifier StreamId - The stream identifier StartVersion - Starting version (0-based) Count - Maximum number of events to read Direction - forward or backward
Returns {ok, [Event]} or {error, Reason}

  



  
    
      
    
    
      read(StoreId, StreamId, StartVersion, Count, Direction, Opts)



        
          
        

    

  


  

      

          -spec read(atom(), binary(), non_neg_integer(), pos_integer(), direction(), read_opts()) ->
              {ok, [event()]} | {error, term()}.


      


Read events from a stream with explicit options.
Currently supported options:
verify :: skip_legacy | strict | skip_all Tamper-resistance enforcement mode. Default: skip_legacy. - skip_legacy (default): events with version below the per-stream chain_start watermark are returned untouched (legacy data); events at or above the watermark are verified strictly and an integrity_violation is returned on any failure. - strict: every event must carry integrity fields and verify; legacy events surface as missing_integrity. - skip_all: no verification (dangerous; intended for migration tooling only).
Backward-direction reads always bypass chain verification in 2.1.0; the MAC alone could still be checked but is not in this release. Forward reads receive full chain + MAC verification.

  



  
    
      
    
    
      read_all(StoreId, StreamId, BatchSize, Direction)



        
          
        

    

  


  

      

          -spec read_all(atom(), binary(), pos_integer(), direction()) -> {ok, [event()]} | {error, term()}.


      


Read all events from a stream

  



  
    
      
    
    
      read_all_global(StoreId, Offset, BatchSize)



        
          
        

    

  


  

      

          -spec read_all_global(atom(), non_neg_integer(), pos_integer()) -> {ok, [event()]} | {error, term()}.


      


Read all events across all streams in global epoch_us order.
Returns events sorted by epoch_us, skipping Offset events and returning up to BatchSize events. Used by catch-up subscriptions to replay historical events to a subscriber.
Parameters: StoreId - The store identifier Offset - Number of events to skip (0-based) BatchSize - Maximum number of events to return
Returns events sorted by epoch_us (global ordering).

  



  
    
      
    
    
      read_by_event_types(StoreId, EventTypes, BatchSize)



        
          
        

    

  


  

      

          -spec read_by_event_types(atom(), [binary()], pos_integer()) -> {ok, [event()]} | {error, term()}.


      


Read all events of specific types from all streams using Khepri native filtering.
This function uses Khepri's built-in #if_data_matches condition to filter events by type at the database level, avoiding loading all events into memory.
Parameters: StoreId - The store identifier EventTypes - List of event type binaries to match BatchSize - Maximum number of events to return (for pagination)
Returns events sorted by epoch_us (global ordering).
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          -spec read_by_metadata(atom(), binary(), binary()) -> {ok, [event()]} | {error, term()}.


      


Read all events whose metadata key = value.
This is the sanctioned primitive applications build causation / correlation / saga read models on (e.g. read_by_metadata(Store, <<"causation_id">>, EventId)`). The store returns events matching a metadata key=value pair — bounded and indexed when `{meta, Key} is declared — and does NOT interpret what the key means. Lineage traversal, graphs, and read models are the application's job.
Indexed (O(matches)) when the store declared {meta, Key}; otherwise a one-time logger:warning is emitted and the query falls back to a whole-store scan (O(total events)).

  



  
    
      
    
    
      read_by_tags(StoreId, Tags, Match, BatchSize)



        
          
        

    

  


  

      

          -spec read_by_tags(atom(), [binary()], any | all, pos_integer()) -> {ok, [event()]} | {error, term()}.


      


Read all events matching tags from all streams.
Tags provide a mechanism for cross-stream querying without affecting stream-based concurrency control. This is useful for the process-centric model where you want to find all events related to specific participants.
[bookmark: Match_Modes]Match Modes
any (default): Returns events containing ANY of the specified tags (union). Example: read_by_tags(Store, [<<"student:456">>, <<"student:789">>], any, 100) Returns events for either student.
all: Returns events containing ALL of the specified tags (intersection). Example: read_by_tags(Store, [<<"student:456">>, <<"course:CS101">>], all, 100) Returns only events tagged with both student 456 AND course CS101.
[bookmark: Parameters]Parameters
StoreId - The store identifier Tags - List of tag binaries to match Match - any | all (matching strategy) BatchSize - Maximum number of events to return
[bookmark: Returns]Returns
Events sorted by epoch_us (global ordering).

  


        

      


  

    
reckon_db_streams_reader 
    



      
Streams reader worker for reckon-db
A gen_server that handles read operations for streams. Readers are temporary processes that terminate after a period of inactivity.
Features: - Partitioned by stream_id for concurrent reads from different streams - Idle timeout to free up resources - Registration via pg groups
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        get_reader(StoreId, StreamId)

      


        Get or create a reader for a stream



    


    
      
        get_streams(StoreId)

      


        Get all streams in the store



    


    
      
        read(StoreId, StreamId, StartVersion, Count, Direction)

      


        Read events from a stream via a reader worker



    


    
      
        start_link(_)

      


        Start a reader worker
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          -spec get_reader(atom(), binary()) -> pid().


      


Get or create a reader for a stream

  



  
    
      
    
    
      get_streams(StoreId)



        
          
        

    

  


  

      

          -spec get_streams(atom()) -> {ok, [binary()]} | {error, term()}.


      


Get all streams in the store

  



  
    
      
    
    
      read(StoreId, StreamId, StartVersion, Count, Direction)



        
          
        

    

  


  

      

          -spec read(atom(), binary(), non_neg_integer(), pos_integer(), atom()) ->
              {ok, [event()]} | {error, term()}.


      


Read events from a stream via a reader worker

  



  
    
      
    
    
      start_link(_)



        
          
        

    

  


  

      

          -spec start_link({atom(), binary(), non_neg_integer()}) -> {ok, pid()} | {error, term()}.


      


Start a reader worker

  


        

      


  

    
reckon_db_streams_sup 
    



      
Streams supervisor for reckon-db
Manages stream reader and writer pools for concurrent operations. Uses partitioned workers for high-throughput stream access.
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          -type index_decl() ::
          tags | event_type |
          {meta, Key :: binary()} |
          {payload, Key :: binary()} |
          {payload_hash, Keys :: [binary()]}.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the streams supervisor

  


        

      


  

    
reckon_db_streams_writer 
    



      
Streams writer worker for reckon-db
A gen_server that handles write operations for streams. Writers are temporary processes that terminate after a period of inactivity.
Features: - Partitioned by stream_id for concurrent writes to different streams - Idle timeout to free up resources - Swarm-like registration via pg groups
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        Append events to a stream via a writer worker
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        Get or create a writer for a stream
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        Start a writer worker
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          -spec append(atom(), binary(), integer(), [map()]) -> {ok, non_neg_integer()} | {error, term()}.


      


Append events to a stream via a writer worker
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          -spec get_writer(atom(), binary()) -> pid().


      


Get or create a writer for a stream
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          -spec start_link({atom(), binary(), non_neg_integer()}) -> {ok, pid()} | {error, term()}.


      


Start a writer worker

  


        

      


  

    
reckon_db_subscription_backend behaviour
    



      
Behaviour for pluggable subscription-state backends.
Subscription checkpoints track WHERE each consumer is in a stream (or global log). They are written frequently — every ack — but are small and not latency-critical. Most storage backends can handle them fine; the behaviour exists so that a backend can choose whether to keep checkpoints in its own store or delegate to the Khepri control plane.
The default implementation (reckon_db_khepri_subscription_backend) stores checkpoints in Khepri. This is the natural fit — subscription state IS a control-plane concern, and Ra consensus on checkpoints is exactly what you want for "don't replay already-acknowledged events on leader failover."
Fast log backends (RocksDB, custom) will typically implement reckon_db_log_backend but NOT this — they defer to the Khepri implementation. Having the behaviour explicit makes the split clean.
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      subscription/0



        
          
        

    

  


  

      

          -type subscription() ::
          #{name := binary(),
            selector := term(),
            checkpoint := non_neg_integer(),
            consumer_pid => pid() | undefined,
            metadata => map()}.
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          -callback ack(state(), Name :: binary(), Selector :: term(), Checkpoint :: non_neg_integer()) ->
                 ok | {error, term()}.
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          -callback close(state()) -> ok.
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          -callback exists(state(), Name :: binary()) -> boolean().
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          -callback get(state(), Name :: binary()) -> {ok, subscription()} | {error, not_found} | {error, term()}.
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          -callback init(Opts :: map()) -> {ok, state()} | {error, term()}.
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          -callback list(state()) -> {ok, [subscription()]} | {error, term()}.
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          -callback remove(state(), Selector :: term(), Name :: binary()) -> ok | {error, term()}.
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          -callback save(state(), Selector :: term(), Name :: binary(), Data :: map()) -> ok | {error, term()}.


      



  


        

      


  

    
reckon_db_subscription_health 
    



      
Subscription health monitor for reckon-db
Periodic health checks that detect and clean up: - Stale subscriptions: subscriber process is dead - Orphaned emitter pools: pool running without a subscription - Missing emitter pools: subscription exists but no pool on leader
Runs as a child of notification_sup (after leader_sup and emitter_sup). Only performs cleanup when this node is the Ra leader.
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          -type integrity_config() :: disabled | #{enabled := true, key_source := integrity_key_source()}.
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          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.
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          -type subscription() ::
          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
                        subscription_name :: binary(),
                        subscriber_pid :: pid() | undefined,
                        created_at :: integer(),
                        pool_size :: pos_integer(),
                        checkpoint :: non_neg_integer() | undefined,
                        options :: map()}.
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          -type subscription_type() ::
          stream | event_type | event_pattern | event_payload | tags | by_stream | by_event_type |
          by_event_pattern | by_event_payload | by_tags.
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          -spec health_check(atom()) -> {ok, map()} | {error, term()}.


      


Run an on-demand health check and return the report

  



  
    
      
    
    
      init(Store_config)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.
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reckon_db_subscriptions 
    



      
Subscriptions API facade for reckon-db
Provides the public API for subscription operations: - subscribe: Create a new subscription - unsubscribe: Remove a subscription - get: Get a subscription by key - list: List all subscriptions - exists: Check if a subscription exists
Subscription types: - stream: Subscribe to all events in a specific stream - event_type: Subscribe to events of a specific type - event_pattern: Subscribe to events matching a pattern - event_payload: Subscribe to events with specific payload patterns
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          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.
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          #{subscription_name => binary(),
            pool_size => pos_integer(),
            start_from => non_neg_integer(),
            subscriber => pid()}.
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                        selector :: binary() | map(),
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          -spec ack(atom(), binary(), binary() | undefined, non_neg_integer()) -> ok | {error, term()}.


      


Acknowledge event delivery for a subscription
Updates the checkpoint for the subscription to track progress. This is typically called after successfully processing an event. The checkpoint allows subscriptions to resume from where they left off after a restart.
Parameters: StoreId - The store identifier SubscriptionName - Name of the subscription StreamId - ID of the stream the event came from (may be undefined for cross-stream) EventNumber - Version/position of the acknowledged event
Returns ok on success, or {error, Reason} if the subscription is not found.
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          -spec exists(atom(), binary()) -> boolean().


      


Check if a subscription exists
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          -spec get(atom(), binary()) -> {ok, subscription()} | {error, not_found}.


      


Get a subscription by key
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          -spec list(atom()) -> {ok, [subscription()]} | {error, term()}.


      


List all subscriptions in the store
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          -spec setup_tracking(atom(), pid()) -> ok.


      


Setup subscription tracking for a process
Joins the tracker group for subscriptions, allowing the process to receive notifications about subscription lifecycle events (created, updated, deleted).
The process will receive messages in the format: - {feature_created, subscriptions, Data} - {feature_updated, subscriptions, Data} - {feature_deleted, subscriptions, Data}
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          -spec subscribe(atom(), subscription_type(), binary() | map(), binary()) ->
                   {ok, binary()} | {error, term()}.


      


Create a subscription with default options
Parameters: StoreId - The store identifier Type - Subscription type (stream, event_type, event_pattern, event_payload) Selector - The selector for matching events SubscriptionName - Human-readable name for the subscription
Returns {ok, SubscriptionKey} on success or {error, Reason} on failure.

  



  
    
      
    
    
      subscribe(StoreId, Type, Selector, SubscriptionName, Opts)



        
          
        

    

  


  

      

          -spec subscribe(atom(), subscription_type(), binary() | map(), binary(), subscribe_opts()) ->
                   {ok, binary()} | {error, term()}.


      


Create a subscription with options
Options: - pool_size: Number of emitter workers (default: 1) - start_from: Starting position for replay (default: 0) - subscriber: PID to receive events directly (default: undefined)
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Remove a subscription by key
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          -spec unsubscribe(atom(), subscription_type(), binary()) -> ok | {error, term()}.


      


Remove a subscription by type, selector, and name

  


        

      


  

    
reckon_db_subscriptions_store 
    



      
Subscriptions store for reckon-db
Manages subscription persistence and retrieval directly via Khepri. This is a facade module that provides direct access to the subscription storage without going through a gen_server, since Khepri/Ra handles concurrency internally.
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          #subscription{id :: binary(),
                        type :: subscription_type(),
                        selector :: binary() | map(),
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                        subscriber_pid :: pid() | undefined,
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Check if a subscription exists by key
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          -spec exists(store_id(), subscription_type(), binary()) -> boolean().


      


Check if a subscription exists by record
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          -spec find_by_name(store_id(), binary()) -> {ok, binary(), subscription()} | {error, not_found}.


      


Find a subscription by name
Searches all subscriptions for one matching the given name. Returns the subscription key and record if found.
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Get a subscription by key
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          -spec key(subscription()) -> binary().


      


Generate a unique key for a subscription
The key is a phash2 hash of {type, selector, subscription_name}
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Generate a unique key for a subscription from components
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List all subscriptions in the store

  



  
    
      
    
    
      put(StoreId, Subscription)



        
          
        

    

  


  

      

          -spec put(store_id(), subscription()) -> ok | {error, term()}.


      


Store a subscription
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          -spec update_checkpoint(store_id(), binary(), non_neg_integer()) -> ok | {error, term()}.


      


Update the checkpoint for a subscription
Parameters: StoreId - The store identifier Key - The subscription key Position - The new checkpoint position
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Top-level supervisor for reckon-db
This supervisor manages all store instances configured in the application environment. Each store gets its own system supervisor subtree.
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          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
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          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the top-level supervisor
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Get list of running stores
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Per-store system supervisor for reckon-db
This supervisor manages all subsystems for a single store instance. Uses rest_for_one strategy to ensure proper startup order:
1. CoreSystem (one_for_all) - persistence, notification, store management 2. ClusterSystem (cluster mode only) - discovery, coordination, monitoring 3. GatewaySystem - external interface workers
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      integrity_key_source/0



        
          
        

    

  


  

      

          -type integrity_key_source() :: {env_var, EnvName :: binary()} | {sealed_file, Path :: file:filename()}.


      



  



  
    
      
    
    
      store_config/0



        
          
        

    

  


  

      

          -type store_config() ::
          #store_config{store_id :: atom(),
                        data_dir :: string(),
                        mode :: single | cluster,
                        timeout :: pos_integer(),
                        writer_pool_size :: pos_integer(),
                        reader_pool_size :: pos_integer(),
                        gateway_pool_size :: pos_integer(),
                        options :: map(),
                        integrity :: integrity_config(),
                        indexes :: [index_decl()]}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      start_link(Store_config)



        
          
        

    

  


  

      

          -spec start_link(store_config()) -> {ok, pid()} | {error, term()}.


      


Start the system supervisor for a store

  


        

      


  

    
reckon_db_telemetry 
    



      
Telemetry handler for reckon-db
Provides logging handler for telemetry events and utilities for attaching/detaching handlers. Additional handlers (e.g., OpenTelemetry) can be added for datacenter deployments.
[bookmark: Usage]Usage
Attach the default logger handler: ok = reckon_db_telemetry:attach_default_handler().
Attach a custom handler: ok = reckon_db_telemetry:attach(my_handler, fun my_module:handle/4, #{}).
Emit an event: reckon_db_telemetry:emit(?STREAM_WRITE_STOP, #{duration => 1000}, #{store_id => my_store}).

      


      
        Summary


  
    Functions
  


    
      
        attach(HandlerId, HandlerFun, Config)

      


        Attach a custom handler for all reckon_db events



    


    
      
        attach_default_handler()

      


        Attach the default logger handler for all reckon_db events



    


    
      
        detach(HandlerId)

      


        Detach a handler by ID



    


    
      
        detach_default_handler()

      


        Detach the default logger handler



    


    
      
        emit(Event, Measurements, Metadata)

      


        Emit a telemetry event



    


    
      
        handle_event(Event, Measurements, Meta, Config)

      


        Handle telemetry events (logger handler)



    


    
      
        span(EventPrefix, Metadata, Fun)

      


        Execute a function with start/stop telemetry Emits start event before, stop event after (with duration)



    





      


      
        Functions


        


  
    
      
    
    
      attach(HandlerId, HandlerFun, Config)



        
          
        

    

  


  

      

          -spec attach(term(),
             fun((telemetry:event_name(),
                  telemetry:event_measurements(),
                  telemetry:event_metadata(),
                  term()) ->
                     ok),
             term()) ->
                ok | {error, already_exists}.


      


Attach a custom handler for all reckon_db events

  



  
    
      
    
    
      attach_default_handler()



        
          
        

    

  


  

      

          -spec attach_default_handler() -> ok | {error, already_exists}.


      


Attach the default logger handler for all reckon_db events

  



  
    
      
    
    
      detach(HandlerId)



        
          
        

    

  


  

      

          -spec detach(term()) -> ok | {error, not_found}.


      


Detach a handler by ID

  



  
    
      
    
    
      detach_default_handler()



        
          
        

    

  


  

      

          -spec detach_default_handler() -> ok | {error, not_found}.


      


Detach the default logger handler

  



  
    
      
    
    
      emit(Event, Measurements, Metadata)



        
          
        

    

  


  

      

          -spec emit(telemetry:event_name(), telemetry:event_measurements(), telemetry:event_metadata()) -> ok.


      


Emit a telemetry event

  



  
    
      
    
    
      handle_event(Event, Measurements, Meta, Config)



        
          
        

    

  


  

      

          -spec handle_event(telemetry:event_name(),
                   telemetry:event_measurements(),
                   telemetry:event_metadata(),
                   term()) ->
                      ok.


      


Handle telemetry events (logger handler)

  



  
    
      
    
    
      span(EventPrefix, Metadata, Fun)



        
          
        

    

  


  

      

          -spec span(telemetry:event_prefix(), telemetry:event_metadata(), fun(() -> Result)) -> Result
              when Result :: term().


      


Execute a function with start/stop telemetry Emits start event before, stop event after (with duration)

  


        

      


  

    
reckon_db_temporal 
    



      
Temporal queries for reckon-db.
Provides point-in-time and time-range queries for event streams. These queries filter events by their epoch_us timestamp field.
Use cases: - Reconstruct aggregate state at a historical point in time - Audit queries ("what was the state on date X?") - Time-range analytics

      


      
        Summary


  
    Types
  


    
      
        event/0

      


    


    
      
        opts/0

      


    


    
      
        timestamp/0

      


        Microseconds since epoch (epoch_us format)



    





  
    Functions
  


    
      
        read_range(StoreId, StreamId, FromTimestamp, ToTimestamp)

      


        Read events within a time range [FromTimestamp, ToTimestamp].



    


    
      
        read_range(StoreId, StreamId, FromTimestamp, ToTimestamp, Opts)

      


        Read events within a time range with options.



    


    
      
        read_until(StoreId, StreamId, Timestamp)

      


        Read all events from a stream up to (and including) a timestamp.



    


    
      
        read_until(StoreId, StreamId, Timestamp, Opts)

      


        Read events up to a timestamp with options.



    


    
      
        version_at(StoreId, StreamId, Timestamp)

      


        Get the stream version at a specific timestamp.



    





      


      
        Types


        


  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() ::
          #event{event_id :: binary(),
                 event_type :: binary(),
                 stream_id :: binary(),
                 version :: non_neg_integer(),
                 data :: map() | binary(),
                 metadata :: map(),
                 tags :: [binary()] | undefined,
                 timestamp :: integer(),
                 epoch_us :: integer(),
                 data_content_type :: binary(),
                 metadata_content_type :: binary(),
                 prev_event_hash :: binary() | undefined,
                 mac :: {KeyId :: non_neg_integer(), MacBytes :: binary()} | undefined,
                 signature :: binary() | undefined}.


      



  



  
    
      
    
    
      opts/0



        
          
        

    

  


  

      

          -type opts() :: #{direction => forward | backward, limit => pos_integer()}.


      



  



  
    
      
    
    
      timestamp/0



        
          
        

    

  


  

      

          -type timestamp() :: integer().


      


Microseconds since epoch (epoch_us format)

  


        

      

      
        Functions


        


  
    
      
    
    
      read_range(StoreId, StreamId, FromTimestamp, ToTimestamp)



        
          
        

    

  


  

      

          -spec read_range(atom(), binary(), timestamp(), timestamp()) -> {ok, [event()]} | {error, term()}.


      


Read events within a time range [FromTimestamp, ToTimestamp].
Returns events where FromTimestamp is less than or equal to epoch_us, and epoch_us is less than or equal to ToTimestamp.
Example:
  %% Get all events from the first week of 2025
  From = 1735689600000000,  %% Jan 1, 2025
  To   = 1736294400000000,  %% Jan 8, 2025
  {ok, Events} = reckon_db_temporal:read_range(my_store, <<"orders-123">>, From, To).

  



  
    
      
    
    
      read_range(StoreId, StreamId, FromTimestamp, ToTimestamp, Opts)



        
          
        

    

  


  

      

          -spec read_range(atom(), binary(), timestamp(), timestamp(), opts()) ->
                    {ok, [event()]} | {error, term()}.


      


Read events within a time range with options.

  



  
    
      
    
    
      read_until(StoreId, StreamId, Timestamp)



        
          
        

    

  


  

      

          -spec read_until(atom(), binary(), timestamp()) -> {ok, [event()]} | {error, term()}.


      


Read all events from a stream up to (and including) a timestamp.
Returns events where epoch_us is less than or equal to Timestamp, sorted by version (ascending). This is useful for reconstructing aggregate state at a point in time.
Example:
  %% Get all events up to January 1, 2025 00:00:00 UTC
  Timestamp = 1735689600000000, %% microseconds
  {ok, Events} = reckon_db_temporal:read_until(my_store, <<"orders-123">>, Timestamp).

  



  
    
      
    
    
      read_until(StoreId, StreamId, Timestamp, Opts)



        
          
        

    

  


  

      

          -spec read_until(atom(), binary(), timestamp(), opts()) -> {ok, [event()]} | {error, term()}.


      


Read events up to a timestamp with options.
Options: - direction: forward (default) or backward - limit: Maximum number of events to return

  



  
    
      
    
    
      version_at(StoreId, StreamId, Timestamp)



        
          
        

    

  


  

      

          -spec version_at(atom(), binary(), timestamp()) -> {ok, integer()} | {error, term()}.


      


Get the stream version at a specific timestamp.
Returns the version of the last event with epoch_us less than or equal to Timestamp. This is useful for determining what version to replay up to.
Returns: - {ok, Version} if events exist before the timestamp - {ok, -1} if no events exist before the timestamp - {error, Reason} on failure

  


        

      


  

    
reckon_db_tracker_group 
    



      
Tracker group management for reckon-db
Uses pg (process groups) for managing tracker processes. Trackers receive notifications about subscription lifecycle events.
This module provides: - Process group management for tracker processes - Notification broadcasting for created/deleted/updated events
Features that can be tracked: - subscriptions: Subscription lifecycle - streams: Stream lifecycle - snapshots: Snapshot lifecycle

      


      
        Summary


  
    Types
  


    
      
        feature/0

      


    


    
      
        store_id/0

      


    





  
    Functions
  


    
      
        group_key(StoreId, Feature)

      


        Generate the group key for a feature's trackers



    


    
      
        join(StoreId, Feature, PidOrPids)

      


        Join one or more processes to the tracker group for a feature



    


    
      
        leave(StoreId, Feature, PidOrPids)

      


        Remove one or more processes from the tracker group



    


    
      
        members(StoreId, Feature)

      


        Get all member processes tracking a feature



    


    
      
        notify_created(StoreId, Feature, Data)

      


        Notify all trackers that a feature instance was created



    


    
      
        notify_deleted(StoreId, Feature, Data)

      


        Notify all trackers that a feature instance was deleted



    


    
      
        notify_updated(StoreId, Feature, Data)

      


        Notify all trackers that a feature instance was updated



    





      


      
        Types


        


  
    
      
    
    
      feature/0



        
          
        

    

  


  

      

          -type feature() :: subscriptions | streams | snapshots | atom().


      



  



  
    
      
    
    
      store_id/0



        
          
        

    

  


  

      

          -type store_id() :: atom().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      group_key(StoreId, Feature)



        
          
        

    

  


  

      

          -spec group_key(store_id(), feature()) -> integer().


      


Generate the group key for a feature's trackers

  



  
    
      
    
    
      join(StoreId, Feature, PidOrPids)



        
          
        

    

  


  

      

          -spec join(store_id(), feature(), pid() | [pid()]) -> ok.


      


Join one or more processes to the tracker group for a feature

  



  
    
      
    
    
      leave(StoreId, Feature, PidOrPids)



        
          
        

    

  


  

      

          -spec leave(store_id(), feature(), pid() | [pid()]) -> ok.


      


Remove one or more processes from the tracker group

  



  
    
      
    
    
      members(StoreId, Feature)



        
          
        

    

  


  

      

          -spec members(store_id(), feature()) -> [pid()].


      


Get all member processes tracking a feature

  



  
    
      
    
    
      notify_created(StoreId, Feature, Data)



        
          
        

    

  


  

      

          -spec notify_created(store_id(), feature(), term()) -> ok.


      


Notify all trackers that a feature instance was created

  



  
    
      
    
    
      notify_deleted(StoreId, Feature, Data)



        
          
        

    

  


  

      

          -spec notify_deleted(store_id(), feature(), term()) -> ok.


      


Notify all trackers that a feature instance was deleted

  



  
    
      
    
    
      notify_updated(StoreId, Feature, Data)



        
          
        

    

  


  

      

          -spec notify_updated(store_id(), feature(), term()) -> ok.


      


Notify all trackers that a feature instance was updated
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